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1 Introduction
The project WebSand operates on the prospect that Web applications will
continue to evolve towards a multi-party, multi-interface application paradigm.
This means, that for one Web applications will incorporate a rising amount
of data and code which is provided by third parties, e.g., in the form of mash-
ups, cloud services or client-side libraries. Furthermore, the way of interact-
ing with a Web application is constantly evolving from simple HTML-based
interfaces towards multiple clients (HTML, RIA, mobile) which co-exist with
an HTTP API-based representation of the same functionality.

In consequence, providing security for such applications becomes increas-
ingly complex. To provide means to achieve this goal, novel mechanism are
required that take the evolving, multi-party nature of the Web into account.
Designing such solutions is the focus of WebSand. Taking this into account,
three security aspects of Web applications are of high relevance in the context
of the project: Secure Web interaction, information flow control and secure
composition. This document summarizes important works and approaches
that are related to these topics.

Secure Web Interaction The term Web interaction subsumes all aspects
of the Web application model that can be expressed on the HTTP level.
More precisely: The interaction between the Web server and the Web client
(e.g, the Web browser) is completely defined by the exchanged HTTP mes-
sages. In this interaction model the server is in a passive role and only reacts
to incoming HTTP requests. The server has to deduct all security charac-
teristics of incoming HTTP requests based solely on the information present
in the HTTP request itself. These characteristics include, for instance, a
request’s validity, authenticity, authorization level, requesting entity, and
context within the application model. Unfortunately, HTTP was never de-
signed to serve the purposes for which it is used nowadays and leaves most
of these security relevant aspects to the application level. This in turn leads
to many potential pitfalls and numerous security problems such as cross-site
request forgery, state confusion, or race conditions.

Chapter 2 covers aspects that are highly relevant to the security of HTTP
interaction: For one, after covering selected technical basics (see Section 2.1),
current and future approaches for authentication and authorization are listed
(see Section 2.2). Furthermore, the field of control flow integrity violation
and validation is explored using topics such as cross-site request forgery or
race conditions (see Section 2.3).

FP7-ICT-2009-5
Project No. 256964



D1.1: Consolidation of state-of-the-art 6/90

Information Flow Control An important part of information security is
the control of how information is propagated by computing systems. Based
on a classification of sensitivity levels of information that enters and leaves
a system, information flow controls entail tracking how information flows
through the system during execution. Information might flow directly, when
data from a secret source is explicitly passed to a public sink, or indirectly,
when secret data affects what execution paths are taken. Chapter 3 covers
current approaches to modelling and enforcing secure information flow.

Language-based information-flow security addresses confidentiality and
integrity. Confidentiality prevents secrets from being revealed to the adver-
sary. In contrast, integrity has multiple facets. One facet is a direct dual
confidentiality: untrusted data is prevented from affecting trusted data.

Noninterference is the prevailing baseline semantic notion of secure infor-
mation flow that underpins both confidentiality and integrity. Noninterfer-
ence stipulates that secret (untrusted) sources do not affect public (trusted)
sinks.

For both confidentiality and integrity, the possibility of reclassifying is
important: declassifying for confidentiality and endorsing for integrity. De-
classification and endorsement involve a number of dimensions pertaining to
what information can be reclassified, by who, where and when this is allowed
to happen. Section 3.1 covers policies for confidentiality and integrity.

Enforcement of secure information flow is traditionally performed by
static program analysis. However, recent interest in dynamic languages such
as JavaScript has turned the focus to dynamic or hybrid execution monitors
as well as libraries. Enforcement of secure information flow has been investi-
gated for languages with a wide range of features such as concurrency, object
orientation, events, higher-order functions, exceptions, and dynamic execu-
tion. Section 3.2 reviews important language challenges pertaining to Web
applications, and how those challenges are tackled by current enforcement
mechanisms.

Finally, Section 3.3 discusses important work relating to the location of
enforcement — i.e. on the client-side, on the server-side or as a hybrid — of
secure information flow in the distributed setting of Web applications.

Secure Composition The evolution within Web 2.0 has led to a new ap-
plication type, called a Web mashup. Mashups compose existing and new
services into new web applications in a very flexible and lightweight compo-
sition. A mashup is in fact an aggregation of data and/or functionality from
different sources, possible spread over multiple trust domains.

Components of multiple stakeholders are involved in such a web mashup,
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each with their particular security requirements. Chapter 4 discusses how
these components can work together securely as well as being protected from
each other.

Four categories of security requirements for secure compositions are dis-
cussed in Section 4.1: (i) enforcing the separation of Web components, (ii)
enabling the interaction between Web components, (iii) enabling and control-
ling communication towards remote entities, and (iv) fine-grained behavioral
control of Web components.

Secure composition demands strong separation guarantees (e.g. the isola-
tion of the component’s part of the DOM tree from other components), but
also requires the possibility of interacting securely between separated com-
ponents (guaranteeing confidentiality, integrity and mutual authenticity). In
Section 4.2, three different points of view to address the needed security re-
quirements are discussed: (i) leverage existing separation mechanisms and
provide controlled interaction (Subspace, Fragment Identifier Messaging and
postMessage), (ii) strengthen the existing separation mechanisms while pre-
serving interaction (module tag and sandbox attribute), and (iii) start from
scratch, while honoring the already existing legacy by ensuring some form of
backwards compatibility (MashupOS and OMash).

In addition in Section 4.3, script isolation techniques leverage the inter-
action possibilities present in a script environment, and introduce separation
between different components. The general approach is to restrict JavaScript
to a subset, which adheres to the object-capability security model. The three
techniques discussed in this report, i.e. ADsafe, Facebook JavaScript and
Caja, follow this object-capability security model, thus achieving component
separation, regardless of domain. Separation for DOM elements and built-in
script objects is achieved using subset restrictions and run-time control over
specific operations, such as DOM access.

In Section 4.4, several techniques are discussed to achieve secure, cross-
domain communication, including XMLHttpRequest proxies, script commu-
nication, browser plugins and Cross-Origin Resource Sharing (CORS). These
techniques are mostly workarounds, to enable communication under the re-
strictions of the Same-Origin Policy (SOP). The last technique, CORS, is
designed to extend the SOP to allow safe, controlled cross-domain commu-
nication.

Finally in Section 4.5, two approaches are discussed which are aimed at
providing fine-grained control over component behavior in a mashup. The
first approach focuses on enforcing a policy on JavaScript code, either with
or without specific browser-side support. A second approach mediates access
to specific objects, thus enabling the enforcement of a security policy.
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2 Secure Web Interaction
For Web applications, authentication and authorization are fundamental for
security. While authentication establishes confidence in the identity of a
communication partner, authorization or access control determines whether
a requesting entity has the privilege to access a resource.

Authentication is the process of establishing confidence in the identity
of a communication partner, which can be another computer system (host
authentication) or a user (user authentication). If access to non-public re-
sources is possible over public interfaces, authentication is required because
access control checks rely on the identity of the requesting subject. Means for
authentication are based on knowledge, for example PINs and passwords, on
ownership of physical objects, for example smartcards, or on inherent charac-
teristics, for example biometric identifiers. Some fundamental topics of Web
security, namely authentication, Phishing, Pharming, session tracking and
the same-origin policy are discussed in Section 2.1.

Advanced problems related to authentication and access control are fed-
erated identity, single sign-on and authorization in distributed systems. Fed-
erated identity is needed for different services in different administration
domains to understand each others assertions. Since users normally have
individual local user identities within the different security domains, a com-
mon understanding is required about who the user is that is referred to in
the assertions. Single Sign-On (SSO) is a property of access control of two
or more related software systems. With SSO a user logs in once and can
gain access to all systems without being prompted to log in again at each
of them. Federated identity and single sign-on are discussed in Section 2.2.1
and Section 2.2.2. Authorization in distributed systems is a challenge that
is addressed by OAuth, which is described in Section 2.2.3

The problem of control flow integrity, related threats and protection
strategies are discussed in Section 2.3.

2.1 Basics of Web Interaction
In the following, the state-of-the-art for topics is presented that are funda-
mental for security of Web applications without being directly in the re-
search focus of the project: user authentication, host authentication, Phish-
ing, Pharming, session tracking and the same-origin policy.
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2.1.1 User Authentication in the Web

In the Web domain, the most dominant authentication mechanism are pass-
words for end-users and X.509 certificates [59] for servers.

Password authentication is based on a shared secret that has been priv-
iously by shared both communication partners, the password. To authen-
ticate, the password is either transmitted in plaintext, or the password is
used in a protocol like HTTP digest access authentication [86], in which the
password is only transmitted in hashed form. Password systems are widely
used and can be considered the standard authentication mechanism for end
users. For password authentication, the server needs to compare the creden-
tials of the user with a reference stored in the server’s database. To protect
the passwords in the database in case of theft or accidential leakage, it is
best-practice to only store salted hashes of the passwords.

In the Web, there are mainly three different transport mechanisms used
for password authentication: basic authentication [38], digest access au-
thentication [86] and form-based authentication. While basic authentication
and digest access authentication are standardized, form-based authentication
refers to the common, but non-uniform practice of requesting user creden-
tials using a HTML FORM-element [2] and subsequent transmission of the
credentials in a HTTP request as URL parameters or POST data. All these
transport mechanisms must rely on SSL/TLS (see Section 2.1.2) for host
authentication, to prevent man-in-the-middle attacks, and for transport en-
cryption and integrity protection.

Basic authentication [38] and digest access authentication [86] are speci-
fied as part of and as an addition to the HTTP protocol. Both are requested
from the server by responding with the status code ’401 - Unauthorized’
and additional details in the response header ’WWW-Authenticate’, for ex-
ample a set of URIs for which the same set of credentials should be sent by
the client. Subsequently, the browser queries the user for username and pass-
word using a special authentication dialog and then transmits the credentials
within the HTTP request header ’Authorization’ with all subsequent request
to resources in the specified authentication domain. In the case of basic au-
thentication, username and password are transmitted base64-encoded [107],
which strictly requires the use SSL/TLS to prevent sniffing and man-in-the-
middle attacks. Digest access authentication does not send the password in
plain-text, but calculates a cryptographic hash of the password, a nonce, and
other parameters employing the MD5 [176] algorithm. Several attacks ex-
ploting weaknesses of digest access authentications are known, which makes
it necessary to use it only together with SSL/TLS.

Form-based user authentication is the most widespread form of user au-
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thentication used on the Web nowadays [148]. In constrast to basic authen-
tication and digest access authentication, form-based authentication is not
standardized and not connected to the HTTP protocol. It refers to the prac-
tice of querying the user for his credentials in the HTML page using a FORM-
element. The credentials are then either submitted as URL parameters or
POST-data with a HTTP request to the server or read by JavaScript [1]
code and transmitted asynchronously using XMLHttpRequests [5]. To be
secure, the Web page that contains the login form must already be secured
via SSL/TLS to prevent man-in-the-middle attacks.

2.1.2 Machine Authentication and SSL/TLS

The standard method for machine authentication in the area of Web applica-
tions is based on X.509 (PKIX) certificates [59] and the SSL/TLS protocol.
Originally, Secure Socket Layer (SSL) was developed by Netscape in 1994 as
a secure network protocol to enable commerce over the Internet. After ver-
sion SSL V3.0, development was continued under the name Transport Layer
Security (TLS) by the IETF resulting in RFC 2246 (TLS 1.0) [76], RFC 4346
(TLS 1.1) [77], and RFC 5246 (TLS 1.2) [78]. The X.509 certificate certi-
fies that the public key that is embedded in the certificate belongs to the
entity named as the subject of the certificate. For host authentication, the
private key that is associated with public key in the server certificate is used
in the the SSL/TLS protocol handshake and the certificate is transmitted
to the client. This allows the client to verify that it is communicating with
the entity named in the subject of the certificate, as long as the private key
was not compromised and this assertion is limited by the trust towards the
issuing certification authority. Beside host authentication, SSL/TLS guar-
antees confidentiality and integrity of all subsequent communication. It is
best practice to transmit authentication credentials over secured connections
only [163]. The same applies for session identifiers, which implies that after
authentication, all communication must be secured.

Web browsers initiate a secure connection using SSL/TLS when the URL
of the resource that is requested is addressed by the protocol ’https’, and
they indicate the use of SSL/TLS by different visual means, for example
by a small lock symbol in the status bar or a special background color in
the location bar. When a secure connection is established, the Web browser
authenticates the server by validating the provided certificate and by checking
that the subject name in the certificate matches the domain name of the
requested URL. When a certificate cannot be verified or when the certificate
is not valid for the requested domain, browsers will display warnings and/or
error messages, which the user can decide to bypass with all major browsers.
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Browser behavior when encountering certificate validation errors strongly
influences the risk of Phishing and Pharming attacks, which is discussed in
Section 2.1.3.

Alternative mechanism for host authentication are manually distributed
public keys and passwords or shared secrets. For machine-to-machine com-
munication of a limited number of communication partners, public keys can
also be manually deployed without the need of certificates. This method is
typically used for mutual authentication of backend-servers, for example for
SSH connections. Passwords or other pre-shared keys are sometimes used for
machine-to-machine authentication if no other mechanism is supported, for
example for database connections. In some scenarios, for example for Web
services, a server uses a certificate to prove its identity and instead of provid-
ing a client-certificate, the client will subsequently authenticate by including
a password or pre-shared key in the request on the application layer.

2.1.3 Phishing and Pharming

Pharming and Phishing are very similar in several ways. Both try to lure
users to their Web sites with the intent of stealing sensitive user information.
The difference to Phishing is that Pharming redirects Web traffic to a bogus
site that is not associated with the URL that is typed whereas Phishing
attacks are usually performed on sites with similar, but not identical, URLs.

Phishing attacks aim to steal sensitive information by pretending to be a
trusted entity, which is later used for direct financial gain or identity theft.
This is usually done by mimicking the look and feel of a trusted Web site and
persuading the user to enter sensitive information. Phishing is particularly
prevalent in the e-commerce and banking sector [7]. A study has shown that
well-implemented phishing sites can fool up to 90% of its visitors [73]. In
2003 alone, around two million users fell victim to a phishing site, resulting
in $1.2 billion financial loss [125].

Phishing attacks come in many different forms, for example domain names
with common misspellings of popular sites, which is also called Typosquat-
ting, masked hyperlinks in E-mails, and forged instant messaging or social
networks messages. These attacks are often successful, because most users
are unsuspecting as long as the look-and-feel is familiar. Proctection mea-
sures against Phishing are mostly non-technical, since Phishing heavily relies
on misconception and, unlike many other attacks, often occurs without any
direct involvement of the targeted site.

Best practices aim to reduce the success probability of phishing by mea-
sures that target the attack vectors, for example use of Sender Policy Frame-
work for E-mail communication, by fixing of content spoofing vulnerabilities
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and by user educaction [163]. Additional protection can be gained by requir-
ing one-time passwords or authorization over a secondary communication
channel for high-value operations. Because of the social engineering nature
of Phishing, technical defenses have limited success in protecting against
phishing attacks.

On the non-technical side, user education is often advertized as the most
effective defense, as the user is directly involved in every step of the attack.
The targeted user might be able to detect phishing attempts by different
means, for example by examining the URL in the location bar or by manual
verification of the server-supplied certificate [73]. But a study has shown that
the majority of users will ignore warnings of invalid certificates when visiting
a trusted Web site [204]. Even when users are conscious of warning indicator,
many will still ignore them believing that the indicator are a mistake by the
browser as long as the site looks legitimate [220]. To educate users means to
teach them to recognize the signs of phishing attacks like misspelled URLs,
invalid certificates, and to be suspicious of hyperlinks in E-mails. On the
other hand, Web sites that want to protect against Phishing can define and
communicate a policy of legitimate customer-interaction, which, for example,
states that the Web site will never send hyperlinks in E-mails and will never
ask the user for authentication credentials except on the login page.

There are two broad categories of Pharming attacks - via compromised
network infrastructure and via compromised endnodes. Attacks on infras-
tructure systems usually aim at manipulating the domain-name resolution,
by compromising DHCP and DNS servers, or at manipulating IP routing, by
compromising routers and gateway systems. On desktop computers, pharm-
ing attacks mostly target the local domain name resolution or the storage
mechanism for certificates of trusted certification authorities. When the cer-
tificate storage is compromised, pharming and phishing attacks become vir-
tually impossible to detect for the user. In most situations, a compromised
client computer will

Pharming attacks lure the user to a forged Web site, but unlike phishing
attacks, pharming attacks can not be detected by examination of the URL in
the location bar. Practical counter measures against Pharming for endusers
are to keep the computer free of malware, to use up-to-date virus protection,
and to ensure that security patches for operating system and other software
are applied. Preventive measures for providers and network operators are
the general security best-practices of monitoring, patching, and the use of
valid SSL server certificates. Since, targeted sites are usually not involved in
the attacks, there is

Phishing and Pharming are both threats that are related to host au-
thentication and they are both hard to prevent by technical measures of the
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targeted Web site. Not being directly in the research focus of WebSand, both
will be indirectly addressed in the definition of the use-cases and by following
best-practices in the implementation of the demonstrators.

2.1.4 Session Tracking

Web applications use session tracking to associate HTTP request-response-
pairs to a continuous usage session and the related application state. This
usually includes the authenticated identity of the user, which makes the
session mechanism equally security relevant as authentication itself.

A session is established by introducing a common identifier, which is
issued by the server and which must subsequently be included in all requests
by the client. The standard way of transmitting the session identifier is
using HTTP cookies [112, 113], which were later specified as an addition to
the stateless HTTP protocol [38, 85]. Alternatively, the session identifier can
be transmitted in URL-parameters, which is also called URL-Rewriting, or
in POST parameters of the HTTP-request. The transport mechanism should
be secured as much as possible, for example by setting the cookie flags secure
and HttpOnly, which specify that the cookie is only to be sent in encrypted
form and that the cookie should not be accessible through client-side script
code.

In principle, secure implementation of session management [163] and the
associated threats [164, 4, 111] are well understood, and the main part of
the session management is usually implemented by a Web application frame-
work. Nevertheless, session management vulnerabilies continue to present a
challenge in practice as can be seen in the OWASP Top Ten vulnerabilities
of the years 2004, 2007, and 2010 [3]. Moreover, non-functional bugs often
lead to vulnerabilities that can also be used as vectors for attacks on session
management [105]. Another attack related to session management is known
as Cross-Site Request Forgery (CSRF) or Session Riding [199, 46], which is
discussed in detail in Section 2.3.1.

The functionality that is implemented in the frameworks differs, but usu-
ally the framework components automatically map requests to their associ-
ated session and generate new sessions. To provide the authenticated user
identity in the session object, the authentication component needs to inter-
face with session management. In many cases, authentication is implemented
in the application code to allow for customizing of the user interface, which
requires some interaction with the framework code in the following situa-
tions. On login, the existing anonymous session must be invalidated and a
new session must be generated to prevent Session Fixation [111]. On logout,
the authenticated session must be invalidated to reduce the windows of op-

FP7-ICT-2009-5
Project No. 256964



D1.1: Consolidation of state-of-the-art 14/90

portunity for session hijacking [4]. Additionally, a feasible session time-out
value must be configured depending on the requirements of the use-case.

Although session management vulnerabilities still pose threat for Web
applications, they are relatively easy to fix compared with other vulnerabili-
ties and the technological aspects are well understood. Therefore, security of
session management will not be in focus of attention in this project except,
eventually, with respect to federated authentication and authorization.

2.1.5 Same-Origin Policy

Cross-domain communication depicts one issue of modern Web applications
that was not foreseen at the time of Web protocols’ establishment. In these
days, the idea of deploying static, text-based documents dominated the pro-
tocol engineering process. This led to the ability of the HTTP protocol to
include pictures from third party domains without any restrictions. Other el-
ements like executable program code, e.g. JavaScript, and foreign HTML files
are subject to the restrictions of the Same-Origin Policy (SOP) [179, 217].

The Same-Origin Policy (SOP) basically claims that objects from one
domain must not be accessed by objects from different domains [217]. This
is just the abstract idea as the concrete definition varies depending on the
respective objects (cf. Sec. 4.1).

In most cases, the term Same-Origin Policy means a policy for DOM
access (Document Object Model), saying that elements from one page may
access elements from all pages that share the common protocol (HTTP,
HTTPS), host name (www.example.com), and port number (80, 443). To
some extent, pages can modify their document.domain property so that they
finally share the same domain and can thus communicate with each other
[179]. Nevertheless, a Web page can contain arbitrary content when it is
delivered to the client. Images, multimedia objects and even JavaScript code
can be loaded from foreign domains and is treated by the browser as if it
would stem from the same domain. The DOM-based Same-Origin Policy
holds for access across frames, iframes and windows.

In contrast to the local communication via DOM access, remote access
to resources is usually implemented via an XMLHttpRequest (XHR). This
JavaScript API provides access to content after loading the initial page and
without the need for reloading the whole page. This way, parts of the page
can be updated seemingly in real-time. The SOP applying to XMLHttpRe-
quests is similar to the policy for DOM access. The option to allow com-
munication by modifying the document.domain property is not provided.
However, the request can be substantially shaped including the HTTP re-
quest method and headers as well as the ability to read back response headers
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and body [222]. A new API for allowed cross-domain communication (named
Cross-Origin Resource Sharing (CORS)) will be discussed in the next section.

Another kind of SOP exists for HTTP cookies. This policy is important
for some cross-domain communication scenarios, though cookies do not pro-
vide communication means themselves. Cookies are by default accepted from
every domain that is accessed to retrieve any kind of content. The server can
determine the cookie’s name and value, its time to live (expiry date), and its
scope, which is limited to the actual subdomain and its upper level domains
(by the domain attribute) as well as all paths on these domains (by the path
attribute). Finally, all cookies which have an appropriate domain and path
attribute with respect to a current request are sent along by the browser
regardless of the port or protocol [222]. These differences of Same-Origin
Policies may lead to e.g. Session Fixation vulnerabilities [198].

The Same-Origin Policy is implemented and enforced in the browser.
Unfortunately, not all browser vendors stick to the same policy in all details.
As an example, Microsoft did not implement the port check for the DOM
access policy in Internet Explorer browser. Moreover, each browser has its
own list of banned HTTP headers in XMLHttpRequests. As a result, some
browsers offer more cross-domain flexibility than others while at the same
time some cross-domain related vulnerabilities occur only in some browsers
due to differing implementations of the Same-Origin Policy [222].

2.2 Advanced Authentication and Authorization
2.2.1 Security Assertion Markup Language (SAML)

The Security Assertion Markup Language (SAML) standard defines an XML-
based framework for describing and exchanging security information between
online entities. SAML V2.0 was released as a standard by the Organization
for the Advancement of Structured Information Standards (OASIS) in March
2005[160]. The security information exchanged are so called assertions, that
contain authentication and authorization status information. The online en-
tities are usually an identity provider (a producer of assertions) and a service
provider (a consumer of assertions), located in different security domains.
SAML is designed to provide Single Sign-On, federated identity and integra-
tion with Web services. It allows for its security assertions to be used outside
of the native SAML-based protocols, for instance, WS-Security has a profile
for how to use SAML assertions within a security token that can be used to
secure SOAP message exchanges.

SAML Single Sign-On is a standardized, open, interoperable, and highly
configurable solution. SAML is based on an XML format for encoding secu-
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rity assertions as well as a number of protocols and bindings that prescribe
how assertions should be exchanged in a variety of applications and/or de-
ployment scenarios. Three roles take part in the protocol: a client (C), an
identity provider (IdP) and a service provider (SP). The objective of C, typi-
cally a Web browser guided by a user, is to get access to a service or a resource
provided by SP. IdP authenticates C and issues corresponding authentica-
tion assertions (a special type of assertions used to authenticate users), and
finally SP consumes the assertions generated by IdP to grant or deny C ac-
cess to the requested resource. A SAML SSO profile offers two main usages
depending on whether the Web user requests a SP resource by contacting
the SP directly (SP-initiated SSO), or by contacting the IdP that presents a
set of SP resources that Web users can consume (IdP-initiated SSO). Both
SP-initiated and IdP-initiated SSO can be used in combination with the ar-
tifact resolution protocol that provides a mechanism (referred to as artifact
resolution protocol) by which SAML messages can be transported in a SAML
binding by reference instead of by value. In addition, SAML SSO features
many configuration options ranging from optional fields in messages, usage of
SSL/TLS at transport layer, application of encryption and digital signature
on specific sensitive message fragments, etc. In particular, it often recom-
mends, and in some cases mandates, SSL 3.0 or TLS 1.0 for transport-level
security, or XML Signature and XML Encryption for message-level security.
The requirements are sometimes loosely phrased as authentication, integrity,
and confidentiality, but leaving the choices of mechanisms to deployers.

SAML has several problems that often overlooked:

• Any vulnerability in any of the different services that allows an attacker
to logon into that service will also allow the attacker to logon into any
other service of the SSO system.

• The IdP-Initiated flow of SAML is often subject to login CSRF (see [32]),
in which the attacker forges a cross-site request to the login form, log-
ging the victim into the honest web site as the attacker.

• SAML 2.0 Web Browser SSO Prfile is a launching pad for cross-Site
Request Forgery (CSRF) and cross-Site Scripting (XSS) attacks.

• In some cases, a service can misuse a user’s authentication credentials
to impersonate the user at another service (see [13] and [12], to appear).

• The SAML protocol is very complex, with many different options,
sub-protocols, bindings (mappings onto standard messaging formats or
communications protocols), and profiles (describing how SAML asser-
tions, protocols, and bindings should combine for different purposes).
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This complexity gives rise to many proprietary, non-compliant pro-
files for particular industrial relevant scenarios, some of which are not
secure (as was the case for Google SAML SSO). For details, see for
instance [24], [25], and [13].

2.2.2 Federated Identity: OpenId 2.0

The number of Web applications with the need for authentication has in-
creased tremendously since the beginning of the Web. As a result, also the
number of passwords and user names an end-user needs to remember has in-
creased tremendously. In consequence, a common assumption in the security
community, which is partially backed by analysis of documented password
breaches [197, 161], is that end-users start to use easy-to-remember passwords
or even the same passwords for multiple Web applications. This of course is
not desirable as it lowers the barrier for malicious parties to break into such
systems. Thus, from a security point of view, a single-sign-on system for the
Web is desirable. This chapter presents one approach to this problem called
OpenId.

High Level Overview OpenId [174] is a decentralized authentication pro-
tocol, which allows users to login to a Web application without sharing their
credentials with the application. Thus, it reduces the number of credentials
a user has to memorize and eliminates the need for an application to store
and protect passwords or other sensitive information such as an e-mail ad-
dress. Furthermore, OpenId can be used as a single-sign-on mechanism for
the Web. Thereby, a user has to prove that he controls a certain identifier,
which is either a HTTP or HTTPS URI or an eXtensible Resource Identifier
(XRI).

Details In order to initiate the authentication work flow, a Web application
(in the following called Relying Party) needs to provide a possibility for a user
to enter his identifier. Thereupon, the Relying Party performs a discovery
on the identifier in order to obtain an authentication endpoint URL of the
responsible OpenId provider. The OpenId provider is the authentication
server which authenticates the user and asserts his identity to the Relying
Party. Thereby, the provider can freely be chosen by the end-user and due to
the fact that OpenId implementations are available open source a user can
even become his own provider.

The discovery mechanism used to determine the OpenId provider de-
pends on the type of the identifier. If the identifier is an XRI, an XRI
resolution is conducted, which is comparable to the DNS name resolution

FP7-ICT-2009-5
Project No. 256964



D1.1: Consolidation of state-of-the-art 18/90

End-user

Web ApplicationOpenId Provider

1. OpenId identifier

2. Discovery Mechanism
 Provider URL

3. Redirect

4. Authentication
5. Assertion

Figure 1: OpenId work flow

but on a higher level of abstraction. Instead of resolving domain names into
a DNS record, XRI resolution resolves an XRI into an XML resource de-
scriptor document called eXtensible Resource Descriptor Sequence (XRDS).
This document contains the name of the responsible OpenId provider and
the specific authorization endpoint. If the identifier is a URL the Yadis
protocol [151] is used at first. If it succeeds, the result is again an XRDS
document, which contains the necessary information. If the Yadis protocol
fails, a HTML-based discovery is attempted on the document which is placed
at the URI.

After having obtained the address of the authentication endpoint the Re-
lying Party can optionally establish an association with the OpenId provider
by exchanging a shared secret with Diffie-Hellman Key Exchange. By doing
so, additional verification messages can be avoided later on. Subsequently,
the Relying Party redirects the end-user to the authorization endpoint. After
authentication, the OpenId provider redirects the end-user back with either
a positive (authentication succeeded) or a negative assertion (authentica-
tion failed). The Relying Party then verifies the received information and
authenticates the user if the verification was successful.

Extensions Since version 2.0 OpenId is designed to support extensions.
An extension to OpenId is a protocol that piggybacks on the OpenId request
and response messages. This means, that it is possible to include arbitrary
attributes into these messages. Extensions are useful to provide additional
information such as data about the Relying Party, the OpenId Provider or
the end-user. Technically, this is done by the use of namespaces and key-value
pairs. In order to use an extension within a message a namespace alias needs
to be created by adding a key prefixed with "openid.ns." and ending with
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the alias text whose value is the so-called Type URL (e.g. openid.ns.ext1
= http://example.org/ext1/1.0). Other key-value pairs used by this ex-
tension must be associated with this Type URL by prefixing them with
"openid.[aliasname]." (e.g. openid.ext1.var1 = value). By using this mecha-
nism multiple extensions can be used at the same time by avoiding naming
conflicts. Examples for extensions are OpenId Simple Registration, OpenId
Provider Authentication Policy, OpenId OAuth Extension and OpenId At-
tribute Exchange.

In [203] a possible vulnerability related to extensions is described. If an
adversary has control over a request and the corresponding response of an
OpenId provider he is able to forge or inject arbitrary extensions parameters
without the Relying Party being able to detect this. Although the message
is signed with a shared secret, the adversary can influence parameters which
are included into the signature. Thus, he can exclude (optional) parameters
which he would like to forge from the signature process or just inject new pa-
rameters into the response, without invalidating the signature. Depending on
the extension, the adversary could either disclose private data of the user or
force the extension protocol to behave in an undesired way. In order to avoid
this either the communication need to rely on secure channels (SSL/TLS) or
the relying party should ignore parameters which are not included into the
signature.

The current State of OpenId Today, OpenId is one of the most impor-
tant single-sign-on authentication protocols on the Web. With implemen-
tations of Google, Yahoo!, Flickr, MySpace, Facebook, Wordpress, VeriSign
and Aol OpenId has over 1 Billion potential users. Besides OpenId, there
are also some other single-sign-on Protocols on the Web such as the Liberty
Alliance Project, Microsoft Passport, Central Authentication Service (CAS),
Shibboleth and Kerberos.

2.2.3 Distributed Authorization: OAuth

As opposed to classical Web applications, the future Web makes increased
use of distributed web services, cloud computing and third-party integration.
Thus, a client who accesses restricted resources on a server might not be the
resource owner anymore. For a social networking application (client), for ex-
ample, it would be helpful to have access to the address book(resource) of its
users(resource owner) at their Web mail provider (server). In order to access
these restricted resources, the client therefore needs to be authorized by the
resource owner. The Web’s current single-user authentication/authorization
model is not able to offer such functionality in a secure manner. The only
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way to accomplish third-party authorization with this model is to use the
so-called "password anti-pattern". Thereby, the resource owner has to share
his server credentials, usually a user name and a password with the client. By
sharing his credentials, the resource owner automatically grants full access
to all of his resources as long as these credentials are valid. This obviously
requires a lot of trust between the resource owner and the client, which is
often not given on the Internet. Therefore, another approach is needed which
avoids the sharing of user credentials and enables a more fine-grained access
control. OAuth represents such an approach.

High Level Overview OAuth 1.0A [20] (in the following called OAuth)
provides a process for a resource owner to authorize client access to his server
resources without sharing his primary credentials. Furthermore, it provides a
method for clients to make authorized requests for server resources on behalf
of the owner. Access can thereby be granted in a fine-grained manner on a
timely-restricted basis. As opposed to the password anti-pattern, different
levels of access can be given to different third-parties. In order to achieve
this, OAuth uses tokens, which are timely restricted credentials authorized
only for specific resources. The authorized token credentials can be used by
a client during the request signing work flow in order to make authenticated
requests to the server. The authorization of a token is established during the
authorization work flow.

Authorization Work Flow In order to make authorized requests, the
client needs to obtain two sets of credentials - the client credentials and the
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token credentials. The client credentials can be obtained by registering at the
server and are used to identify and authenticate a client during each request.
The token credentials are used to express the authorization of a specific re-
source owner for a certain client and are established during the authorization
work flow. In order to initiate this work flow a resource owner needs to re-
quest the client to access his server resources. Thereupon, the client obtains
a request token and a shared secret (temporary credentials) from the server.
The request token represents the request of the client, which is not yet au-
thorized. In order to authorize it, the client sends the resource owner to the
server via a user-agent redirect or any other means. After authenticating
with the server, the resource owner can decide for which resources and how
long he would like to authorize access to the specific token. After that, the
server sends the resource owner back to the client, in order to inform him
that the request token is now authorized. The client uses the authorized
request token to exchange it for another shared secret and an access token
(token credentials), which represents a timely restricted access grant for a
specific resource. These token credentials together with the client creden-
tials enable the client to make authorized requests on behalf of the resource
owner. At no time the resource owner has to share its server credentials with
the client. Furthermore, he is able to grant fine-grained access to specific
resources, which can be revoked at any time without changing credentials.

Request Signing Work Flow In order to prove the identity of each par-
ticipating entity during the authorization work flow and the subsequent re-
source requests each HTTP request has to be authenticated by the use of
an authentication protocol. One protocol for making such requests is HTTP
Basic Auth. But Basic Auth is not sufficient for the use in a multi-entity
OAuth environment as it suffers from many shortcomings and weaknesses:

• Passwords are transferred unencrypted.

• Credentials are not linked to a specific request. So, once credentials
are obtained by a malicious party they can be used to authenticate
arbitrary request.

• HTTP Basic does not provide the possibility to send two sets of cre-
dentials.

Therefore, OAuth introduces its own way of making authenticated re-
quest. Instead of sending the credentials with each request OAuth uses a
request signing work flow to sign requests. Thereby, a so-called signature
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base string is constructed, which is a concatenated string of the HTTP re-
quest method (e.g. GET, POST), the path and query component of the
request URL, the protocol parameters and the parameters contained in the
request body. This signature base string is condensed by the use of a hash
algorithm. By itself the hashing can only verify the request’s integrity, but
not the authenticity of the sender. Therefore, the hash algorithm is combined
with a shared secret, which depends on one of the three signature methods
supported by OAuth:

1. PLAINTEXT (used in combination with secure channels such as SS-
L/TLS)

2. HMAC-SHA1

3. RSA-SHA1

In the PLAINTEXT and HMAC-SHA1 methods, the shared secret is
the combination of the Client Secret and Token Secret. In the RSA-SHA1
method, the client’s private key is used as an asymmetric shared secret. Due
to the fact, that the secret cannot be reconstructed from the resulting hash
the server can verify the identity of the sender and the integrity of the request
as long as the shared secret is not exposed to third parties.

The current state of OAuth Today, OAuth is used by many impor-
tant players in the Web such as Digg, Flickr, Yahoo, Facebook, Google
and Twitter. But as OAuth is very complex to use compared to password-
authentication, it faces some acceptance problems among developers. Es-
pecially the complicated signing work flow is heavily criticized. Therefore,
OAuth 2.0, which is currently in development, eliminates the signing work
flow and focuses on using secure channels (SSL/TLS) instead. Furthermore,
OAuth 2.0 is designed to support multiple usage scenarios and distributed en-
vironments, where a dedicated server is being used for authentication instead
of the server, which contains the resources.

2.3 Control Flow Integrity
Control flow analysis is a common topic in traditional, local, i.e. non-Web,
applications. Security analysts and reverse engineers aim at understanding
the intended control flow to learn about the algorithm, i.e. the exact method
for computing a solution. Control flow information is used in scientific sce-
narios where some outperforming software arouses the researchers’ interest

FP7-ICT-2009-5
Project No. 256964



D1.1: Consolidation of state-of-the-art 23/90

as well as in security assessment scenarios where penetration testers and
security consultants are looking for vulnerabilities.

In Web applications, the application code is generally not accessible for
a remote user. However, application modules can be addressed more easily
by sending a request to the respective URL given the necessary parameters.
This way, the user can determine his own sequence of actions which may lead
to unwanted behaviour on the server side from the service provider’s point
of view.

For example, a user may exploit an Authentication Bypass vulnerabil-
ity. Therefore, he could send a request to an internal page appending the
necessary parameters, e.g. http://www.example.com/internal.php?user=
johndoe&loggedin=1. This way, the intended control flow

public section→ authentication→ private section

can be violated. Similar attacks are possible in online store applications to
avoid being charged for taxes or shipping cost [60]. So, the focus in the
context of Web applications is on integrity of control flow and detection of
unwanted control flows rather than the analysis of program code.

2.3.1 Cross-Site Request Forgery

The universal accessibility of Web application interfaces in combination with
a lack of control flow enforcement can turn an honest user to a victim of
a Cross-Site Request Forgery (CSRF) attack. In this scenario, the attacker
includes a malicious request to a third-party domain in the requested Web
page, e.g. by using an <img> tag which is not restricted by the Same-Origin
Policy. The user’s browser then sends the included request with the intention
to retrieve an image. However, the malicious request to the URL may trigger
an action on server side since it cannot be told apart from a regular, user
initiated request.

Protective countermeasures against CSRF can be taken on either client-
or server-side. Although server-side countermeasures are preferred, they are
not yet widely implemented. Client-side countermeasures then become neces-
sary to protect the end-user. The remainder of this section discusses current
client-side countermeasures and server-side countermeasures.

Client-side mitigation

RequestRodeo The work of Johns and Winter aptly describes the issues
with CSRF and a way to resolve these issues [106]. They propose Reque-
stRodeo, a client-side proxy which protects the user from CSRF attacks. The
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proxy processes incoming responses and augments each URL with a unique
token. These tokens are stored, along with the URL where they originated.
Whenever the proxy receives an outgoing request, the token is stripped off
and the origin is retrieved. If the origin does not match the destination of
the request, the request is considered suspicious. Suspicious requests will
be stripped off authentication credentials in the form of cookies or HTTP
authorization headers. RequestRodeo also protects against IP address based
attacks, by using an external proxy to check the global accessibility of Web
servers. If a server is not reachable from the outside world, it is considered to
be an intranet server that requires additional protection. The user will have
to explicitly confirm the validity of such internal cross-domain requests.

Browser-Enforced Authenticity Protection Mao, Li and Molloy present
a technique called Browser-Enforced Authenticity Protection (BEAP)[141].
Their policy to determine suspicious requests is quite flexible and based on
the fact that GET requests should not be used for sensitive operations. As
this may hold in theory, practice tells us otherwise, especially in the modern
Web 2.0 world. GET requests not carrying an authorization header are not
considered sensitive, which leaves certain windows of attack open. BEAP
addresses one of these issues, namely UI redressing, by using a source-set
instead of a single source, the origin of the page. All the origins in the set,
which are the origins of all ancestor frames, need to match the destination
of the new request before it is allowed. The authors implemented BEAP as
a publicly available Firefox extension.

RequestPolicy Samuel has implemented RequestPolicy, a Firefox exten-
sion against CSRF attacks [195]. RequestPolicy is aimed at fully preventing
CSRF attacks, which is realized by blocking cross-domain traffic, unless the
sites are whitelisted. The criteria used to identify suspicious cross-domain
traffic are user interaction and a relaxed SOP. Whenever a user is directly
responsible for a cross-domain request, by clicking on a link or submitting
a form, the request is allowed. Otherwise, traffic going to another domain
is blocked. the extension allows a way to add whitelisted sites, such that
traffic from x.com is allowed to retrieve content from y.com. By default, the
extension proposes some whitelist entries, such as traffic from facebook.com
to fbcdn.com.

CsFire CsFire [65] provides an extensive analysis of realworld cross-domain
traffic, resulting in the discovery of a number of request properties that can
be used to detect malicious cross-domain traffic. These request properties
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are evaluated against a user-supplied policy which determines whether the
request should be allowed, blocked or stripped off credentials. This policy
can be combined with a server-side policy to provide as much protection as
possible. CsFire is also implemented as a publicly available Firefox extension
with a predefined client-side policy, extended with user-defined and remote
policies, which protects the user without having a negative impact on the
user experience.

CSRF Protector CSRF Protector is another extension initially designed
and implemented by Zeller and Felten [226], and further developed by Mehmood
[146]. The initial implementation blocked POST requests that violate the
SOP or the Adobe Flash cross-domain policy, which will be discussed later
in this section and particularly in Sec. 4.4. The current implementation,
adapted by Mehmood, removes the cookies instead of blocking the request.
Despite a reasonably complete mitigation of POST CSRFs, the extension
does not protect against real-world CSRF attacks via the GET method.

NoScript NoScript [142] is a Firefox extension originally aimed at aug-
menting security by disabling scripts and plugin content. NoScript has how-
ever evolved towards providing general client-side Web application security,
such as forcing the use of HTTPS or providing protection against CSRF.
The latter is provided by the NoScript Application Boundary Enforcer mod-
ule (ABE), which detects requests going outside of the application’s bound-
aries, also known as cross-domain requests. Upon detection of such requests,
NoScript can take two protective actions: blocking, which prevents the re-
quest from being sent, or anonymizing, which removes cookies and HTTP
authentication credentials.

Adobe Flash By default, the Adobe flash player does not allow Flash
objects to access content retrieved from other Web sites. By means of a
server-provided configurable policy, Adobe provides the option to relax the
secure by default policy [8]. The target server can specify trusted origins,
which have access to its resources, even with cross-domain requests. One
unfortunate side-effect with the Adobe cross-domain policy is that a lot of
sites have implemented an “allow-all” policy [226]. To obtain a secure uni-
fied policy, smart composition of client and server-provided policies is crucial.

All of the above countermeasures work in a similar fashion: upon detect-
ing cross-domain traffic, a policy is consulted to determine the action to be
taken. In principle, three actions can be taken: “Allow”, “Block” and “Strip”,
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although not all countermeasures implement all actions. While “Block” com-
pletely blocks a request from leaving the browser, “Strip” allow the request
but only after stripping any sensitive data from the request like cookies and
authentication information. If the policy does not match a certain request,
all implementations fall back to a default action. In case of RequestPolicy
and Adobe Flash, this is the “Block” action. The default in CsFire, Re-
questRodeo, BEAP, NoScript and CSRFProtector is to “Strip”. Policies can
be defined on the client-side for all these countermeasures. CsFire uses a
centralised remote policy approach, while Adobe Flash allows sites to push
their own. NoScript also allows sites to push their own policies, and aims to
support centralised remote policies.

Server-side mitigation of CSRF

Observed from the server-side, a CSRF attack (See Section 2.3.1) is in fact
an unwanted control flow, where an action is triggered (e.g. directly sub-
mitting values to a processing page) without going through the correct steps
(e.g. retrieving a form, filling it out and submitting it to the processing
page). Several server-side mitigation techniques aim at detecting this un-
wanted control flow, either by focusing on the domain of the sending page or
by identifying the actual flow between requests.

Only POST requests A very naive server-side countermeasure against
CSRF is to let the developer only use POST request for user-initiated re-
quests. Since automatically included content (e.g. through an <img> tag)
will always be requested with GET, the server-side would be able to make
a clear distinction between user-initiated and auto-initiated requests. How-
ever, it is straightforward for a piece of injected JavaScript to construct a
POST request and submit it, rendering this countermeasure useless.

Referer header Another class of server-side countermeasure relies on the
HTTP referer header to determine the origin of the request. Unfortunately,
quite often browsers or proxies block this header for privacy reasons [32].
Furthermore, an attacker can spoof HTTP headers, e.g. via Flash or request
smuggling [110, 6].

Secret tokens The most popular class of server-side mitigation techniques
is the use of secret tokens [82, 108, 167]. Each response from the server em-
beds a secret token into the Web page (e.g. a hidden parameter in an HTML
form). For each incoming request, the server verifies that the received to-
ken originated from the server, and is correctly bound to the user’s session.
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Since the SOP prevents the attacker from reading responses from other ori-
gins, such a token can not be recovered. This makes secret tokens an effective
server-side countermeasure.

Origin header More intrusively, Barth et al. propose an additional HTTP
header to indicate the origin of the request [32]. To take redirects into ac-
count, the origin of each redirect is appended to that header. This header is
less privacy-intrusive than the referer and should therefore not be removed
by the browser or proxies. In addition to such an origin header, W3C pro-
poses to add additional headers to the responses as well, to give server-side
cross-domain information to the browser [210].

2.3.2 Detection of Control Flow Corruption

There are several attempts to detect anomalous runs in Web applications
in general. Mostly, they are developed for Intrusion Detection purposes [90,
114, 158] or Web application firewalls [115] and do not only rely on control
flow integrity but on the detection of any unknown sequence of actions and
suspicious combination of user input.

Cova et al. [60] developed a state anomaly detection system named Swad-
dler. It is meant to detect uncommon application states after a learning
phase. During the learning phase, only valid actions are expected to be taken
to generate valid state patterns. These patterns are built by the session vari-
ables’ values. Afterwards, the monitoring phase is supposed to detect attacks
on the Web application under supervision. Detected attacks include workflow
violation attacks based on logical errors in the appplication where the user
input may be harmless but the order of requests poses a threat. Basically,
the underlying assumption is that there is a relation between anomalous and
insecure states. This approach is susceptible to mimicry attacks like nearly
all detection approaches are. An attacker needs to behave ‘similar enough’
to valid usage patterns to run a mimicry attack and thus circumvent the pro-
tection provided by the anomaly detection system. The criteria that make a
state include the length, the structure, and the character distribution of the
session variables values, the set of all possible values if available, the pres-
ence or absence of variables’ allocations, and, finally, the evaluation of likely
invariants.

A different approach comes from Jayaraman et al. [103]. They imple-
mented a request integrity enforcing tool named Bayawak that is meant to
preserve unknown sequences of actions. They describe CSRF attacks and
Workflow attacks and how Bayawak prevents these attacks’ success. As in-
put, the tool expects a configuration file with a list of so-called “interface
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names” [103, p. 3] which are basically the service’s accessible URLs includ-
ing appropriate query variable names, plus allowed sequences of workflows
within the Web application, and the name of the session cookie. All this
information has to be supplied from outside the tool because there is no sup-
port by Bayawak. As a first step, Bayawak instantiates a run-time monitor
based on the provided information in the configuration file. Then, it gener-
ates so-called “interface identifiers” (IID) [103, p. 8]. IIDs denote sufficiently
large numbers that are appended to each URL to uniquely encode the avail-
able interfaces in the respective session. Appending the IIDs has to happen
during page creation, so the Web application’s code has to be adjusted. The
authors distinguish between session requests which carry a session ID and
non-session requests without a session ID. Non-session requests do not need
to have IIDs and may only target “session-initializing interfaces” (SII) [103,
p. 4]. Session requests must have the valid IID in order to be handled,
otherwise the session is invalidated and the request is redirected to a SII.

The two approaches base on an existing Web application and its intended
control flow. They aim at detecting mismatches of the observed control flow
and the initially provided valid control flow pattern. Therefore, they have to
dive rather deep into the Web application’s internals.

Desmet et al. [71] developed a control flow monitor for Web applications
to guarantee the absence of run-time errors due to broken dependencies on
session data. This type of vulnerability can lead to a variety of erroneous
behaviour at run time and can easily be triggered by a malicious user by
applying attack techniques such as forceful browsing or breaking the intended
control flow. The proposed solution combines development-time program
annotation, static verification to specify an upper boundary on the intended
control flow protocol for the application, and applies run-time checking to
restrict the non-deterministic client-server interaction to the intended control
flow protocol to provably protect against broken data dependencies.

In 2001, Wagner and Dean [218] proposed to use Static Analysis to gain a
system call monitor as a basis for an Intrusion Detection system. They built
a call graph for system calls and trigger an alert if the monitored sequence
of system calls deviates from the previously generated graph. This way, no
training or learning phase is needed except the Static Analysis itself. The
system call monitor would discover each attack that diverts the determined
control flow. The attack would however remain undetected if the attacker
manages to keep the system call sequence proposed by the Static Analysis.
Such an attack is called mimicry attack. Mimicry attacks are basically ap-
plicable on all systems that take a predefined pattern and check whether the
application under supervision is compliant with this pattern or not. Guha
et al. [90] adapted the approach of Wagner and Dean [218] and proposed to
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use Static Analysis on HTML and JavaScript to determine a request graph.
A reverse proxy then checks incoming requests for compatibility with the
request graph which is analogous to the system call monitor in the approach
of Wagner and Dean [218]. The proxy ’disables’ [90, p. 1] requests that do
not match the request graph. Guha’s basic approach is also susceptible to
mimicry attacks. Suppose the only valid sequence of actions from A to D is
via B and C, so just control flow

A→ B → C → D

would lead to action D. An attacker could then mimic the intended con-
trol flow knowing that his payload is injected on the page implementing A.
Therefore, he would insert actions B and C before finally sending the target
request for D. Guha et al. [90] propose an extension to thwart mimicry at-
tacks on their approach namely the generation of unique request graphs for
every session. This way, the attacker would have to gather knowledge about
the actual request graph of his victim for the current session. The extension
is supposed to set the bar for an attacker fairly high. However, the reverse
proxy has to learn all currently valid request graphs.

2.3.3 Race Vulnerabilities

Race Vulnerabilities, also known as Race Conditions, are known from parallel
execution of local processes or threads. The conditions are met when more
than one process accesses a shared resource where a least one of the accessors
wants to change a resource’s attribute. Then, memory could remain in an
inconsistent state after both processes finished their respective operations.

For example, consider two processes A and B that change the value of a
global counter c. The operations are executed as expected if A loads c to its
register and increments it from 0 to 1, while B afterwards decrements c to 0
again. However, the loading of the current value might coincide for both A
and B such that both processes take 0 as the initial value. Then, A writes
back 1 before B finally stores −1 to the memory. This value does not reflect
the correct value so that there remains an inconsistency in this variable.

A similar scenario is possible in Web application environments. Paleari
et al. [168] show that a database could represent the shared object that
is accessed by several concurrent threads. Usually, a Web server spawns a
new thread or process for every new incoming request. The threads basically
run the same code and, thus, access the database in the backend nearly
simultaneously for coincident requests. This scenario is independent of the
actually used technology, e.g. PHP, Perl, Python, or Ruby.
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The classic solution for local Race Conditions are so-called Mutexes. This
term is an abbreviation for ‘mutual exclusion’, meaning that the access of one
excludes the same for the others. Each process requesting exclusive access
to a shared resource first has to gain exclusive possession of the respective
Mutex.

In Web application scenarios, however, a comparable solution is not
straightforward. Exclusive access for one thread at a time to the database
delays request handling up to the uselessness of the whole Web application.
So, more sophisticated approaches are needed. Paleari et al. [168] present an
approach for detecting Race Conditions in Web applications with relational
databases. Therefore, database queries are logged at runtime and finally an-
alyzed offline for so-called ‘interdependent’ queries, i.e. those queries that
might in certain circumstances lead to concurrent operations on the data.
This analysis is prone to false positives, i.e. some pairs of queries might be
reported though a Race Condition can be excluded by thorough examina-
tion. Code annotation is provided to suppress false positives. The offline
analysis is limited to interdependencies within one script file. Moreover, the
approach focuses on Time of Check, Time of Use (TOCTOU) vulnerabili-
ties where only one thread needs to change the shared object’s attributes.
Their algorithm looks for control flows where, first, a set of attributes is used
in a query but not modified, and, then, at least one of these attributes is
given some value, probably by a different thread. The idea behind this ap-
proach is that the first thread might take actions based on the query using
the attributes while it does not know the actual values as these have been
reassigned meanwhile.

As an example, the authors were able to send more text messages (SMS)
via a Web service than the allowed maximum per day. This attack was
possible by sending all requests at the same time. The Web application
first checked the balance, then sent the message and finally decremented the
remaining balance.
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3 Information Flow Control
An important part of information security is the control of how the informa-
tion is propagated by computing systems. The research of secure information
flow goes back to the early 70’s [37, 69], primarily in the context of military
systems. Secure information flow comprises of two related aspects: informa-
tion confidentiality and information integrity — intuitively pertaining to the
reading and writing of the information. The prevailing basic notion of secure
information flow is noninterference [89], demanding complete separation be-
tween public and secret data. As the field has matured, numerous variations
of noninterference [189], as well as other semantic characterizations have been
explored [45, 43, 44, 19, 16].

Recently, information integrity has received attention [119, 122, 40, 15].
Integrity has frequently been seen as the dual of confidentiality [39], though
it can be argued that this description might ignore other important facets
[40].

One important aspect of integrity lies in its interaction with declassifi-
cation — intentional lowering of security classification of information — in
order to prevent the attacker to control what information is declassified [156].
Below we give a detailed account of the state-of-the-art in confidentiality and
integrity policies and enforcement.

Attacker Model Information flow security aims at protecting confidential-
ity and integrity of information. Frequently, the attacker model is program-
centric; the attacker is assumed to have access to the program source code
and to public observable behavior, e.g., public outputs. In addition, it is
assumed that the attacker is in control of the public input of the programs.

For Web applications a program-centric attacker model is not adequate;
a Web application is frequently a mashup (programmableweb.com) of infor-
mation and services from different distributed sources. In such settings the
classical Dolev-Yao attacker model [79] is frequently employed. In the Dolev-
Yao model it is assumed that the attacker is able to overhear, intercept and
modify messages on the network. In the Web setting, however, a weaker
notion of Web attacker [33] is of interest. The model is built on the assump-
tion of an honest user who runs a trusted browser on a trusted machine and
that the attacker is an owner of malicious Web sites that the user might be
accessing. This implies that the Web attacker is unable to mount man-in-
the-middle attacks. Instead, the network capabilities of the Web attacker are
restricted to the standard network protocols of communication with servers
in the domain of attacker’s control.
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3.1 Confidentiality and Integrity Policies
Confidentiality and integrity policies can be staged into two parts. The pol-
icy language describing the possible classifications of information and how
the different classifications relate, i.e., how information from one classifica-
tion may flow with respect to the other and the semantic characterization
describing the meaning of the policy language in terms of the semantics of
the programming language. The former is predominantly described using a
lattice model [69, 116] for information classification. Historically, the latter
has typically been a variant of noninterference; however, recent progress in
declassification and endorsement has relied on other policy languages and
semantic characterizations [45, 43, 44, 19, 16].

3.1.1 Confidentiality

An important aspect of information flow security is the preservation of confi-
dentiality of information. Historically, access control has been the sole means
of preventing information from being disseminated. Once a program has been
given access to information no further effort is made to make sure that the
program handles the information correctly.

Policy Languages for Confidentiality Frequently, the policy language
for confidentiality is in terms of a lattice of security levels [69, 116], where
the lattice describes how information may flow between the different levels.
For instance, a typical security lattice is the two-point lattice described by
Secret > Public, which introduces two classifications of information — ei-
ther secret or public — and expresses that secret information must never be
considered public, but accepts flows the other way.

Deviating from policy language based on a lattice of security levels is the
work by Myers and Liskov on the Decentralized Label Model (DLM) [154].
The DLM shares the lattice structure of classifications, but differs in the
intentional interpretation of security levels. The security labels of the DLM
track information ownership and read rights — a label {A : B} expresses
that A owns the data and that B is given read rights to the data.

More fundamentally different is the policy language of FlowLocks [43,
44, 45]. The core idea is to associate data with a set of clauses of the form
Σ→ A states the circumstances under which A may view the data.

Noninterference A program may during execution — advertently or in-
advertently — leak information. To ensure secure information flow we need
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to consider end-to-end security, which involves not only preventing unau-
thorized access to information, but also tracking how information is flowing
through the program during execution.

There are two principal sources of information flow in programs. Explicit
flows correspond to direct copying of secrets — when the value of one variable
is copied into another. The following code fragment copies the value of a
secret (or high) variable h into a public (or low) variable l:

l = h

Implicit flows [70] may arise when the control flow is effected by secret
values; any differences in side effects under secret control encodes information
about the control. Consider for instance the following small example where
the value of h is copied indirectly into l:

l = false; if h then l = true

The dominant semantic characterization of secure information flow is
in terms of noninterference. Noninterference was coined by Goguen and
Meseguer [89] but goes back to the notion of strong dependency introduced
by Cohen [58]. Informally, a program is noninterfering if the values of its
public outputs do not depend on the values of its secret inputs. Formulated
in terms of program executions, if the program is run with different secret
inputs while holding the public values fixed, the public output must not
change. There are various flavors of noninterference offering different levels
of assurance depending on the power of the attacker and the features of the
underlying programming language. The different variants occur in the litera-
ture under a variety of different, sometimes overlapping names. We describe
the landscape of noninterference definitions according to the following four
dominant axes: termination-insensitive vs. termination-sensitive noninterfer-
ence and progress-insensitive vs. progress-sensitive noninterference.

Termination-Insensitive vs. Termination-Sensitive Noninterference
We assume an environment which represents the context in which a given
program is run. For batchjob programs, the environment might include the
values of variables a program operates on. Given an input environment, the
program execution results in an output environment. For interactive pro-
grams, the environment might include messages sent from and to a given
program. Assume two environments, of which the public parts are equal,
but where no such assumptions are made for the secret parts. For all such
pairs, if the program terminates in both environments producing two new
environments, then the public parts of those environments are equal. This
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corresponds to Termination Insensitive Noninterference [216, 189] (TINI for
short), since it only considers terminating computation. For batchjob pro-
grams, i.e., programs that start in an environment and produce a new envi-
ronment or non-terminate this is a perfectly adequate formulation of security;
it does not offer complete information security, but is limited to leaking of 1
bit per program run. Consider the following program that loops if the public
value l is equal to the secret value h.

if (l == h) then while (true) {}

From the termination behavior of the program an observer can deduce whether
l == h or not corresponding to 1 bit of information.

A minor change to the security definitions closes the termination leak.
By demanding that if the program terminates in one of the environments,
then it terminates when run in the other environment as well, in addition
tothe demands of termination insensitive noninterference we render the above
example insecure in the definition. This corresponds to Termination Sensitive
Noninterference [216, 189] (TSNI for short), since it forces the termination
behavior to be independent of secrets.

TINI and TSNI are not adequate for programs where the attacker can
inspect intermediate steps of the computation, e.g., in the presence of input
or output. For such languages TINI and TSNI open up for the entire secret
to be leaked in linear time in the size of the secret. The reason for this is
that leaks can be hidden by non-terminating computations. Consider the
following program, which is trivially secure with respect to both TINI and
TSNI, since it does not terminate for any inputs.

output secret on public_channel
while true do skip

Progress-Insensitive vs. Progress-Sensitive Noninterference In or-
der to account for the capability of inspecting intermediate values it is com-
mon to decorate the semantics with the observables, i.e., what the attacker
can observe during the execution, with an execution model where one step
corresponds to one public observable. In this setting we get two related
notions of noninterference based on whether the program can produce ob-
servable behavior or not. Progress Insensitive Noninterference [14, 42] (PINI
for short) demands the following property. For two environments with equal
public values, if the program can execute one step producing some publicly
observable behavior, then either the program in the other environment di-
verges or produces the same public observable. Further, the rest of the two
respective executions preserves this stepwise property. This implies that the
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contents of the public observables are independent of secret, but not that the
number of observables are. This leads to the possibility of enumeration at-
tacks, where the entire secret is leaked to the attacker. Consider the following
program

for i = 0 to maxNat
output i on public_channel
if (i == secret) then (while true do skip)

Askarov et al. [14] show in the sequential setting that, for uniformly dis-
tributed secrets, the advantage of a polynomial-time attacker to learn the
secret is negligible in the size of the secret, making PINI appropriate for
large uniformly distributed secrets such as cryptographic keys. It is impor-
tant to note, however, that concurrency empowers such attacks to leak the
secret in linear time in the size of the secret.

Similar to above, demanding that if one execution makes progress, i.e.,
takes one step of execution with observable behavior, then so does the other
in addition to the above demands on stepwise matching of the public ob-
servables. This corresponds to Progress Sensitive Noninterference (PSNI for
short), since it forces the progress of the program to be independent of se-
crets. PSNI subsumes TSNI for interactive programs, since nontermination
is formally equal to the absence of progress.

Information Flow and Concurrency Concurrency poses an important
challenge for information flow security. In addition to forcing progress sensi-
tivity, parallel composition of secure programs is not necessarily secure. One
reason for this is internal timing channels. Consider the following program
in which both sub-programs are noninterfering, but when run in parallel they
leak the secret h to the public variable l.

if h {sleep(100)}; l = 1 | sleep(50); l = 0

Smith and Volpano [202] investigate a notion of possibilistic noninterfer-
ence. Possibilistic noninterference states that the possible low outputs of the
program should not vary as high inputs are varied. However, possibilistic
noninterference is only meaningful for a very restricted set of probabilistic
schedulers. Sabelfeld and Sands [192] consider a form of probabilistic non-
interference for a language with dynamic thread creation. They show how
to define security for a wide class of schedulers, not excluding deterministic
schedulers. Mantel and Sabelfeld [138] investigate a timing-sensitive security
property for multithreaded programs, later extended to the distributed set-
ting [139]. Sabelfeld [187] considers bisimulation based formulations of confi-
dentiality for multi-threaded programs, focusing on formulations for timing-
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and probability-sensitive confidentiality. Sabelfeld derives relationships be-
tween scheduler specific, scheduler independent and strong confidentiality.
Roscoe [177] investigates confidentiality properties in a process-calculus set-
ting. A notion low-view determinism is presented, which demands that ab-
stracted publicly observable results are deterministic and, thus, independent
of secret inputs.

Information Flow and Interactive/Reactive Programs Clark and
Hunt investigate noninterference for interactive programs [55] and find that
for deterministic interactive programs attacker strategies — functions that
produce new input based on the previous communication history [162] — do
not have to be employed. Castellani et al. [144] study noninterferences for a
class of synchronous reactive programs, introducing a concept of instant to
handle the absence of signals. Bohannon et al. [42] explore a spectrum of
different definitions of secure information flow for reactive programs, in the
setting of an event driven sequential language. In continued work, Bohannon
and Pierce [41] formalize the core functionality of a Web browser in a model
called Featherweight Firefox.

Erasure The notion of information erasure is related to information flow.
For instance, cryptographic devices might be required to erase secret keys
once they are done using them, or an online retailer might be obliged to
erase customer data after the transaction is done.

Chong and Myers [51] investigate the semantics of policies for information
erasure in the setting of a non-interactive language, but without giving a
method of enforcing the policies. Hunt and Sands [100] show that erasure
policies can be encoded as flow-sensitive noninterference in the setting of an
interactive language, and propose a type system enforcing the policies. Del
Tedesco et al. [67] show how ideas from dynamic taint analysis can be used
to track sensitive data through a program and provide on-demand erasure.

Declassification For many applications a complete separation between
secret and public is too restrictive. Consider for instance the login screen of
an operating system— when a user tries logging in the response of the system
gives away information about the password. If access is refused we know that
the attempted password was not the correct one. Even though this gives
away partial information about the password, we deem this secure. Another
important class of examples is data aggregation. Consider for instance a
program that computes average salaries — even though each individual salary
may be secret we might want to be able to publish the average.
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Clearly, we need a way to declassify information, i.e., lowering the security
classification of selected information. Sabelfeld and Sands [194] identify four
different dimensions of declassification, what is declassified, who is able to
declassify, where the declassification occurs and when the declassification
takes place.

what As illustrated above, it is important to be able to specify what infor-
mation is declassified, e.g., the four last digits of a credit card number,
the average salary. Policies for partial release must guarantee an upper
limit on what information is released.

who Another important aspect is who controls the release of information.
This pertains to information integrity — if the attacker is able to control
what information is declassified he might be able to mount a laundry
attack, i.e., unintended leaks hidden by the systems declassification
policy.

where Sabelfeld and Sands identify two principal forms of release locality.
Related to the what and when dimension, the where dimension is the
most immediate interpretation of where in terms of code locality. The
other form is level locality, describing where information may flow rel-
ative to the security levels of the system.

when The temporal dimension of declassification pertains to when informa-
tion is leaked. Sabelfeld and Sands identify three classes of temporal
release classifications, Time-complexity based, Probabilistic and Rela-
tive. The two former are related. Time-complexity based states that
information will not be released until, at the earliest, after a certain
time; typically as an asymptotic notion relative to the size of the secret.
With probabilistic considerations one can talk about the probability of
a leak being very small. The class of relative temporal policies are on
the other hand related to program correctness. It controls when de-
classification can occur relative to other (possibly abstract) events in
the system. For example: “downgrading of a software key may occur
after confirmation of payment has been received.”

Works that address the what dimension Lowe [127] investigates a
quantifying information flow, where the capacity of channels is formulated
in terms of the number of different behaviors of a high level user that can be
distinguished by a low level user. Clark et al. [57, 56] investigate an infor-
mation theoretic approach to bounding the interference in a While-language
with iteration.Sabelfeld and Myers [190] introduce the notion of syntactic
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escape hatches to delimit the amount of information released. An escape
hatch formed by an expression and, semantically, the information allowed to
be released is characterized by the expression interpreted in the initial mem-
ory. Li and Zdancewic [120] present the concept of relaxed noninterference
that mainly addresses the what dimension and, to a lesser extent, the where
dimension. Giacobazzi and Mastroeni [87, 88] introduce abstract noninter-
ference, a parameterization of noninterference over an abstract interpretation
modeling the power of the attacker. Di Pierro et al. [75] consider a quantita-
tive approach to information flow and declassification in PCCP. Information
leakage is allowed via a notion of process similarity, and the quantitative
measure is related to the number of statistical tests needed to distinguish
between process behaviors.

Works that address the who dimension The who dimension of declas-
sification has been investigated in the context of robustness [156, 15], which
controls on whose behalf declassification may occur. Lux and Mantel [128] in-
vestigate a bisimulation-based condition that helps expressing who (or, more
precisely, what input channels) may affect declassification. Myers and Liskov
[154] model ownership in the decentralized label model, where declassification
is considered safe if it is performed by the owner of the information.

Works that address the where dimension Matos and Boudol [143]
introduce the concept of non-disclosure in the setting of concurrent ML. They
introduce a local flow policy that allows the computation in the scope of such
a declaration to implement information flow according to the local policy.
Mantel and Sands [140] investigate the use of intransitive noninterference
to control where in the classification lattice declassification is allowed — in
combination with a syntactic construction for declassification they address
both aspects of where. Intransitive noninterference [178, 171, 180, 135] allows
for policies where information may flow indirectly between two security levels,
but not directly.

Works that address the when dimension Time-complexity based in-
formation declassification prevents the information from being released until,
at the earliest, after a certain time.

Volpano and Smith [215] introduce the notion of relative secrecy. The idea
is that the attacker cannot learn the secret in polynomial time. DiPierro et
al. [75] consider a purely probabilistic notion of approximate noninterference,
where a system is considered secure if the chance of an attacker making dis-
tinctions is smaller than some constant ε. Chong and Myers [50] investigate
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security policies, expressed in a logic form, which address when information
is released. Recently, Magazinius et al. [132] have proposed support for de-
centralized policies with possible mutual distrust for tracking information
flow in mashups. Their model of composite delimited release guarantees that
a piece of data may be released only if all origins that own the data agree
that it can be released.

Multidimensional Declassification Mantel and Reinhard [137] address
the what and where dimensions of declassification. Their security condition
for where combines both code locality and where in the lattice — the latter
in similar spirit to intransitive noninterference. In addition they provide
two different escape hatch based security conditions for what. Askarov and
Sabelfeld [17] consider the what and where dimension of information release
policies. They present a system based on delimited release which achieves the
where dimension by using accumulated escape hatches. Banerjee et al. [28]
investigate an expressive policy language for when, what and where policies.
In addition, Banerjee et al. [27] offer an abstraction based declassification that
represents the declassification policy as an abstraction of the secret inputs.
A program that satisfies the policy is guaranteed not to expose distinctions
within a partition.

Knowledge Based Formulations Recently a knowledge based formula-
tion has gained popularity, e.g., [16, 45, 43, 44, 19]. The attacker knowledge
given a certain observable behavior is the set of all initial memories that
produces the same observable behavior.

Knowledge based information flow security supersedes noninterference;
both PINI and PSNI have natural interpretations in terms of knowledge. By
defining progress knowledge — the knowledge the attacker gains by observing
progress — PINI can be formulated by demanding that the knowledge of the
attacker minus the progress knowledge remains constant under execution.
Even easier is PSNI which is achieved by demanding that attacker knowledge
does not change during execution. The original work [16] focused on the
where dimension of declassification but has late been extended to control the
what dimension by applying the ideas of delimited release.

3.1.2 Integrity

Where declassification is a relatively well understood concept, what is meant
by integrity is still partly unexplored. It is clear that there are different facets
of integrity. Birgirsson et al. [40] identify three different facets of integrity.
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As Dual to Confidentiality Integrity in the area of information flow often
means that trusted output is independent from untrusted input [39].
This is dual to the classical models of confidentiality, where public
output is required to be independent from secret input.

As Preservation of Invariants Integrity in the area of access control [196]
is concerned with improper/unauthorized data modification. The fo-
cus is on preventing data modification operations, when no modifica-
tion rights are granted to a given principal. Integrity in the context
of fault-tolerant systems is concerned with preservation of actual data.
For example, a desired property for a file transfer protocol on a lossy
channel is that the integrity of a transmitted file is preserved, i.e., the
information at both ends of communication must be identical (which
can be enforced by detecting and repairing possible file corruption).
Integrity in the context of databases often means preservation of some
important invariants, such as consistency of data and uniqueness of
database keys. The list of different interpretations of integrity can be
continued, including rather general notions as integrity as expectation
of data quality and integrity as guarantee of accurate data and mean-
ingful data [196, 169].

As Program Correctness Sabelfeld and Myers [189] observe that integrity
has an important difference from confidentiality: a computing system
can damage integrity without any external interaction, simply by com-
puting data incorrectly. Thus, strong enforcement of integrity requires
proving program correctness. Seeking to clarify the area of integrity
policies, Li et al. [119] suggest a classification for data integrity policies
into information-flow, data invariant and program correctness policies.
In a similar spirit, Guttman [91] identifies causality and invariance poli-
cies as two major types of data integrity policies. Furthermore, Birgirs-
son et al. argue that integrity via invariance is itself multi-faceted. For
example, the literature (cf. [119]) features formalizations of invariance
as predicate preservation (predicate invariance), which is not directly
compatible with invariance of memory values (value invariance).

Dimensions of Confidentiality-dual Integrity There are many situa-
tions where we might wish to upgrade the integrity levels of data. This is
known as endorsement. When viewed as dual to confidentiality, the dimen-
sions for declassification can also be applied to endorsement:

What The what dimension can be studied with essentially the same se-
mantics and thus deals with what parts of information are endorsed.
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Interestingly, Li and Zdancewic [122] in a study of the dualisation of
relaxed noninterference [121], discuss some non-dual aspects of policies,
stemming from whether the code itself is trusted or not.

When Temporal endorsement is common in certain scenarios. For exam-
ple, if you choose to trust some low integrity data only after a digital
signature has been verified. Other, complexity-theoretic notions are
perhaps less natural in the integrity setting. Although one is able to
say that, e.g., “low integrity data remains untrusted in any polynomial
time computation”, it is less obvious how this kind of property might
be useful.

Where Both policy locality and code locality are natural for endorsement.
For policy locality we may wish to ensure that untrusted data only
becomes trusted by following a particular path (i.e., intransitive nonin-
terference). From the point of view of code locality it is again natural to
require that endorsement only takes place at the corresponding points
in the program.

Who The who dimension is interesting because the notion already embod-
ies a form of integrity. Robust declassification, for example, argues
that low integrity data should not effect the decision of what gets de-
classified [155]. For integrity we might thus define a notion of robust
endorsement to mean that the decision to endorse data should not itself
be influenced by low integrity data. This approach can benefit from
a non-dual treatment of endorsement. Because the potentially dan-
gerous operations like declassification and endorsement are privileged
operations, it might make sense to apply similar, not dual constrains.

Li et al. [119] discuss unifying policies for confidentiality and integrity in
the context of the DLM. They offer a comparison between different models:
the binary model, the write model, the trust model and the distrust model.
Zdancewic and Myers [224] investigate the interaction between declassifica-
tion and integrity. They introduce the concept of robust declassification,
classification that cannot be influenced by the attacker. The demand is that
declassification is only done in high integrity context. This prevents an at-
tacker from laundering information. Myers et al. [155], present a generaliza-
tion to robust declassification to include endorsement, thus giving a better
account for the interaction between confidentiality and integrity. Askarov
and Myers [15] introduce a semantic framework for declassification and en-
dorsement. They investigate the power the attacker gains from declassifica-
tion and introduce novel security conditions for checked endorsements and
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robust integrity. Chong and Myers [49] discuss an extension of robustness
to systems with mutual distrust and show how the DLM can be used to
characterize the power of an arbitrary attacker.

3.2 Information-flow Enforcement
Historically, dynamic techniques are the pioneers of the area of information
flow(e.g., [84]). They prevent explicit flows (as in public = secret) in program
runs. In addition, they also address implicit flows (as in if secret then
public = 1 ) by enforcing a simple invariant of no public side effects in secret
context, i.e., in the branches of conditionals and loops with secret guards.
These techniques, however, come without soundness arguments.

In their seminal paper, Denning and Denning [70] suggest a static alter-
native for information-flow analysis. They argue that static analysis removes
runtime overhead for security checks. This analysis prevents both explicit
and implicit flows statically. The invariant of no public side effects in secret
context is ensured by a syntactic check: no assignments to public variables are
allowed in secret contexts. Denning and Denning do not discuss soundness,
but Volpano et al. [216] show soundness by proving termination-insensitive
noninterference, when they cast Denning and Denning’s analysis as a security
type system.

Later work is dominated by the use of static techniques for information
flow [189]. The common wisdom appears to be that dynamic approaches are
not a good match for security since monitoring a single path misses public
side effects that could have happened in other paths.

In this light, it might be surprising that it is possible for purely dy-
namic enforcement to be as secure as Denning-style static analysis [191].
The key factor is termination. Denning-style static analysis are typically
progress-insensitive (i.e., they ignore leaks via the termination behavior of the
program). Thus, they satisfy termination-insensitive noninterference [216],
which ignores the channel for signals via the termination of the program. If
the monitor, by stopping the underlying program, can introduce nontermi-
nation, this feature can be used for collapsing information channels into the
progress channel. The implicit-flow channel is one example: stopping the
execution at an attempt of a public assignment in secret context is in fact
sufficient for termination-sensitive security.

Progress-sensitive noninterference is attractive, but rather difficult to
guarantee. Typically, strong restrictions (such as no loops with secret guards
[213]) are enforced. Program errors exacerbate the problem. Even in lan-
guages like Agda [159], where it is impossible to write nonterminating pro-
grams, it is possible to write programs that terminate abnormally: for exam-
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ple, with stack overflow. Generally, abnormal termination due to resource
exhaustion, is a channel for leaks that can be hard to counter.

The information-flow tools Jif [157], FlowCaml [201] and the SPARK
Examiner [30, 47] avoid these problems by targeting termination-insensitive
noninterference. The price is that the attacker may leak secrets by brute-
force attacks via the termination channel. But there is formal assurance
that these are the only possible attacks. Askarov et al. [14] show that if a
program satisfies progress-insensitive noninterference, then the attacker may
not learn the secret in polynomial running time in the size of the secret;
and, for uniformly-distributed secrets, the probability of guessing the secret
in polynomial running time is negligible.

For small secrets this might not be satisfactory, calling for treating large
and small secrets differently [68].

3.2.1 Compositionality

Secure composition allows for building secure components by combining se-
cure components, and is important for scalable security analysis regardless
of the goal of the analysis, i.e., confidentiality, integrity or otherwise. Com-
positionality has been an important topic in the context of programming
languages [136, 192, 145, 193, 188, 139] — for instance, type systems are
inherently compositional in that programs (statements and expression) are
typed by typing the subparts.

However, compositionality is typically not an intrinsic property of secu-
rity definitions. Rather, compositional security properties that imply the
weaker non-compositional security property are frequently formulated to en-
able proofs of correctness of compositional enforcement methods. See Sec-
tion 4 on Secure Composition for an in-depth exposition of secure composition
in the setting of Web applications.

3.2.2 Language/API challenges

An important challenge is to provide a unified solution with support for the
rich language setting of Web applications. The challenges originate in part
from language features — JavaScript is a weakly dynamically typed prototype-
based object-oriented scripting language with higher-order functions — and
in part from the typical browser runtime environment.

Dynamic JavaScript is a dynamic language. First, it is dynamically typed,
meaning that type checking is performed at runtime. This allows for
a more liberal type system, at the expense of runtime overhead. This
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also entails that programs may not exhibit static types, which forces
dynamic or hybrid analyses.
Second, JavaScript allows the redefinition of functions, methods and
prototypes — both user defined and built-in. This presents major chal-
lenges for information flow security, since programs can be included by
other programs. Thus, a program cannot assume to run in the stan-
dard environment — it may have been included by another program
that has modified the standard environment, or it might include other
programs that must be prohibited from doing so.
Third, the dynamic code evaluation feature of JavaScript provides a
particular challenge. Dynamic code evaluation evaluates a given string
using the eval function. Static analysis is bound to be conservative
when analyzing programs that include eval, since the strings to be
evaluated are typically not known at the time of analysis.

Higher-Order Functions JavaScript provides higher-order functions — rep-
resented as function objects — and allows for nested functions and clo-
sures. Information flow security for languages with higher-order func-
tions has been studied by Simonet [201].

Runtime/API Even though technically not part of JavaScript, the typical
execution environment of a JavaScript application is a browser. There
are a number of issues pertaining to the API provided by browsers.

Interactive JavaScript is an interactive language when executed in a
browser environment. The browser forwards events, representing user
or system actions, to the scripts and scripts are able to set timeouts.
Tracking information flow in an interactive reactive setting poses sig-
nificant challenges.

Document Object Model The Document Object Model (DOM)
[97] is a tree representation of HTML documents. The DOM includes
several features making information flow analyses challenging [186],

HTML5 The HTML5 standard includes numerous extensions to the
API provided to JavaScript. In particular WebWorkers introduces full
non-cooperative concurrency with message passing and shared storage
in terms of WebStorage[93], another extension provided by HTML5.
See above for a discussion on concurrency.
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Objects and References The presence of references introduces problems
with aliasing for static analyses. These problems are accentuated in
the highly dynamic setting of JavaScript, where objects and methods
need not have static types.

Static vs. Dynamic Enforcement Static techniques have benefits of re-
ducing runtime overhead and dynamic techniques have the benefits of per-
missiveness, which is of particular importance in dynamic applications, where
freshly generated code is evaluated. For example, it is difficult to statically
determine if a program using eval is secure without being too conservative,
since the parameter of eval might not be known at the time of analysis or
might be subject to change. Moreover, in a heterogeneous environment as
the Web, it is also difficult to assume properties about third-party scripts.
Another example to illustrate permissiveness of dynamic techniques is the
program if l < 0 then l = 1 else l = h, where l and h are variables that
store public and secret values, respectively. Static analysis, as traditional
type systems [216], rejects this program as insecure due to the presence of
the explicit flow l = h. In contrast, some dynamic techniques are able to
accept executions of the program when l < 0 holds [191]. On the security
side, however, both Denning-style analysis and dynamic enforcement have
the same guarantees: progress-insensitive noninterference [191].

When progress-sensitive noninterference is desired, the absence of side
effects of traces not taken becomes, indeed, hard to guarantee dynamically.

Safe Language Subsets An important approach to handling the lan-
guage/API challenges of modern Web applications is to identify a safe subset
of constructions and features and making sure that applications adhere to
this subset. This is the approach of Caja [152], FaceBook JavaScript (FBJS)
[206], and ADSafe [62]. The latter provides a static analysis that verifies
that applications fulfill the requirements, whereas the former two apply run-
time rewrite techniques that transform applications into the safe subset. See
Section 4.3 for more information on ADSafe, FBJS, and Caja.

3.2.3 Static Analysis

The predominant static technique for enforcing secure information flow stat-
ically is the use of type systems, e.g. [166, 216, 154, 92, 202, 35, 214, 10, 192,
225, 29, 172].

In a security-typed language, the types of program variables and expres-
sions are augmented with annotations that specify policies on the use of the
typed data. Denning-style analyses prohibit implicit information flows by

FP7-ICT-2009-5
Project No. 256964



D1.1: Consolidation of state-of-the-art 46/90

keeping track of the security level of the control, frequently known as the
security level of the program counter and disallowing public side effects in
secret contexts. This enforcement scheme is know as flow-insensitive, since
it does not allow the security classification of program locations to vary.

In contrast, Hunt and Sands [99] investigate flow-sensitive type systems
for a small While-language. The type systems are parameterized over the
choice of flow lattice for which the powerset lattice of program variables is
shown to provide a principal typing. In addition Hunt and Sands show how
to transform any flow-sensitive program into an equivalent program typable
in a flow-insensitive type system. The concept of flow-sensitive information
flow security goes back to Banerjee and Amtoft [11], with the enforcement
phrased as a Hoare logic rather than a type system.

Statically Enforcing Confidentiality With respect to practical imple-
mentations of information flow security, Denning-style analyses form the core
for information flow tools Jif [157], FlowCaml [201] and the SPARK Exam-
iner [30, 47]. Askarov and Sabelfeld [18] present a novel treatment of secure
exception handling. They allow secret exceptions to be uncaught given that
they always are caught or always uncaught, and show that this is sound with
respect to termination insensitive noninterference. Broberg and Sands in-
vestigate expressive dynamic information flow policies — flow-locks — and
present a type system for an ML like language [43], subsequently recast using
a knowledge based definition [44] and extended to a role-based multi-principal
settings [45].

Smith and Volpano [202] show how a strengthening of the type system for
sequential programs [216] by disallowing looping on secrets is sufficient for
ensuring security under purely nondeterministic schedulers. Sabelfeld [187]
proposes a type based analysis for multi-threaded programs in the presence
of synchronization. The type system excludes the possibility of synchronizing
on secret data — directly or indirectly — in branches of high conditionals.
Russo and Sabelfeld [183] present a type system that guarantees security for
a wide class of schedulers for languages with dynamic threads. To achieve
this the language is augmented with a pair of commands hide and unhide
that move threads between different queues. By disallowing low threads to
be scheduled while there are pending high threads internal timing leaks are
prevented.

Castellani et al. [144] present a type system guaranteeing noninterference
in a simple imperative reactive language. Bohannon et al. [42] explore differ-
ent definitions of noninterference for reactive programs and define a simple
reactive language with an information-flow type system to demonstrate the
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viability of the approach.
Matos and Boudol [143] introduce a local flow policy that allows the com-

putation in the scope of such to implement information flow according to the
local policy and design a type and effect system that enforces this policy. In
addition by particularizing the case where the alternatives in a conditional
branching both terminate Matos and Boudol show that typing of termina-
tions leaks can be improved. Sabelfeld and Myers [190] introduce the notion
of syntactic escape hatches to delimit the amount of information released.
An escape hatch is formed by an expression and, semantically, the informa-
tion allowed to be released is characterized by the expression interpreted in
the initial memory. Sabelfeld and Myers present a type system for enforcing
delimited release. The type system tracks the variables taking part in de-
classification and demands that those variables are not the target of update
before the declassification statement. Askarov and Sabelfeld [17] extend the
notion of delimited release with code locality and present a type system that
enforces the new notion by disallowing declassification in secret contexts.
Li and Zdancewic [120] present the concept of relaxed noninterference that
mainly addresses the what dimension and to a lesser extent the where dimen-
sion enforced via a type system. The soundness theorem of the type system
ensures that, if a program is well-typed, then there exists a proof of the secu-
rity goal for the program. Mantel and Reinhard [137] present a security type
system to enforce security with respect to the what and where dimensions of
declassification, where their security condition for where combines both code
locality and lattice locality.

Statically Enforcing Integrity Myers, et al. [155] present a generaliza-
tion to robust declassification to include endorsement, thus giving a better
account for the interaction between confidentiality and integrity and present
a type based enforcement. The enforcement is based on only high-integrity
data being allowed to be declassified and that declassification might only
occur in a high-integrity context. Chong and Myers [49] discuss an exten-
sion of robustness to systems with mutual distrust and present a type based
enforcement. The type system relies on the fact that both the decision to de-
classify and the information to be declassified are high-integrity and that the
decision to endorse information must be of high integrity. Tripp et al. [208]
present TAJ, a tool for scalable static taint analysis for Web applications.
Being an industrial tool aimed at being able to handle existing complex Web
applications no correctness argument is given.
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3.2.4 Dynamic and Hybrid Analysis

One alternative is purely dynamic enforcement (e.g., [84, 212, 19, 191]), that
performs dynamic security checks similar to the ones enforced by static anal-
ysis. For example, an assignment is allowed by the monitor if the level of the
assigned variable is high whenever there is a high variable on the right-hand
side of the assignment (tracking explicit flows) or in case the assignment
appears inside of a high conditional or while loop (tracking implicit flows).
This mechanism dynamically keeps a simple invariant of no assignment to
low variables in high context.

As previously noted it has been shown (e.g., [21, 191, 19, 185]) that
purely dynamic monitors can enforce the same security property as Denning-
style static analysis: termination-insensitive noninterference. In addition,
Sabelfeld and Russo [191] prove that sound purely dynamic information-flow
enforcement is more permissive than static analysis in the flow-insensitive
case (where variables are assigned security levels at the beginning of the
execution and this assignment is kept unchanged during the execution).

Purely Dynamic Enforcement Shroff et al. [200] develop a monitor to
track explicit and implicit information flow. The monitor is parameterized
over a set of dependencies to track implicit flow. This set can either be
computed statically or dynamically at the expense of possibly interfering
runs while the monitor collects all dependencies. Russo and Sabelfeld [185]
investigate securing timeout instructions in Web applications against inter-
nal timing leaks. They propose a monitor using a generalization of security
contexts to include time. This way code snippets to be run at time t are
run in the associated security context. Askarov and Sabelfeld [19] investi-
gate dynamic tracking of policies for information release, or declassification,
for a language with dynamic code evaluation and communication primitives.
Russo and Sabelfeld [185] show how to secure programs with timeout instruc-
tions using execution monitoring. Furthermore, Russo et al. [186] investigate
monitoring information flow in dynamic tree structures. Austin and Flana-
gan [21] present a dynamic analysis for secure information flow. They apply
a no-sensitive-upgrade strategy — on an attempt to assign to a public vari-
able in secret context, the public variable is marked as one that cannot be
branched on later in the execution — to avoid the pitfalls of flow-sensitivity
and dynamic enforcement. Austin and Flanagan [23] relaxe the no-sensitive-
upgrade strategy to a permissive upgrade, where variables are allowed to be
upgraded before the secret context, in which they are assigned to.
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Hybrid Enforcement Fusion of static and dynamic techniques is becom-
ing increasingly popular [118, 200, 117, 211]. These techniques offer benefits
of increasing permissiveness because more information on the actual execu-
tion trace is available at runtime, while keeping runtime overhead moderate
as some static information can be gathered before the execution. Russo and
Sabelfeld [184] show formal underpinnings of the tradeoff between dynamism
and permissiveness of flow-sensitive monitors. They also present a general
framework for hybrid monitors that is parametric in the monitor’s enforce-
ment actions (blocking, outputting default values, and suppressing events).
LeGuernic et al. [118] consider a dynamic automaton based monitor for
confidentiality. The monitor is a hybrid between dynamic and static enforce-
ment; during execution abstractions of events are sent to the monitor which
uses the abstraction to prohibit both explicit and implicit flows. LeGuer-
nic [117] develops a hybrid monitor for concurrent programs. The monitor
uses abstractions of program events, e.g., the modified variables of non-taken
branches, the set of variables that must be locked for bodies of secret condi-
tionals. Ligatti et al. [124] present a general framework for security policies
that can be enforced by monitoring and modifying programs at runtime.
They introduce edit automata that enable monitors to stop, suppress, and
modify the behavior of programs. Chugh et al. [54] present a hybrid approach
to handling dynamic execution. Their approach is staged into two stages.
First, the information flow properties for the available code is examined and
a set of residual syntactic checks to be applied to the dynamic code is gen-
erated. Once the dynamic code is to be evaluated the residual checks are
applied.

Code Transformation In addition to execution monitors there exists a
line of work that statically or dynamically filters, rewrites or wraps the code
to enforce different properties [129]. Devriese and Piessens [72] consider en-
forcing noninterference by running multiple runs of the program, one for
each security level. The idea is that you first perform the public computa-
tion, replacing any secret values with dummies. Thereafter you run the secret
computation under certain restrictions. For a secure program this preserves
the semantics of the original program and enforces noninterference. Phung
et al. [170] consider an approach to modifying JavaScript code to become self
protecting. The method is lightweight in the sense that it does not rely on
browser modifications or runtime rewriting. Magazinius et al. [133] improve
on [170] by removing a number of identified vulnerabilities and making the
policy language more accessible to the policy writer. Chudnov and Nau-
mann [53] presents a provably correct inlining of a dynamic flow-sensitive
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monitor. They prove security and transparancy by connecting the inlined
monitor with a VM monitor, known to have the desired security properties.
Magazinius et al. [134] investigate on-the-fly inlining of a dynamic monitor
to handle dynamic code evaluation. With respect to concurrency Barthe et
al. [34] present a compositional transformation that closes internal timing
channels in multithreaded programs with semaphores. Jang et al. [102] con-
sider a rewriting based technique and tool for finding insecure information
flow in existing Web applications. The empirical study performed by the
authors indicates that steps must be taken to mitigate the privacy threat
from covert flows in browsers.

3.2.5 Libraries

In addition to external information flow analyses, i.e., analyses implemented
outside of the target programming langue, a line of work strives towards
achieving similar guarantees by exploiting existing programming language
features [182, 181, 181]. This has the advantage that the existing program-
ming language infrastructure can be used without any modifications.

Conti and Russo [182] show how to provide a taint mode via a library in
Python. The library is able to keep track of tainted values for several built-
in classes and supports propagation of taint information. The library uses
decorators as a noninvasive approach to mark source code with no or minimal
modification in the code. A line of work investigates information flow libraries
for Haskell. Li and Zdancewic [123] present a library for secure information
flow in Haskell, providing a starting point for this line of work. Russo et
al. [181] provide a library for secure information flow in Haskell using monads.
The library provides combinators for declassification related to the who, when
and what dimensions. Tsai, Hughes and Russo[209] present an extension to
[123] adding side-effectful computations and threads. DelTedesco et al. [67]
implement information erasure as a Python library building on ideas for
dynamic taint analysis.

3.3 Server-side vs. Client Side Enforcement
Historically, Web browsers have been served static pages from single Web
servers with any computation needed taking place on the server side. All
updates triggered by user interaction triggered reloading of the entire page
or frame.

With the advent of Web 2.0, and rich Internet applications more and more
of the program logic has moved from the server to the client. Extension of
the browsers supporting asynchronous requests and dynamic update of the
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pages allows for advanced responsive user experiences. Furthermore, modern
Web applications are frequently mashups of services and information from
different service providers.

This development raises a number of security concerns for the different
actors. First, moving computation from the server to the client involves
moving both information and programming logic. Protection of such assets
is in the interest of the service provider. Second, the user is allowing program
code to be downloaded and executed on the machine of the user. It is in the
interest of the user that the program does not leak sensitive information to
the service providers. Third, when combining services from multiple service
providers the issue of information leakage between the providers becomes a
concern. Typically, the providers cannot be entirely isolated, since this would
prevent them from cooperating to produce the desired composite service.

Thus, it lies in the interest of all actors to control the relative information
dissemination. Further, it raises the question where enforcement of informa-
tion flow policies should take place — on the server side, on the client side or
in combination. An important challenge lies in combining client- and server
side enforcement of decentralized policies in a setting of mutual distrust.

3.3.1 Client-side Enforcement

Being the ubiquitous client-side implementation language, JavaScript has
been a motivation and focus for several client-side enforcement approaches,
e.g. [118, 186, 200, 19].

Vogt et al. [211] show how a runtime monitor can be used for tracking in-
formation flow. They modify the source code of the Firefox browser, adding a
monitor to the JavaScript engine. However, their experiments show that it is
often desirable for JavaScript code to leak some information outside the do-
main of origin: they identify 30 domains such as google-analytics.com that
should be allowed some leaks. Their solution is to white-list these domains,
and therefore allow any leaks to these domains, opening up possibilities for
laundering. Mozilla’s ongoing project FlowSafe [81] aims at empowering Fire-
fox with runtime information-flow tracking, with dynamic information-flow
reference monitoring [21, 22] at its core. Yip et al. [221] present a security
system, BFlow, which tracks information flow within the browser between
frames. In order to protect confidential data in a frame, the frame cannot
simultaneously hold data marked as confidential and data marked as public.
BFlow not only focuses on the client-side but also on the server-side in order
to prevent attacks that move data back and forth between client and server.

Extending the browser with additional functionality always carries the
risk of security flaws in the extension. To this end Bandhakavi, et al. [26]
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propose a static analysis tool, VEX, for analyzing Firefox extensions for se-
curity vulnerabilities. Dhawan and Ganapathy [74] develop Sabre, a system
for tracking the flow of JavaScript objects as they are passed through the
browser subsystems. The goal is to prevent malicious extensions from break-
ing confidentiality.

3.3.2 Server-side Enforcement

Few works specifically target server-side enforcement of information flow se-
curity in the context of Web application, with some exceptions.

Contrary to the client-side where standardization drives the execution
environment to be uniform across platforms and browsers, the server side
offers a rich and varied execution environment. For this reason any static
analyses are applicable on the server-side, e.g., JIF [157], FlowCaml [201],
SPARKAda [173], or WebSSARI [98], more explicitly aimed at Web applica-
tion. Further, rewriting techniques, e.g. [152, 36], can be used on the server
side before serving the content.

3.3.3 Hybrid Enforcement

Hybrid approaches combine client-side and server-side enforcement. A promis-
ing line of work by Chong et al. on Sif [52] and SWIFT [48] accommodates
secure application programming by compilation. Programmers develop a
Web application in generalized versions of Jif [157], which, after security
type checking, is compiled into a Web application. The source language sup-
ports declassification (based on the decentralized label model [154]). Based
on the security policy SWIFT offers an automatic partitioning of the applica-
tion into a server program and a client program so that secret information is
never propagated to the client. In addition, the partitioning supports repli-
cation of computation in order to minimize the network load thus improving
speed and responsiveness and reducing server load.
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4 Secure Composition
The evolution within Web 2.0 has led to a new application type, called a
Web mashup, simply mashup. A mashup can be defined as “a Web applica-
tion that combines content or services from more than one origin to create
a new service”. By combining multiple separate services into a new applica-
tion, a mashup generates added value, which is one of the most important
incentives behind building mashups. Mashups also succeed in maximizing
content reuse, even from services that never intended to produce reusable
data. Additionally, mashups are flexible and lightweight applications, since
they merely gather and combine information, thus do not need complex ap-
plication logic. These three advantages have driven the growth of mashups,
which has led to the need of support for strong security requirements.

Online
Bank

Stock
Advisor

E-mart
Billing

Smart
Advertising

Figure 3: Example: a financial mashup application.

The discussion of the security requirements will become more concrete
if applied to an example application: a financial mashup, which provides
integrated access to a user’s financial and stock information. This example
application is depicted in Figure 3. The mashup contains a component from
a bank, an advising component from a brokerage firm and an advertising
component. The bank and brokerage component need to interact, to provide
relevant advice regarding a user’s stock portfolio and interests; the brokerage
and banking component provide the advertising component with keywords
about his financial habits, so that the user receives targeted advertisements.
The bank component and brokerage component need to communicate with
the servers of their firm, to retrieve the most recent information. The adver-
tising component needs to communicate with servers from multiple advertis-
ing firms, to retrieve relevant advertisements.
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This example illustrates the requirements for secure composition. The
different components need to be separated to prevent e.g. that a rogue ad-
vertisement application can just steal information from the bank component.
Yet, there is a need for communication and interaction between those com-
ponents. Furthermore, the developer should be able to control the extent
of the interaction precisely. The next section looks at these requirements in
more detail.

4.1 Secure composition requirements
Examining the security requirements for mashups has led to the specifica-
tion of four specific categories, of which the security-specific requirements
have been determined. The following overview discusses these categories and
requirements, which will be used to discuss existing security mechanisms.
C1. Separation Components need to be separated from each other, to en-

sure the following security properties:

a. DOM: ensures that the component’s part of the DOM tree is sep-
arated from other components.

b. Script: ensures that the component’s scripts can not be influenced
by other components.

c. Applicable in same domain: ensures that the separation tech-
niques can also be applied to different components belonging to
the same domain.

C2. Interaction Regardless of their separation, a component requires in-
teraction with other components and the host page. This interaction
is subject to the following requirements:

a. Confidentiality: ensures that sensitive information can not be
stolen from interactions between components.

b. Integrity: ensures that the contents of an interaction can not be
modified without the knowledge of the interacting components.

c. Mutual authentication: ensures that the interacting components
can establish who they are interacting with.

Both confidentiality and integrity were already extensively discussed in
Section 3.1.

C3. Communication Components need to be able to communicate with
the mashup provider, as well as with other parties. This requires the
following properties:
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a. Cross-domain: components should be able to communicate with
other origins than the origin to which they belong.

b. Authentication: a service receiving messages should be able to
identify the origin of the message.

C4. Behavior Control Beyond achieving separation, interaction and com-
munication, there is a need to selectively control component behav-
ior within the application. Such policy-guided behavior control not
only allows the fine-grained limitation of interaction or communication
possibilities, but also offers advanced control over available client-side
functionality and capabilities.

Currently, mashup security is based on the de facto security policy of
the Web: the Same Origin Policy (SOP) [222]. The SOP states that scripts
from one origin should not be able to access content from other origins. This
prevents scripts from stealing data, cookies or login credentials from other
sites. Additionally to the SOP, browsers also apply a frame navigation policy,
which restricts the navigation of frames to its descendants [33].

The security provided by the traditional mechanisms for building mashups
relies on the application of these browser security policies. Loading compo-
nents from different origins in iframes causes them to be separated by the
SOP. Using script inclusion causes the script to be loaded in the protection
domain of the including page, which is a straightforward way to achieve in-
teraction between components. Communication with the origin of the page
containing the script can be achieved using the XmlHttpRequest object of
the JavaScript language.

These traditional mechanisms have led to two different approaches for
building mashups: server-side composition and client-side composition (Fig-
ure 4). The former combines the entire mashup at the server side and serves
it as a whole to the client, while the latter provides a template to the client,
which retrieves all pieces separately and composes the mashup at the client
side, conform to the provided template. The difference between both ap-
proaches is fading as hybrid models are being used, where separate compo-
nents and pre-composed content are combined. In either model, there are
no significant technical challenges. The responsibility for security always lies
with the mashup integrator, taking into account the security requirements of
the different components and their stakeholders.

Examining the traditional techniques in the light of the previously pro-
posed security requirements yields some interesting results. Iframes offer full
separation between different origins, but not within the same origin, and pro-
vide no interaction between components. Script inclusion offers no separation
at all, but provides full interaction. This interaction is not authenticated, nor
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Figure 4: Server-side mashup (left) and client-side mashup (right).

can confidentiality or integrity be ensured. As far as communication is con-
cerned, XHR does not offer any cross-domain communication. These results
show the pressing need for secure techniques to enable separation while still
allowing secure interaction, as well as secure communication. Additionally,
providing behavior control for components will only strengthen the security
of mashups.

In the following sections, we provide a detailed discussion of both state-
of-practice and state-of-the-art in mashup security. Section 4.2 focuses on
specific techniques enabling separation and providing interaction. Section 4.3
presents techniques that enable the isolation of JavaScript modules within the
same execution environment. Section 4.4 discusses techniques which help to
achieve communication with remote parties. In Section 4.5, we discuss state-
of-the-art academic research that supports fine-grained control over specific
security-related aspects.

4.2 Separation and Interaction
The security requirements demand stronger separation guarantees, but also
require the possibility of interaction between separated components. In this
section we discuss several techniques which approach this problem on a doc-
ument basis. Script-based solutions are discussed in the next section.

The solutions proposed here use three different points of view to address
the needed security requirements: (i) leverage existing separation mecha-
nisms and provide controlled interaction (Subspace, Fragment Identifier Mes-
saging and postMessage), (ii) strengthen the existing separation mechanisms,
while preserving interaction (module tag and sandbox attribute), and (iii)
start from scratch, while honoring the already existing legacy by ensuring
some form of backwards compatibility (MashupOS and OMash).
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4.2.1 Subspace

Subspace [101] enables interaction across the boundaries of an iframe, using
a shared JavaScript object and relying on domain relaxation. In a nutshell
(Figure 5), a JavaScript object is created by frame A and shared with a nested
intermediate iframe of the same domain (B). This intermediate iframe has
a nested frame belonging to the component (C), which needs to obtain the
JavaScript object to enable interaction. This is achieved by having both
frames B and C relax their domain, so the JavaScript object can be shared.
Interaction is now possible using the shared JavaScript object. More complex
scenarios, involving multiple components and origins, are also supported.

comp.integrator.com

www.integrator.com

www.integrator.com A

B

C integrator.com

integrator.com

www.integrator.com A

B

C

Figure 5: Subspace: initial setup (left) and after domain relaxation (right)
(Source: [101]).

Subspace effectively enables interaction between frames, even with the
restrictions imposed by the SOP, albeit with a few disadvantages. Apart
from the fairly expensive setup phase, the burden of subdomain management
for each component is another disadvantage of Subspace.

The security requirements for separation are addressed by the use of
iframes. As for the security requirements regarding interaction, Subspace
achieves confidentiality and integrity, as long as the shared objects are pro-
tected. Mutual authentication is inherent to the owners of the shared object,
which are determined during the setup phase.

4.2.2 Fragment Identifier Messaging

Fragment Identifier Messaging (FIM) [33], also known as Iframe Cross-Domain
Communication [83, 207], builds a communication channel based on frame
navigation. If the URL of a frame is set, but only the fragment1 changes,
the page is not reloaded. This allows JavaScript within the page to read
this fragment, thus providing a one-way channel. Two-way interaction can
be achieved using nested frames.

Even though FIM enables interaction without violating the browser’s se-
curity policies, it is not a designed interaction channel. This brings a few

1The part of a URL after the # symbol, used to navigate to an anchor within the page.
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disadvantages, such as a restricted message length, the lack of a notification
system for new messages or the fact that messages can easily be overwritten.

Compared to the proposed security requirements, FIM is dependent on
the use of iframes for separation. In terms of the security requirements for
interaction, FIM does achieve confidentiality, since the browser’s security
policies prevent the frame location to be read by other origins. Integrity
is also preserved, since the frame’s location can only be overwritten as a
whole, so no fragment can be partially modified. Mutual authentication is not
available, since the sender of a message is not known, but an authentication
mechanism can be implemented. The issues with FIM can be addressed,
as is shown by component framework SMash [64], the OpenAjax Hub [165],
OMOS [223] and the Microsoft API for using FIM [207].

4.2.3 PostMessage

PostMessage is an extension of the browser API, providing a designed in-
teraction channel between frames [95]. The specification introduces a new
DOM event, message, which is fired if messages are received, as well as an
API function that can be used to send messages to a frame, postMessage().
When sending a message, the destination origin has to be specified, which is
validated by the browser upon message delivery [33]. For received messages,
the browser provides the origin of the sender as part of the message object.

PostMessage is an improved version of FIM and addresses specific issues.
Similar to FIM, the separation requirements are met by the underlying use
of iframes. When compared to the security requirements for enabling in-
teraction, postMessage does achieve confidentiality and integrity. Mutual
authentication is also supported on the level of domains: the browser checks
the destination when sending a message and the receiver can check the origin
of a message.

PostMessage is part of the HTML5 standard, which is currently still a
draft [94]. Nonetheless, postMessage is already supported by major browsers.
It can also be used to replace FIM, as will be done in SMash [64] and the
OpenAjax Hub [165].

4.2.4 Module tag

The module tag allows content separation in modules, which are only acces-
sible through a message-passing interface for sending and receiving messages
[63]. This message-passing interface is restricted to the JSON format, to
prevent security issues through the leaking of JavaScript objects. Addition-
ally, the module tag assigns a unique origin to each module, thus effectively
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enabling separation between multiple components from the same origin.
Compared to the security requirements for separation and interaction, the

module tag effectively separates components from each other. Separation is
enforced within the same domain, both for scripts as DOM elements. As for
interaction between modules, confidentiality and integrity are achieved by
the separation of internal state. Mutual authentication is not achieved, since
there is no authentication of the sender, but can be implemented.

The module tag is not implemented by major browser vendors and is,
as far as we know, not used in practice. It does however provide valuable
insights and inspiration for the design of other standardized solutions, such
as the sandbox attribute, discussed next.

4.2.5 Sandbox attribute

The sandbox attribute [96] is an extension of the iframe tag and augments
the origin-based separation of iframes. The sandbox attribute imposes a set
of restrictions, such as assigning a unique origin to the content, preventing
scripts or browser plugins to run or preventing forms from being submitted.
These restrictions, except for running plugins, can be relaxed by specifically
allowing them when specifying the attribute.

Within the separation category, the sandbox attribute achieves all three
security requirements. The interaction requirements are achieved by the
chosen interaction technique. This can be any interaction technique available
for iframes, but the standardized postMessage is a favorite, with one caveat:
if a component is assigned a unique origin, the postMessage-origin is set to
a globally unique identifier for outgoing messages. This may be problematic
to achieve mutual authentication with sandboxed components.

The sandbox attribute is part of HTML5, which is currently a draft [94].
Major browsers are starting to support the sandbox attribute though, with
Chromium/Chrome taking the lead.

4.2.6 MashupOS

MashupOS [219] arguments the need for additional trust levels within a
mashup. Next to the “no trust” provided by iframes, known as isolated
content, and “full trust” provided by script inclusion, known as open con-
tent, they propose access-controlled content, which provides separation with
the possibility of message-passing across domains, and unauthorized content,
which can not assume any privileges associated with a domain, such as au-
thentication credentials or origins.
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Technically, these levels of trust are achieved by introducing new HTML
tags. These tags do not only provide separation and interaction, but also en-
able the separation of physical resources, which is out of scope here. Mashup-
OS also provides a way for modules to expose a specific API.

Mapping MashupOS to the proposed security requirements is not easy,
because there are multiple levels of trust. Using the different levels of trust,
MashupOS is able to provide strong separation for both DOM elements and
scripts. Separation within the same origin is dependent on the technique used
(e.g. unauthorized content is not associated with a domain). As for inter-
action, confidentiality and integrity can be ensured using the provided API
specification mechanism, but no support for mutual authentication is pro-
vided. This can however be implemented on top of the provided interaction
mechanism.

MashupOS is not implemented in a major browser, but the four trust
levels can be simulated using iframes and postMessage. MashupOS also
serves a valuable role in the research on mashups.

4.2.7 OMash

A totally different approach is taken by OMash [61], where Web pages are
represented as objects, which have public interfaces for interaction. Such an
object encapsulates the internal state of a Web page, including associated
resources such as cookies or authentication credentials. By separating pages,
using an object representation, OMash eliminates the need for the SOP.
Resource sharing is done by passing the needed resources between objects,
but only if they can be safely shared (e.g. session cookies are shared when a
link within a site is followed).

OMash satisfies the separation requirements, since DOM objects and
scripts belong to an object’s private data. Since all objects are separated,
OMash also supports separation within the same origin. Interaction is possi-
ble using the exposed interfaces, which provide confidentiality and integrity.
Mutual authentication is not inherently present, but can be implemented
using shared secrets.

OMash is not adopted by any major browser vendor, but is available as
a prototype implementation.

4.3 Script Isolation
Script isolation techniques leverage the client-side interaction possibilities
present in a script environment, and try to introduce separation between dif-
ferent components of the application. Composing the mashup out of isolated
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modules forms a base to offer strong client-side security and behavior control
guarantees. As briefly discussed in Section 3.2.2, the general approach is
restricting JavaScript to a subset, which adheres to the object-capability se-
curity model. This security model is based on the fact that separated objects
have no capabilities and can only achieve capabilities on an object if they are
handed a reference to that object. For example, if an object in the language
has no reference to the Image object, it can not construct new images. By
giving it a reference to the Image object, it obtains the capability to create
images.

The three techniques presented here, i.e. ADsafe, Facebook JavaScript,
and Caja, follow this object-capability security model, thus achieving com-
ponent separation, regardless of domain. Separation for DOM elements and
built-in script objects is achieved using subset restrictions and run-time con-
trol over specific operations, such as DOM access. The isolated modules
can interact using explicitly shared objects, which offer confidentiality and
integrity. Mutual authentication can be implemented if desired.

4.3.1 ADsafe

The ADsafe subset [62] is aimed at putting guest code, such as advertise-
ments, in a Web page, without suffering security consequences. This is
achieved by restricting scripts to a safe subset of JavaScript. Safe inter-
action with their environment, such as the DOM tree, is possible using a
provided ADSAFE object.

ADsafe is not an active protection mechanism, but is enforced using a
static code verification tool. This tool can determine whether a script ad-
heres to the ADsafe subset or not, but will not actively rewrite code. Next
to preventing access to the global object or well-known insecure language
features, such as eval or with, ADsafe also prohibits the use of this, since
it has subtle properties that can be used to obtain a reference to the global
object.

In recent research on the security of JavaScript subsets, specific issues
with ADsafe have been discovered [131]. These issues are minor design over-
sights, which do not break the fundamental model of the language. Continued
formal verification is needed to prove that the ADsafe language fully adheres
to the object-capability security model.

4.3.2 Facebook JavaScript

Facebook, the social networking site, supports an extension model based
on applications, which are developed by external parties. To ensure the safe
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incorporation, Facebook provides Facebook JavaScript (FBJS) [206], which is
a secure JavaScript subset. FBJS is an active protection mechanism, which
applies a rewriting process to normal JavaScript. This rewriting process
includes rewriting variable and function names to a unique namespace, as well
as defining Facebook-specific DOM objects, which do not implement insecure
features. Remote communication is available through an Ajax object, which
uses a server-side proxy to retrieve cross-domain content. More importantly,
this retrieved content is rewritten to FBJS, to ensure continuous protection.

The major advantage of the approach taken by Facebook is the active
protection mechanism, which allows the dynamic addition of content. This
is particularly useful in mashup applications. The disadvantage however is
that every request needs to go through the Facebook servers, which might
not be feasible for each integrator.

Recent research on the security of JavaScript subsets has also identified
issues with FBJS [131]. These issues do not have an impact on the funda-
mental model of the language, and can be further eliminated using strong
formal models.

4.3.3 Caja

Caja [152], a safe JavaScript subset designed by Google, takes a similar
approach to FBJS. It analyzes JavaScript to detect subset violations and
it rewrites the code to create isolated modules, as well as to mediate DOM
access. Caja is a fairly flexible subset, since it allows the use of this, albeit in
a limited way. Caja does more than subsetting JavaScript, it also introduces
a new feature: frozen objects. Frozen objects can not be changed, which
makes them ideal for information sharing between components. Objects in
the default global environment are automatically frozen.

An advantage of the way Caja is introduced is that it is aimed at support-
ing existing scripts, with some exceptions such as eval or with. This allows
a gradual transition towards the Caja subset. Underneath, a second subset is
defined, named Cajita. Cajita can be considered “Caja without this”, since
this is considered a dangerous and unnecessary language feature. Cajita is
meant to be the subset for writing new applications, while Caja is meant
to be backwards compatible with current applications. Similar to FBJS, a
server-side rewrite process ensures continuous protection of dynamic code.

Recent research on the security of JavaScript subsets has been able to
prove that a subset based on Caja is capability safe [130]. This important
result shows that a JavaScript subset can adhere to an object-capability
security model, and can thus be used to achieve the proposed security re-
quirements.
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Caja is currently used by several OpenSocial gadget integrators, such as
Yahoo! Application Platform, Shindig, iGoogle, Code Wiki, and Orkut.

4.4 Communication
In this section, we discuss several techniques to achieve cross-domain com-
munication. These techniques are mostly workarounds, to enable communi-
cation under the restrictions of the SOP. The last technique, i.e. cross-origin
resource sharing, is designed to extend the SOP to allow safe, controlled
cross-domain communication.

4.4.1 XMLHttpRequest Proxies

XHR does not allow cross-domain requests, a restriction that can be cir-
cumvented by providing a server-side proxy within the origin of the page
initiating the request. The proxy receives a request for some content, re-
trieves it and sends it back to the requesting page. This solution is elegant in
the sense that it allows the client-side implementation to use XHR, the stan-
dardized communication mechanism. The solution lacks elegance however in
the fine details, such as the difficulty in handling authentication credentials
of the remote site, where the information needs to be retrieved from. Another
disadvantage is the fact that every component provider needs to provide a
proxy. Furthermore, this proxy has to be fully trusted by the client, since it
can manipulate both request and response.

When compared against the proposed security requirements, this solution
does offer cross-domain communication, but offers no authentication. Even
when an authentication mechanism is implemented on top of this commu-
nication channel, the proxy effectively acts as a man in the middle, which
makes the authentication process untrustworthy.

This technique is currently used by Facebook JavaScript and iGoogle.

4.4.2 Script Communication

Scripts can be included from any origin, but their content is included in the
protection domain of the page that includes it. Furthermore, the page does
not get access to the contents of the received script file, which is executed
immediately. This does not prevent the use of script inclusion as a commu-
nication channel: outgoing information is embedded using GET parameters
and incoming information is encoded as JavaScript code. This code can be
anything, but will most likely be JSON data. This technique achieves cross-
domain communication, but can not guarantee any authentication. Depend-
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ing on the degree of separation between the components, an authentication
mechanism may be implemented on top of this channel. A major issue with
this technique however is the fact that the response has full privileges within
the requesting page. This means that if an attacker can manipulate the
response, the whole requesting page is vulnerable to attack.

This technique is used in practice, for instance in Google’s mail service,
Gmail.

4.4.3 Using Browser Plugins

By interacting with browser plugins, such as Flash, Java or Silverlight, cross-
domain communication can be achieved. These plugins are not bound to the
SOP of the browser and are free to implement their own policy. The imple-
mented policies resemble the SOP of the browser, with some exceptions [222].
The origin to which the plugin is bound is typically the origin where it was
downloaded from, not the origin of the including document. In addition to
the implemented same-origin policy, each plugin implements a customizable
policy. Flash uses a cross-domain policy file (called crossdomain.xml) [9],
which is used to selectively allow cross-domain requests. This policy file is cre-
ated and served by the destination of a cross-domain request and identifies the
origins where the request can come from. The plugin checks this policy file be-
fore executing a cross-domain request. This approach has also been adopted
by Java. Silverlight takes a similar approach [149], but uses a different format
and expects the policy in a remote file called clientaccesspolicy.xml. Ad-
ditionally, Silverlight also supports an allow-all policy in the Flash format,
using the file called crossdomain.xml.

The use of browser plugins enables cross-domain communication and of-
fers more fine-grained controls than other techniques do. Authentication can
be achieved using cookies or HTTP authentication headers, but the browser
plugin, which acts as a client-side proxy component, is still responsible for
identifying the component behind the request. Disadvantageous to this tech-
nique is the need for browser plugin support, which can have an impact on
the security of the browser platform, as shown by numerous vulnerabilities in
mentioned plugin environments. Additional disadvantages are the potential
lack of plugin support on mobile devices and the elevated resource consump-
tion caused by the loaded browser plugin objects.

This technique is currently in use by Facebook JavaScript.
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4.4.4 Cross-Origin Resource Sharing

Cross-Origin Resource Sharing (CORS) is an extension of the HTTP proto-
col to provide policy-based protection for cross-domain requests [210]. Con-
sider an application on http://www.example.com requesting information on
http://www.myaddressbook.com. CORS allows the remote server (http:
//www.myaddressbook.com) to indicate whether the given origin (http:
//www.example.com) has access to its resources or not, a decision which
is then enforced by the browser. The server can formulate fine-grained deci-
sions for particular resources, such as the HTTP methods that can be used,
or whether credentials (cookies, HTTP authentication) are allowed.

Technically, CORS adds request headers to provide the server with ad-
ditional information, such as the origin or the need for credentials, to which
the server responds with response headers specifying the fine-grained decision
that the browser needs to enforce. In case the requesting Web application
uses uncommon HTTP methods (other than POST,GET), Content-Types, or
custom HTTP headers for the cross-domain request, the browser first sends a
so-called Preflight Request [153]. The protection of legacy operations, which
have no knowledge about CORS, is preserved using a deny-by-default ap-
proach.

The CORS specification is still a W3C working draft, but is already sup-
ported in major browsers. Since CORS only specifies an algorithm, browser
vendors are free to implement it how they see fit. Firefox and Chrome have
extended the traditional XHR communication mechanism with this addi-
tional functionality. To achieve cross-domain communication, Internet Ex-
plorer has introduced a new XDomainRequest API (XDR), due to previ-
ous security issues with the implementation of XHR [80]. XDR implements
CORS, but also imposes client-side restrictions on cross-domain requests,
based on the selected security zone. For example, communication between
restricted pages and Internet URLs is prevented within Internet Explorer by
the XDR implementation [150].

CORS is a durable, long-term approach to enabling cross-domain com-
munication, which is an important component of secure Web interaction. A
disadvantage with the specification is the domain-based identification of ori-
gins, which makes it hard for a remote server to distinguish requests coming
from two different components from within the same origin [66]. As experi-
ments have shown, using CORS in conjunction with the unique origin of the
sandbox attribute leads to a null-origin being associated with the request.
This behavior can be attributed to the sandbox being a “privacy-sensitive”
context [31].
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4.5 Advanced Fine-Grained Control
In this section, we present several approaches which are aimed at providing
fine-grained control over component behavior within a mashup. Such control
can be achieved by explicitly enforcing a policy on JavaScript code or by
mediating access to objects, thus obtaining control over object-interactions.

4.5.1 Policy Enforcement Techniques for JavaScript

BrowserShield [175] and JavaScript instrumentation [109] are two server-side
proxy-based techniques which support policy enforcement by rewriting the
code where necessary. Both techniques handle dynamic code generation by
introducing run-time checks that ensure the coverage of the generated code.
One noticeable disadvantage of these techniques is that they rely on external
JavaScript parsing at the server-side, which may be inconsistent with client-
side parsing within the browser, especially if browsers from multiple vendors
are used.

BEEP or Browser-Enforced Embedded Policies [104] allows the client-side
enforcement of a policy which is included within a page. This policy will be
executed upon script loading and thus allows the inspection and alteration
of the code about to be loaded. This technique requires a limited client-side
change, as a security hook into the script loading mechanism is needed.

ConScript enables the specification and enforcement of fine-grained secu-
rity policies for JavaScript in the browser [126]. Such policies can be used
to control the script behavior, such as disallowing calls to certain functions
(e.g. eval), or preventing the script from accessing cookies. To ease the task
of writing policies, ConScript supports automatic policy generation through
static analysis of server-side code or run-time analysis of client-side code.
Technically, ConScript supports the enforcement of security advice within
the JavaScript engine. The advantage of this approach is its effectivity, since
all indirections and ambiguities, such as different paths to the same function,
are eliminated inside the JavaScript engine.

Self-protecting JavaScript [170] provides similar security features, but
does not require specific support within the browser. Policy enforcement is
achieved by wrapping security-sensitive JavaScript operations before normal
script execution. As a consequence of not depending on browser-support,
this technique faces several challenges, such as covering all access paths to
a specific function or preventing wrapped operations to be restored by the
malicious script. Several of these issues have been addressed in a follow-up
paper [133], while others will be resolved in future research.
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4.5.2 Mediating Access to Objects

Object views offer a fine grained control over shared objects in a JavaScript
environment [147]. By creating and sharing a view of an object, instead of
the full object, all calls to the object pass through the view, where a secu-
rity policy can be enforced. An example application scenario is a document
sharing policy, where the HTML document is a shared object. A view of
this document can enforce the security policy, where a component can have
read-only access to the entire DOM tree, and only gets write access to within
its boundaries.

AdJail [205] offers a technique to mediate access to advertisements, which
are embedded as a DOM object. Advertisements are executed separately in a
sandboxed environment, where they can cause no harm. In order to preserve
the user experience and to enable ad-specific services, such as compatibility
with ad network targeting algorithms or billing operations, a mediation tech-
nique selectively forwards specific operations, such as visualizing content and
forwarding of user interface events, between the sandbox and hosting page.
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5 Conclusion
After giving an overview of the state-of-the-art in areas of work that are
of interest for WebSand, the technological challenges that will need to be
approached in the course of this project become more visible. In the following,
these challenges are summarized giving an overview of the possible directions
of research.

Challenges for Secure Web Interaction In the areas of authentication,
authorization and session tracking, future challenges are mostly related to the
trend that applications become more distributed combining data and code
from different contexts. Here, the fields federated identity and distributed
authorization are of importance, but it seems that these challenges do not
require a shift in paradigm but will be addressed by maturing of existing
approaches.

Control flow integrity is a topic that is even challenging for traditional
single-party applications, and is closely related to distributed authorization.
The problem is especially hard regarding the case of distributed applications,
where the control flow passes domain boundaries. A comprehensive approach
including client-side and server-side components is envisioned to open up new
possibilities and to provide a control flow integrity solution, which is also
suitable for distributed, multi-party applications.

The foundation of the Web is a set of more-or-less standardized tech-
nologies like HTTP, HTML, JavaScript which are loosely glued together by
browser implementations. While Web technologies were never explicitly de-
signed to form a secure platform, they are nevertheless used to provide access
to highly sensitive functionality and data. One research effort, which is re-
lated to the requirement analysis of WP1, will be to review the common
interaction patterns and usage scenarios of current and future Web applica-
tions with the goal of identifying fundamental shortcomings of the established
Web technologies.

Challenges for Information-Flow Control To date, there are numer-
ous models and enforcement techniques for many different language features,
including features relevant for web application security. Predominantly, dif-
ferent features have been studied in isolation in tailor-made languages. One
important challenge for web application security is to provide a unified, tar-
geted solution that incorporates support for the rich language setting of web
applications.

Of particular importance for web applications is the ability to express
and enforce security policies in the environment of mutual distrust. It is
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thus an important challenge to provide a security policy framework capable
of expressing decentralized security policies.

On the enforcement side, a particularly pressing challenge is tracking in-
formation flow in an interactive reactive setting of web applications. Further,
the JavaScript event model offers challenges that are beyond traditional reac-
tive systems: interaction with the DOM and handler hierarchies are examples
of such challenges.

Previous work largely targets client-side or server-side enforcement in iso-
lation. The cooperative client-server side distribution employed by web appli-
cation in general and web mashups in particular offer several new challenges
with respect to client to server information flow as well as server to server in-
formation flow. Of particular importance is combining client-side and server-
side enforcement to enforce decentralized multi-party information-flow poli-
cies.

Challenges for Secure Composition To cope with the hybrid aggrega-
tion of content and functionality from different trust domains and the ensu-
ing fragmentation of ownership, web mashups will require the enforcement
of complex cross-domain security policies. This includes among others intra-
component behavioral restrictions (e.g. a least-privilege execution of third
party components), secure cross-component interactions and secure remote
communication.

One of the main challenges for the secure composition is the need to sup-
port fine-grained, expressive composition policies at the server-side. These
policies needs to be at the right level of abstraction for the application devel-
oper or composer and need to control all relevant security-sensitive operations
as well as cross-component and remote communication. To do so, it is im-
portant that the composition of the different components is made explicit,
and that policies of the different stakeholders can be specified in terms of the
components or their composition.

In addition, there are still some open issues in achieving the server-driven
client enforcement in a secure and automated manner, both in case of a
traditional browser and in case of a Rich Internet Application. In case of
a RIA, the enforcement can explicitly be added to the client (as part of an
execution monitor), and the server provides the client the appropriate secure
composition policy. In case of a traditional browser, the server needs to
embed the policy enforcement into the application (e.g. via a inlined reference
monitor or a transformation into a capability-based language), before sending
the application to the client.
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